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EXECUTIVE SUMMARY

This report presents a brief description of the SAPIR APIs and their implementation. Seven
major packages are introduced. First, the common package is used to create SAPIR objects.
Second, the Content Management package provides functions for organizing feature spaces
to capture audiovisual content objects. Third, the Indexing package provides data structures
and methods for indexing content objects at both local and global scale. Fourth, the
Networking package contains functions for organizing overlay networks among peers. Fifth,
Peer package provides methods to create peers and overlays. Sixth, the Registry package
provides configuration functions, and last, the Search package defines methods for global
search and ranking. The report is based on project activities of Task T2.2 and presents
preliminary results of this task.
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1. INTRODUCTION

1.1 OBJECTIVES OF WP2

The purpose of this work package is to design the system architecture of SAPIR. This entails
identifying core components and their key concepts, defining the interfaces and the interplay
of components, and defining detailed APIs for program development. The components
should cover the functionalities needed for content production, content analysis, content
enrichment, digital rights management, push-based dissemination, index management,
caching and replication, P2P statistics, social network management; query routing, query
processing, result ranking, and Ul and device adaptation.

1.2 OBJECTIVES OF DELIVERABLE D2.2

The objective of this deliverable is to describe the SAPIR interfaces and the main packages
and classes used for their implementation.

2. SAPIR APIS

The APIs reflect the detailed interfaces of the different components of the SAPIR
architecture without unduly restricting different implementations, and provide guidance for
the interactions (control flow, data flow) among components. Recall that the SAPIR
architecture is composed of four main components [Kacimi2008]. First, Networking consists
of different means for interaction between peers. Second, Content Management defines
feature computation methods. Third, P2P Indexing provides methods and data structures for
indexing. Fourth, P2P Search defines search and query processing methods. As depicted in
figure 1, the APIs include four packages, one for each component of the architecture.
Additionally, there are three packages, namely, common, peer and registry, which provide
configuration and object creation functionalities.
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Figure 1- APIs Structure

In the following, we give a brief description of the Interfaces provided in each package.

2.1 COMMON

This package contains a Factory interface used to create SAPIR Objects. The interface
provides functions for creating either an overlay or a stub-overlay. A SAPIR overlay is
created using some properties that may include, for example, an address of a web service
that can serve queries for the Feature Groups supported by the Overlay. In an overlay,
peers participate to the network and share some tasks with other peers such as maintaining
a part of the global index, routing queries, reconfiguring the network, etc. By contrast, in a
stub-overlay, peers remotely connect to an existing overlay network using stubs. Recall that
a stub is small software placed into both sides of the communication to provide a common
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function. It is required to resolve some protocol, remote procedure calls (RPC) or other
interoperability requirements.
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Figure 2- Common Package

2.2 CONTENT MANAGEMENT

The content management component includes content production, analysis, and enrichment.
It provides capabilities for analyzing the multimedia content (text, image, audio and video) of
peers and extracting features depending on the type of the data. The main interfaces of the
Content Management package are ContentObject, CoumpoundContentObject, Feature, and
FeatureGroups.

2.2.1 Content Object & Compound Content Object

A ContentObject interface describes either text-oriented such as HTML documents or XML
documents, or multimedia objects such as images, audio, and video clips. A Content Object
is globally identified by a unique identifier, e.g., a URI. Compound Content Objects are
complex objects that consist of several Content Objects such as a web page that contains
images, tags, links, etc.

2.2.2 Feature & Feature Group

A Feature represents certain properties of a Content Objects. It is described by the
FeatureGroup to which it belongs.
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Figure 3- Content Management Package
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A FeatureGroup is described by its name that can take multiple values including text and
multimedia descriptors.

2.3 INDEXING

The Indexing package provides data structures for storing and fetching information about
where Content Objects can be found in the network of peers. It contains four main
interfaces: Index, Key, TargetObject and IndexingUnit.

2.3.1 Index

The Index interface provides insert, delete, and lookup methods that can be implemented for
local or global processing. In the latter case, each method provided by the index requires
communication between peers. Each peer maintains a part of the index; thus, when a peer
wants to insert a TargetObject in the index, it sends a message to the responsible peer for
the relevant key. The message is routed from a peer to another one until it reaches the
responsible peer. All these steps are encapsulated by the interface methods.

2.3.2 Key

The Key interface denotes different kinds of values and objects such as: a text term
(keyword), a social tag or topic descriptor, a multimedia feature value (e.g., the intensity of a
certain color in a certain region of an image), or an entire object, such as a multimedia
document, that serves as a routing key in a metric-similarity search tree (representing all
documents within some covering radius).

2.3.3 Target Object

The Target Objects interface provides specific information about peers or content objects,
for example, all peers or content objects that contain the key, or the best-matching peers or
content objects, or the peer or peers to which a query about this key should be forwarded.

2.3.4 Indexing Unit & Feature Mapping

The IndexingUnit interface represents a pair of Key and its associated TargetObject.
Additionally, the Indexing package contains a FeatureMapping interface that maps a Feature
to a (Key, TargetObject) pairs.
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Figure 4- Indexing Package
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2.4 NETWORKING

The Networking package contains four interfaces, OverlayNetwork, PeerDescriptor, Connection
and EventHandler.

2.4.1 Overlay Network

The OverlayNetwork interface offers means for communication between peers. The
implementation of the OverlayNetwork interface depends on the type of the overlay network to
which peers belong. This interface contains multiple methods that allow peers to join, leave,
send, and receive messages.

2.4.1 Peer Descriptor

The PeerDescriptor interface includes peer information such as IP address, nickname, and
resource capacities (e.g., storage space). Its implementation depends on the type of the overlay
network.
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Figure 5- Networking Package

2.4.1 Connection

The Connection interface establishes a connection between two peers to route messages. It is
the basic unit for all the methods that require peer communication. A send method is the main
method of the Connection interface. The sender and the receiver are specified by their
PeerDescriptors. The message Object might have different types and structures specified by the
overlay network.

2.4.1 Event Handler

The Event Handler interface provides methods for receiving incoming messages and forwarding
them to the appropriate local components of the architecture.
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2.5PEER

The Peer package provides interfaces for creating Peers and Overlays.
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Figure 6- Peer Package

2.6 REGISTRY

The Registry package provides methods to register, discover, and manage different overlay
networks allowing their interoperability. The main interface in this package is the Registry
Interface that refers to three other interfaces: OverlayDescriptor Interface, AddressObject
Interface and RegistryObject Interface. The OverlayDescriptor includes the necessary
information for query processing such as network identifiers and supported feature groups. The
AddressObiject interface describes minimal properties that are needed in order to connect to an
overlay, such as, the host name, the port, and the overlay connection type.The RegistryObject
includes methods to get and update information about the overlays.
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Figure 7-Registry Package

2.7 SEARCH

The search package includes interfaces providing methods to process queries locally and
globally. The main interfaces in this package are Query, CoumpoundQuery, ResultObject,
ResultList, QueryProcessor and QueryAnalyser.

2.7.1 Query & Compound Query

The Query Interface describes queries that belong to one FeatureGroup. Queries that
belong to several FeatureGroups are described using the CompoundQuery interface. Each
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guery has two evaluation modes: Full and Incremental. In addition It can take different forms:
Range, K Nearest Neighbor (KNN) and Approximate KNN. Therefore, the interface provides
methods to set the Type value of the query and the Range value for range queries.
Additionally, a weight value can be assigned to the query.
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Figure 8- Search Package

2.7.2 Result List & Result Object

These interfaces represent the result list returned for a query. A ResultList contains a sorted list
of ResultObjects sorted in decreasing order from the most relevant to the least relevant Result.
Each ResultObject has an aggregatedScore in the range [0,1] where 1 is most relevant and O is
least relevant to the Query. Note that the ResultObjects contained in a ResultList can be
associated with different FeatureGroups.

2.7.3 Query Processor

The QueryProcessor interface provides methods for executing queries. The query can be
executed locally on the peer or globally in the overlay network. It provides methods for top-k
query processing and random access queries.

2.7.4 Query Analyzer

The QueryAnalyser Interface deals with the search on multiple overlay networks. First, it
analyses the query and decomposes it according to the available FeatureGroups. Second, it
sends each sub-query to the relevant Overlay using the Registry. Last, it merges the results
retrieved from the different Overlays. The QueryAnalyser is also used for local queries, where
the peer maintains several Repository Indexes for its local collection, e.g., an index for terms
and an index for colors. In this case the query is decomposed and sent to each Repository Index
separately. Then the results are merged for a final answer.
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3. IMPLEMENTATIONS OF SAPIR APIS

We describe in the following two levels of implementation. First, the overlay-level
implementation and second the peer-level implementation.

3.1 OVERLAY LEVEL IMPLEMENTATION

We have five different types of overlay networks that implement the SAPIR API, namely,

Lucene, Minerva, Mufin and Speech. These networks have different structures and deal with

different types of media including text, images and speech.
: = sapilMPL i
i E;'_f, lucene i
| Et';'n mirerya '
i E;'_f, rufin i
' EE':, speech i
i EEr universalyoyerlay i
! = = !

Figure 9- SAPIR APl implementations

3.1.1 Lucene

The Lucene Overlay implements a full solution for Text Retrieval including semantic
constraints like constraints on tags/attributes etc of XML documents. The overlay
implements an object oriented scheme that works in the Document-at-a-time streaming
mode on top of Apache Lucene’. In addition, it includes a full implementation of the XML
Fragment query language [Mass, 2007].

The implementation of the SAPIR APl is done in two different levels (Figure 10):
Packages “eu. sapir. *. 1 ucene” : implementing APl common to all overlays
implemented upon Apache Lucene
Packages “eu.sapir.*.lucenetext”: implementing API in the specific
context of the “Lucene Overlay” for text and semantic search

1 _ 1
! B lucene s !
[ e = s
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1 &
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1 1
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[#] EF‘, L1, 5apir, peer.Jucenetext
- {:E‘. e, sapir, search. lucene
[ ?_. e, sapir, search. lucenetext

___________________________________

Figure 10 — SAPIR APIs implementation for Lucene based overlays

The packages “eu. sapir.*. | ucene” implements the Overlay interface by defining an
abstract class Abst ract LuceneOver | ay. This abstract class implements the most basic

! http:// lucene.apache.org
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methods like CreateQuery(String queryString) or get QueryProcessor(). In
addition, in this package, are implemented:
The Quer yProcessor interface: LuceneQuer yProcessor class creates from
a textual query string a Lucene Query object and runs it against the Lucene
Index.
The LuceneResul tLi st and LuceneResul t Gbj ect classes implement the
Resul t Li st and Resul t Obj ect interfaces.
A LuceneGenericParser: an interface defining one method getting a query String
and returning a Lucene Query object.

The packages “eu.sapir.*.luceneText” implement specific overlays, namely,
LuceneText Overl ay and LuceneRenonteOverl ay permitting access to local index or
remote index (via RMI). In addition, it contains the XMLFragmentParser implementing our
LuceneGenericParser interface and permitting the parsing of the XML Fragment query
language.

3.1.2 Minerva

The Minerva system [Bender2005], developed at MPI Saarbriicken, is a P2P search engine
combining local index structures of autonomous peers with a global index based on a distributed
hash table as an overlay network. The data collection of a peer is locally indexed using inverted
lists, where for each key (e.g., keyword or term) is associated the list of the corresponding URLs
of Web pages or other files like images. Minerva maintains a global Index that holds very
compact, aggregated summaries of the peers’ local indexes. The global index implementation is
based on Past [Rowstron2001], a freely available implementation of a distributed hash table
(DHT). It uses FreePastry’s route primitive to support the two hash table functionalities (insert
(key,value) and retrieve(key)). Using the SAPIR APIs, Minerva passes each (Key, TargeObject)-
tuple to Past, which transparently stores it at the node in the network that is currently responsible
for the key term. A query initiator selects a few most promising peers based on their published
per-term summaries, e.g., by executing a distributed top-k algorithm. Subsequently, it forwards
the complete query to the selected peers which execute the query locally. This query execution
does not involve a distributed top-k query execution since each peer maintains a full-fledged
local index with all information necessary to execute the query locally. Finally, the results from
the various peers are combined at the querying peer into a single result list.

The m nerva package implements both the SAPIR application and developer interfaces
allowing the creation of two types of overlay networks.
The M nervaRM Overl ay allows a remote peer connection to the Minerva
network using a Java’s Remote Method Invocation facility (RMI).
The M nervaOverl ay allows peers to participate in the Minerva network as full
members.

1
= -ﬁ minerva,src

i "-E. £, 5apir . Commaon, minerva

' E eu,sapir, contentmanagement. minerva
| E £U.5apir . indexing. minerva

i E eu. sapir.netwarking, minerva

i '—-E. EU.sapir. peer.minerva

|

'—-E. eu.sapir.search.minerva

____________________________________________

Figure 10- Minerva implementation of the SAPIR APIs

The implementation of the M nervaRM Over | ay is restricted to the implementation of the
SAPIR application interfaces including M nervaQueryProcessor, M nervaQuery,

$ " % & & #E H'(



I
\l'l

DAPIR

Search in Audio-Visual

é;%

M nervaResul t Li st and M nervaResul t Cbj ect. These classes provide connection and
search capabilities. In contrast to the M nervaRM Overlay, the M nervaCQOverl ay
implementation requires a full implementation of the SAPIR developer interfaces. This full
implementation is provided by the following packages:
nm nerva. src. eu. sapi r. cont ent managenent, m nerva. src. eu. sapi r. i ndexi ng,
nm nerva. src. eu. sapi r. net wor ki ng and m nerva. src. eu. sapi r. sear ch.
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3.1.3 Mufin

The Multi-Feature Indexing Network (MUFIN) [http://mufin.fimuni.cz/] is a general purpose
search engine that satisfies the requirements of extensibility and scalability. MUFIN
integrates a variety of indexing techniques and offers several comprehensive interfaces to
access its search capabilities. For the purposes of visual similarity search in SAPIR, an
instance of MUFIN is used on a combined five-feature overlay indexed by M-Chord [Novak
et. al., 2006] engine. The implementation of SAPIR API is built on top of the direct or indirect
calls to the Algorithm interface of MUFIN.

H El-ﬂ mufin/src i
i "-E. £U.5apir.comman. mufin '
, r-E. eu, sapir. contentrmanagement. mufin i
| E eu, sapir.indexing. mufin !
i E eu,sapir.networking. mufin |
: r-E. eu,sapir, peer.mufin i
i '—-E. eu.sapir. search. mufin i

Figure 11 - MUFIN Implementation of the SAPIR APIs

Muf i nRenot eOver | ay in package eu. sapi r. peer. i npl implements the SAPIR API's
Overl ay interface that serves as a mediator for the indirect calls to MUFIN. It is
implemented by utilizing a Java’s Remote Method Invocation facility (RMI). The core method
execut eQuer y that actually performs the similarity search in MUFIN proceeds as follows:
For the Quer y parameter passed through the SAPIR API, a correct MUFIN operation
is selected according to the information stored in the Query (range/kNN query,
approximate strategy, number of objects to retrieve, etc.).
The query object(s) that are contained in the Query are converted to the native
MUFIN objects.
The prepared operation is executed on a remote peer using an RMI call.
The results retrieved from the RMI call are translated back to SAPIR format and
returned
The RMI connections are automatically created and destroyed as necessary and, in the
case of a network failure, the connection is re-established.
On the other hand, the Miufi nLocal Overl ay implements the SAPIR API's Overl ay
interface directly utilizes the encapsulated MUFIN peer via the Al gorit minterface. The
guery execution proceeds similarly to the Muf i nRenot eOver | ay except that methods are
called directly instead of RMI. In addition to the searching, the Muf i nLocal Over | ay offers
also modification of the indexed data via the insert and del ete methods of the
Muf i nl ndex class that implements the | ndex interface of the SAPIR API.

3.1.4 Speech

An overlay responsible for search on speech data has been developed on top of Apache
Lucene.
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Figure 10 — SAPIR APIs Implementation for Speech based overlays

The classes implement the interfaces defined in Lucene package (section 3.1). In
particular, package eu. sapi r. conmon. speech defines the factories to create the different
speech overlays.

Package eu.sapir.indexing defines the TargetObject for speech data
SpeechTar get Obj ect and the speech index Speechl ndex. Package
eu. sapi r. peer. speech defines the different overlays for the different kinds of search on
speech data: word search, phonetic search and their combination.

3.1.5 Universal OverLay

The Universal Overlay supports fully decentralized fashion to connect to SAPIR’s peer using
the registry information. Each peer can come with its registry that includes (partly)
information about the known overlays and how to connect to them (denoted as local
registry). Moreover, peer can get the registry (part of the registry) from another known peer
in the network (denoted as remote registry). Finally, the peer could participate in each
overlay either as a fully functional sub-peer (participates in overlay directly) or as a stub
(forward everything to fully functional peer) as shown in Figure 10. In addition, for sub-peer
participation the peer can support stub connection from stub peers e.g. by supporting RMI
server). The Universal Overlay supports dynamic addition, removal and updates of overlays
via the decentralized registry. The Universal Overlay network is implemented over
FreePastry [FreePastry], thus, utilizing its messages deliveries and routing include multicast
and unicast messages.

Universal Overlay

Query
analyzer

Query
R analyzer HTTP

Client

Client
I
|
o

Visual features Overlay 1_ Stub

M Stub : Music overlay

8

<
<0 :a' Text overlay
<
<

Content overlay e
Feature
Extraction
Reqistry |}

ser itelface |

Figure 10- SAPIR Universal Overlay

3.2 PEER LEVEL IMPLEMENTATION

The packages under src (see figure 9) implements the common, peer and the registry
interfaces. The registry implementation (Registrylmpl) is in charge of connecting the peer to
the appropriate overlays as was defined in the local and remote registry. In addition, it also
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handles the detection of new overlays and uses the Universal Ring to propagate it to the
network. The Sapir peer implementation (SapirPeerlmpl) creates the peer according to the
peer configuration and then uses the registry implementation to connect to the overalys.
Finally, when the peer is established, it creates a local Query analyzer that handles the
gueries of the peer. The Query Analyzer is responsible to parse combined queries that are
expressed in MPEG-7 query format [Mamou2007], send the query parts to the appropriate
overlays and then use a Threshold Algorithm [Fagin2001] to merge the results into an
aggregated ResultList. The QueryAnalyzer can be set to use several execution parameters
such as the query’s timeout, the merge algorithm, the number of requested results and
more.

Elﬁ —

E|EE L, sapir .commaon.impl

: m SapirFactory.java

=58 eu.sapir.peer.impl

_'B SapirPeerImpl.java

: &~ [J] SuperOverlay.java

E:-E L, sapir, registry.impl
m AddressObjectImpl.java
_'B COwverlayDescriptorImpl java
m RegistryImpl.java
m RegistryObjectImpl.java
m RegistryObjectParser.java

Figure 11- SAPIR SRC Implementation
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