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1 EXECUTIVE SUMMARY 

This report presents the final architecture of SAPIR. The main goal is to develop 
configuration guidelines to ensure scalable performance and high availability making the 
entire SAPIR network as self-managing as possible. We show that the architecture of 
SAPIR is flexible for handling different kinds of peers, network properties, indexing and 
caching options, and supports a variety of strategies for different application classes. 
This document is the final report of Task T2.3, and it also contains preliminary results of 
this task. 
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1. INTRODUCTION 

1.1. OBJECTIVES OF WP2 

The purpose of this work package is to design the system architecture of SAPIR. This 
entails identifying core components and their key concepts, defining the interfaces and 
the interplay of components, and defining detailed APIs for program development. The 
components should cover the functionalities needed for content production, content 
analysis, content enrichment, digital rights management, push-based dissemination, 
index management, caching and replication, P2P statistics, social network management; 
query routing, query processing, result ranking, and UI and device adaptation.  

1.2. OBJECTIVES OF DELIVERABLE D2.3 

The objective of this deliverable is to describe the final SAPIR architecture including 
networking, content management, indexing, local search and global search. The 
architecture will additionally include DRM and mobile devices. The document outlines 
architectural components, their functions, and their configuration guidelines. 
Furthermore, we discuss configuration settings for different applications.   
 
2. OVERVIEW OF SAPIR ARCHITECTURE  
 
The SAPIR architecture deals with the representation, organization and storage of 
various types of data to facilitate their access by users. Efficient P2P management and 
search of multimedia content calls for a versatile architectural framework handling 
multiple types of networks, devices and search strategies. We have defined four main 
components in the SAPIR architecture [Kacimi2008]: 
 
 
 
 
 

 

 

Figure 1- SAPIR architecture components 

�  Networking: provides functional means of interaction between peers via one or 
more overlay networks. It provides communication protocols and network routing 
functionalities. The SAPIR architecture handles multiple types of overlay 
networks for different types of media and indexing techniques. Additionally, it 
supports different types of devices such as PCs and mobile phones. The goal is 
to have peers with several capabilities to achieve different tasks such as feature 
extraction, crawling and searching. 

�  Content Management: includes content production, analysis, and enrichment.  
It provides capabilities for analyzing the multimedia content (text, image, audio 
and video) of peers and extracting features depending on the type of the data. 
Feature extraction can be based on text descriptions or media specifications 
including contours and color distributions in images, video segmentation into 
scenes and the selection of characteristic frames, or speech-to-text extraction. 

�  P2P Indexing: provides information about where content objects can be found in 
the network of peers. Indexes are distributed among peers so as to balance the 
access load, provide scalable throughput, and ensure good response time. The 
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granularity of indexes can be based on either peers’ or content objects’ 
information. In other words, indexes either directly point to content objects stored 
in the network, or point to peers which locally index their content objects. If 
indexes have a peer granularity, we talk about peer-centric overlays with 
autonomous peers where every peer can compile its own data without any global 
control. When indexes have content object granularity, we refer to network-
centric overlays in which peers become storage nodes by committing resources 
to the global network. 

�  P2P Searching: provides querying functionality in the SAPIR architecture. The 
goal is to find high-quality search results with respect to recall and precision. Two 
main types of search can be distinguished: search within overlay networks and 
search across multiple overlay networks. To handle both searches, we develop 
query processing and routing strategies to solve queries in a single overlay 
network. Additionally we develop a query analyser that processes queries to 
multiple overlays, by decomposing each query and sending sub queries to 
relevant networks, then merging the returned results.   

 
The SAPIR architecture reflects the lifecycle of a peer: A) the peer joins the P2P system and 
its communication infrastructure, B) the peer extracts features from its content that can be  
text documents, images, or videos, C) the peer publishes this content in the P2P system 
thus making it part of the system-wide indexing capabilities, D) the peer issues search 
requests, expecting to retrieve high-quality results from other peers, E) the peer may 
eventually decide to leave this P2P system. These stages correspond to the four main 
components: networking (stages A and E), content management (stage B), P2P indexing 
(stage C), and P2P search (stage D). 

3. NETWORKING 

The key concept of the SAPIR network is that peers can connect to multiple overlay 
networks to achieve different tasks and search different types of data objects. To make the 
SAPIR network as self-managing as possible, each peer has to provide a detailed 
description of its capabilities and network information. Similarly, each overlay network has to 
provide information about its search capabilities and its entry points, so that peers can 
automatically be assigned to the relevant networks.  

3.1. OVERLAYS OF THE SAPIR NETWORK  

We have designed and integrated different types of overlay networks to perform search on 
multimedia objects. SAPIR includes 10 overlay networks that employ different indexing 
strategies for handling complex queries on multiple media. These overlay networks are 
described in the following: 

3.1.1 MINERVA 

MINERVA [Bender2005] is a P2P search engine combining local index structures of 
autonomous peers with a global index based on a distributed hash table as an overlay 
network. The data collection of a peer is locally indexed using inverted lists, where with each 
key (e.g., keyword or term) is associated the list of the corresponding URLs of web pages or 
other files like images. MINERVA maintains a global index that holds very compact, 
aggregated summaries of the peers’ local indexes. MINERVA is a peer-centric approach for 
indexing text and tags in a P2P environment. Minerva supports the t ext  FeatureGroup. In 
addition it supports all FeatureGroups that are not supported by any of the other overlays. 
This allows system extensibility since we can add for example new metadata as a new  
FeatureGroup and it will be supported automatically by Minerva. 



������������������ � �

� � � � � � �� � �� 	 
 � � 
 � � �
 	 �� � � � � � � � �

� 
 � � �( �	 � �� � ���������������������������������

� � � � �� � �� � � �� 
 �� � � 	 � � �	 
 �� � � �� �
 
  �� � � �� �
 � � � �� � � � ! � � " � �#
 
 ! 
 � $�� � � %�
��������������������������������������

� �� � � �� �&	 
 � 	 � � �! ' �� � � ( � � � � ) � � ) � � � %�� � *� � *� +�

3.1.2 LUCENE 

In the first phases of the project we have implemented a centralized text overlay called 
LUCENE which implements a full solution for text retrieval including semantic constraints like 
constraints on tags/attributes of XML documents. The overlay implements an object oriented 
scheme that works in the document-at-a-time streaming mode on top of Apache Lucene1. In 
addition, it includes a full implementation of the XML fragment query language [Mass, 2007]. 
This overlay was developed to proof concept the APIs and as a fast implementation that 
enabled us to test the system before we had the P2P MINERVA overlay. Like Minerva, 
Lucene supports the t ext  FeatureGroup. In addition it supports all FeatureGroups that are 
not supported by any of the other overlays. This allows system extensibility since we can 
add for example new metadata as a new  FeatureGroup and it will be supported 
automatically by Lucene.  

3.1.3 MUFIN 

MUFIN is a Multi-Feature Indexing Network that integrates a variety of indexing techniques 
to perform similarity search on images. It offers several comprehensive interfaces to access 
its search capabilities. For the purposes of visual similarity search in SAPIR, an instance of 
MUFIN is used on a combined five-feature overlay indexed using the M-Chord [Novak et. al., 
2006] engine. MUFIN is a network-centric approach for indexing images in a P2P 
environment.  Mufin supports the five VisualDescritors FeatureGroups – 
 Vi sual Descr i pt or _Scal abl eCol or Type,   
 Vi sual Descr i pt or _Col or Layout Type,   
 Vi sual Descr i pt or _EdgeHi st ogr amType,  
 Vi sual Descr i pt or _HomogeneousText ur eType,  
 Vi sual Descr i pt or _Col or St r uct ur eType 

3.1.4 SPINA 

SPINA (Superimposed Peer Infrastructure for iNformation Access) is a P2P system for 
music retrieval [Dibuccio2008]. It supports different types of network topologies and peers’ 
properties. In SPINA, indexes are held by a subset of peers responsible for query routing.   
This later includes selecting the top-k peers for a given query and then forwarding the query 
to the selected peers.  Each contacted peer ranks its local collection and returns a list of 
results to the requesting peer. The ranking of peers is based on computed statistics from the 
content of the music files [Castiglion2005].  SPINA represents a mixture of network-centric 
and peer-centric approaches for retrieving music data in a P2P network. Spina supports the 
AudioDescriptors FeatureGroups – 

 Audi oDescr i pt or _Mel odyDescr i pt i onType,
 Audi oDescr i pt or _Rhyt hmDescr i pt i onType 

 

3.1.5 SPEECH 

The SPEECH overlay performs different kinds of search on speech data: word search, 
phonetic search and their combination. These different types of search are handled by using 
several indexing strategies inside the speech overlay. The speech overlay is developed on 
top of Apache Lucene. It is a centralized solution for speech search. The Speech overlay 
supports the Speech FeatureGroup. 

                                                
1 http:// lucene.apache.org 



������������������ � �

� � � � � � �� � �� 	 
 � � 
 � � �
 	 �� � � � � � � � �

� 
 � � �+�	 � �� � ���������������������������������

� � � � �� � �� � � �� 
 �� � � 	 � � �	 
 �� � � �� �
 
  �� � � �� �
 � � � �� � � � ! � � " � �#
 
 ! 
 � $�� � � %�
��������������������������������������

� �� � � �� �&	 
 � 	 � � �! ' �� � � ( � � � � ) � � ) � � � %�� � *� � *� +�

3.1.6 VIDEO 

The video overlay performs search on video content. It is implemented on top of Apache 
Lucene. In this overlay, indexing is done by extracting from each video a set of shots (their 
key frames) and speech segments. Each shot segment is regarded as a separate image and 
is indexed by the image overlay (Mufin). In the same way, each speech segment is regarded 
as a separate file and is indexed by the speech overlay. Each shot and each speech 
segment are assigned a name of the form filename_bt_et, where filename is the video 
filename and bt/et denotes the begin time/end time of the segment. As a result we have for 
each video, a set of files with the above names that are indexed in the image and the 
speech overlays. The video overlay is responsible for indexing those names. Additionally, it 
can handle multi-modal queries combining image and text to find shots that contain the 
given image and the given text (as a spoken content) close to each other in the video. The 
Video overlay supports the Vi deo FeatureGroup. 

3.1.7 DRM  

The DRM overlay performs search on governed and protected content. We refer to digital 
content with a license applied to it as “governed content”. The license can be very simple 
such as CreativeCommons licenses (the ones we have in the CoPhir [Cophir] collection for 
Flickr images) or more complex. If encryption tools of any kind are applied to the content to 
protect it against unauthorized access, we refer to it as “protected content”. DRM (Digital 
Rights Management) systems can provide both government and protection functionalities. 
The DRM overlay can be either peer-centric or network-centric overlay depending on 
whether it uses Minerva or Lucene for indexing licences.  The DRM overlay supports the 
DRMDescr i pt or  FeatureGroup.  

3.1.8 SONAR 

SONAR (Social Networks Architecture) is a system for collecting and aggregating social 
network information across different data sources. SONAR crawls sources spanning from 
papers and patents databases to blogging and wiki systems, and extracts the information 
about how people are related as reflected in each of these sources. The idea is to take into 
account social relations between users to enhance search capabilities by allowing 
personalization.   SONAR is currently implemented as a centralized overlay.  SONAR 
supports the Soci al Descr i pt or  FeatureGroup. 

3.1.9 CACHE 

The CACHE overlay provides a cache mechanism for similarity search based on metric 
spaces. It is a centralized system that tries to exploit the results of previously submitted 
queries to provide approximate results, with high guarantees, whenever the exact results are 
not stored in the cache. This overlay is mainly used to improve the performance of query 
processing and decrease the response time. Since the Cache overlay supports similarity 
search caching it supports the five VisualDescriptors FeatureGroups - 

 Vi sual Descr i pt or _Scal abl eCol or Type,   
 Vi sual Descr i pt or _Col or Layout Type,   
 Vi sual Descr i pt or _EdgeHi st ogr amType,  
 Vi sual Descr i pt or _HomogeneousText ur eType,  
 Vi sual Descr i pt or _Col or St r uct ur eType 

3.1.10 UNIVERSAL OVERLAY 

The UNIVERSAL OVERLAY is used as the entry point for joining the SAPIR network. A new 
peer can join the SAPIR network by joining its universal overlay through an existing SAPIR 
peer. Once it joins the universal overlay it gets a copy of the distributed registry (see section 
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3.4) which contains information on all the running SAPIR overlays and how to join each one 
of them. This registry is held by each SAPIR peer. When a new peer joins: (1) it gets a copy 
of the registry (2) it selects some overlays and joins them, and (3) it updates the registry by 
adding itself as an additional entry point to the overlays in which it participates. The universal 
overlay supports dynamic addition, removal and updates of overlays via the registry. It is 
implemented over FreePastry [FreePastry], thus, utilizing its messages deliveries and 
routing include multicast and unicast messages.  

3.2. OVERLAY DESCRIPTOR 

SAPIR uses multiple overlay networks for indexing and searching different types of media. A 
peer can participate in several overlays either as a fully functional peer that directly connects 
to other peers in the overlay network, or as a stub that forwards queries to fully functional 
peers in the overlay. Recall that a stub is a piece of software placed into both sides of the 
communication to provide a common function. To implement stub peers, we use Remote 
Invocation Methods (RMI). Each peer provides a description of its capabilities and 
connection mode (full, stub) in each overlay. Figure 2 shows an example of an overlay 
descriptor. The overlay descriptor has the following fields: 

�  name: indicates the overlay name. It is used to identify an overlay in the SAPIR 
network. 

�  SA: indicates if the overlay supports sorted access (needed for query 
processing) 

�  RA: indicates if the overlay supports random access (needed for query 
processing) 

�  entryPoint: supplies an entry point for connecting to the overlay. It contains host 
and port of existing peers that participate in that overlay.  

�  connectionType: indicates which connection the entry point supports. Either 
“full” which means accepting connections for fully functional peers in the overlay 
or “stub” which means accepting connections from stubs. We will show later that 
this field has a slightly different interpretation when used to describe a new 
joining peer to the overlay. 

�  className: is the class name that is used to instantiate the overlay code. 
Currently we assume that the overlay code must exist in a peer that participates 
in the overlay. Future extensions can be used to dynamically load new overlay 
code.  

�  param, value: is optional. It can be used to pass more parameters needed to 
configure the overlay. 

 
<Over l ayDescr i pt or  name=" l ucene"  SA=" t r ue"  RA=" t r ue" > 
 <ent r yPoi nt  connect i onType=" f ul l " > 
      <host >host 1</ host > 
       <por t >por t 1</ por t > 
      </ ent r yPoi nt > 
 ….  
 <ent r yPoi nt  connect i onType=" st ub" > 
      <host >host n</ host > 
       <por t >por t n</ por t > 
      </ ent r yPoi nt > 
 <cl assName>eu. sapi r . common. l ucenet ext . LuceneText Fact or y</ c l assName> 
      <par am1>val ue1</ par am1> 
 … 
      <par amk>val uek</ par amk> 
</ Over l ayDescr i pt or > 

Figure 2 - Overlay descriptor 
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3.3. PEER CONFIGURATION 

A peer joining the SAPIR network must know the address of an existing peer. Figure 3 
shows an example of minimal peer description needed for joining the SAPIR network. The 
descriptor has two parts: <Local> and <Remote>. The <Local> part describes the new 
peer’s overlays while the <Remote> part contains information about existing peers serving 
as entry points to various SAPIR overlays. Each of the two parts must have at least one 
entry for the universal overlay which serves as the entry point to the SAPIR network. Using 
both information in the <Local> and the <Remote> part, a peer can join the SAPIR network 
via one of the given entry points.  

After joining the SAPIR network through one of the remote entry points (randomly selected 
by the joining peer), the selected remote peer sends the joining peer a registry that contains 
information on existing SAPIR overlays and how to join them.  

<Regi st r yObj ect > 
   <Local > 
      <! - -  Uni ver sal  Over l ay - - > 
     <Over l ayDescr i pt or  name=" uni ver sal Over l ay" > 
      <ent r yPoi nt  connect i onType=" f ul l " > 
          <host >myHost </ host > 
          <por t >myPor t 1</ por t > 
         </ ent r yPoi nt > 
 </ Over l ayDescr i pt or > 
   </ Local > 
     
   <Remot e> 
 <! - -  Uni ver sal  Over l ay - - > 
     <Over l ayDescr i pt or  name=" uni ver sal Over l ay" > 
      <ent r yPoi nt  connect i onType=" f ul l " > 
           <host >host 1</ host > 
          <por t >por t 1</ por t > 
         </ ent r yPoi nt > 
  … 
      <ent r yPoi nt  connect i onType=" f ul l " > 
           <host >host n</ host > 
          <por t >por t n</ por t > 
         </ ent r yPoi nt > 
 </ Over l ayDescr i pt or > 
   </ Remot e> 
</ Regi st r yObj ect > 

Figure 3 - Minimal peer description 

3.4. REGISTRY  

The registry is built incrementally as more peers join the network. Each peer that joins the 
SAPIR network through the universal overlay gets an updated copy of the registry from the 
existing and the joining peers. The registry is actually an aggregation of all active SAPIR 
overlays in all fully participating peers and it is used by any new peer to connect to the 
various overlays depending on its capabilities.  

When a peer joins the network, it provides information about its capabilities that will be used 
to automatically assign to the peer its appropriate role in the network.  The peer can decide 
to fully participate in an overlay, or to connect to the overlay as a stub. This is defined in the 
<Local> part of the peer configuration. By default the new peer joins each overlay as a stub, 
unless it specifies that it want to fully participate in the overlay. Figure 4 shows an example 
of a peer that joins an overlay as a fully functional peer. 

<Regi st r yObj ect > 
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   <Local > 
      <! - -  Uni ver sal  Over l ay - - > 
     <Over l ayDescr i pt or  name=" uni ver sal Over l ay" > 
      <ent r yPoi nt  connect i onType=" f ul l " > 
          <host >myHost </ host > 
          <por t >myPor t 1</ por t > 
         </ ent r yPoi nt > 
 </ Over l ayDescr i pt or > 
 
 <Over l ayDescr i pt or  name=" over l ay1"  SA=" t r ue"  RA=" t r ue" > 
  <ent r yPoi nt  connect i onType=" f ul l " > 
       <host >myHost </ host > 
        <por t >myPor t 2</ por t > 
       </ ent r yPoi nt > 
  <cl assName>eu. sapi r . common…</ cl assName> 
 </ Over l ayDescr i pt or > 
   </ Local >     
   <Remot e> 
 … 
   </ Remot e> 
</ Regi st r yObj ect >    

Figure 4 - Peer configuration to join an overlay 

In the above descriptor, the new peer declares that it joins overlay1 as a fully functional peer 
and it gives its address (host and port) which it uses for participating in the overlay.  

After connecting to all overlays, the new peer keeps a local copy of the registry and it adds 
itself as an entry point to the overlays in which it participates2. In this way, each peer keeps 
an incremental copy of the registry with different entry points for each overlay. Thus, new 
joining peers will connect to different entry points. Note that entry points are only used to 
establish the link between new peers and overlays. Further communications within overlays 
are purely decentralized.   

To connect to an overlay, the registry must have at least one entry point that accepts peer 
connections. To connect to an overlay as a stub, the registry must have at least one entry 
point that accepts “stub” connections. In addition the new peer can serve as a “stub” server 
to an overlay namely to accept stub connections from other peers. To do that it needs to 
define in its <Local> configuration part an entry point to the overlay with 
connectionType=”stub”.  

3.5. BOOTSTRAPING THE SAPIR NETWORK  

In the previous sections, we described the registry and how a peer can join the SAPIR 
network and its overlays. We describe now how to bootstrap the SAPIR network. The first 
peer that creates a new SAPIR network has to define its own address in both the <Local> 
and <Remote> part. An example is given in Figure 5. The peer tries to join the universal 
overlay given at the <Remote> configuration part but since there is no such overlay yet, it 
creates a new universal overlay. This sets up a new SAPIR network with no overlays except 
the universal overlay.  

<Regi st r yObj ect > 
   <Local > 
      <! - -  Uni ver sal  Over l ay - - > 

                                                
2 In the current implementation, the peer just adds itself to its local copy of the registry. Another 
possible implementation can be to remove some existing entries from its copy such that to have 
similar size registry objects in each peer. 
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     <Over l ayDescr i pt or  name=" uni ver sal Over l ay" > 
      <ent r yPoi nt  connect i onType=" f ul l " > 
          <host >myHost </ host > 
          <por t >myPor t 1</ por t > 
         </ ent r yPoi nt > 
 </ Over l ayDescr i pt or > 
   </ Local > 
     
   <Remot e> 
 <! - -  Uni ver sal  Over l ay - - > 
     <Over l ayDescr i pt or  name=" uni ver sal Over l ay" > 
      <ent r yPoi nt  connect i onType=" f ul l " > 
          <host >myHost </ host > 
          <por t >myPor t 1</ por t > 
         </ ent r yPoi nt > 
 </ Over l ayDescr i pt or > 
   </ Remot e> 
</ Regi st r yObj ect > 

Figure 5 - Bootstrapping the SAPIR network 

For bootstrapping the overlays, one option is that this first SAPIR peer also establishes 
some of the overlays by becoming the first peer in those overlays. This can be done by 
putting the overlay descriptor both in its local and remote configuration as depicted in Figure 
6. 

<Regi st r yObj ect > 
   <Local > 
      <! - -  Uni ver sal  Over l ay - - > 
     <Over l ayDescr i pt or  name=" uni ver sal Over l ay" > 
      <ent r yPoi nt  connect i onType=" f ul l " > 
          <host >myHost </ host > 
          <por t >myPor t 1</ por t > 
         </ ent r yPoi nt > 
 </ Over l ayDescr i pt or > 
 
      <! — An over l ay - - > 
 <Over l ayDescr i pt or  name=" over l ay1"  SA=" t r ue"  RA=" t r ue" > 
  <ent r yPoi nt  connect i onType=" f ul l " > 
       <host >myHost </ host > 
        <por t >myPor t 2</ por t > 
       </ ent r yPoi nt > 
  <cl assName>eu. sapi r . common…</ cl assName> 
 </ Over l ayDescr i pt or > 
   </ Local > 
     
   <Remot e> 
 <! - -  Uni ver sal  Over l ay - - > 
     <Over l ayDescr i pt or  name=" uni ver sal Over l ay" > 
      <ent r yPoi nt  connect i onType=" f ul l " > 
          <host >myHost </ host > 
          <por t >myPor t 1</ por t > 
         </ ent r yPoi nt > 
 </ Over l ayDescr i pt or > 
 
      <! — An over l ay - - > 
 <Over l ayDescr i pt or  name=" over l ay1"  SA=" t r ue"  RA=" t r ue" > 
  <ent r yPoi nt  connect i onType=" f ul l " > 
       <host >myHost </ host > 
        <por t >myPor t 2</ por t > 
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       </ ent r yPoi nt > 
  <cl assName>eu. sapi r . common…</ cl assName> 
 </ Over l ayDescr i pt or > 
   </ Remot e> 
</ Regi st r yObj ect > 

Figure 6 - bootstrap of an overlay 

After connecting to the universal overlay, the peer tries to join the overlay overlay1 given in 
the <Remote> part. Since this overlay does not yet exist, the peer creates it and then joins it 
and becomes the first peer in that overlay. Now the registry of this peer contains one entry 
point for overlay1 which is itself. When the second peer will join the SAPIR network, it will 
get the address of that peer also as the overlay entry point. 

Another option to bootstrap an overlay is to assume that outside SAPIR, someone has 
already created an overlay and we have its entry points. In this case the <Remote> part of 
the first SAPIR peer will contain an <OverlayDescriptor> entry which points to the entry 
points of that external overlay. In this way we can have external peers that participate in an 
overlay without been part of the universal overlay and a SAPIR peer now connects to that 
overlay.  

Finally we have started creating an infrastructure to allow dynamic adding of new overlays to 
existing peers. Assume that a new overlay was added to SAPIR and now we want to 
dynamically connect the running peers to that overlay. This can be done by broadcasting the 
info of that new overlay to all peers and then peers can dynamically join that overlay (after 
dynamic loading of the new overlay code – which is outside the scope of SAPIR). This 
situation is simulated in SAPIR as follows - a peer defines in its <Local> part that it wants to 
be a peer in that overlay. Figure 6 shows an example where we assume that when this peer 
joins the SAPIR network, there is no entry point so far supporting connections to that 
overlay. This can be described for example by the descriptor in Figure 6 except that there is 
no <OverlayDescription> for overlay1 in the <Remote> part. In that case the peer just keeps 
its local descriptor for that overlay and when some peer that participates in that overlay will 
join the SAPIR network, the universal overlay will broadcast this info to all peers in the 
network and at that time the peer will join that overlay.  

3.6. EXAMPLES 

We give an example of how we bootstrap the SAPIR network and how this peer connects to 
two SAPIR overlays – Mufin for image search and Minerva for text search.  

<Regi st r yObj ect > 
   <Local > 
      <! - -  Uni ver sal  Over l ay - - > 
     <Over l ayDescr i pt or  name=" uni ver sal Over l ay" > 
      <ent r yPoi nt  connect i onType=" f ul l " > 
          <host >host 1. sapi r . eu</ host > 
          <por t >9001</ por t > 
         </ ent r yPoi nt > 
 </ Over l ayDescr i pt or > 
 
   <Remot e> 
 <! - -  Uni ver sal  Over l ay - - > 
     <Over l ayDescr i pt or  name=" uni ver sal Over l ay" > 
      <ent r yPoi nt  connect i onType=" f ul l " > 
          <host >host 1. sapi r . eu</ host > 
          <por t >9001</ por t > 
         </ ent r yPoi nt > 
 </ Over l ayDescr i pt or > 
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      <! — Muf i n ( i mage)  over l ay - - > 
     <Over l ayDescr i pt or  name=" muf i nSA"  SA=" t r ue"  RA=" f al se" > 
         <ent r yPoi nt  connect i onType=" st ub" > 
           <host >andr omeda. f i . muni . cz</ host > 
          <por t >55555</ por t > 
         </ ent r yPoi nt > 
            <c l assName>eu. sapi r . common. muf i n. Muf i nFact or y</ c l assName> 
 </ Over l ayDescr i pt or > 
 
 <! - -  Mi ner va ( t ext )  over l ay - - > 
     <Over l ayDescr i pt or  name=" mi ner va"  SA=" t r ue"  RA=" t r ue" > 
         <ent r yPoi nt  connect i onType=" st ub" > 
           <host >139. 19. 103. 53</ host > 
          <por t >9667</ por t > 
         </ ent r yPoi nt > 
            <c l assName>eu. sapi r . common. mi ner va. Mi ner vaFact or y</ c l assName> 
 </ Over l ayDescr i pt or > 
   </ Remot e> 
</ Regi st r yObj ect > 

Figure 7 - SAPIR bootstrap with image and text overlays 

 

Figure 7 shows such a configuration. The universal overlay is bootstrapped by 
host1.sapir.eu. Then, in the <Remote> part appear two overlays – Mufin and Minerva to 
which the peer connects as a stub.  

3.7. SERVICES TO EXTERNAL DEVICES 

In addition to the overlay level capabilities and the P2P routing inside the SAPIR overlay 
networks, we define some global peer capabilities that are implemented as services supplied 
by a subset of the SAPIR peers to external devices/machines. Those include feature 
extraction services, indexing services and query services.  Those services can be used by 
external devices (e.g. a mobile phone) to send requests to SAPIR. As presented in 
Deliverable D2.1 [Kacimi2008], a peer can provide the following services: 

�  ISP (lndex Service Peer)  that provides indexing services 

�  QSP (Query Service Peer) that provides query services 

�  ASP (Analysis Service Peer) that gives feature extraction services. It can be 
used to extract the features of content objects using a local or a remote analysis 
engines. 

�  FSP (Full Service Peer) is a peer with all possible capabilities previously 
described.   

A service peer is a peer that participates in the SAPIR overlays through the universal 
overlay using the SAPIR APIs and it addition it can supply services to external devices 
using for example an HTTP protocol. In the next sections we give the following 
examples for service peers: 
 

�  ISP – In section 5, we describe the SAPIR Photo Loader which is a SAPIR peer 
that gives indexing services to the user 

 
�  QSP – In section 7.2, we describe the mobile interface that was implemented 

using the Query service. One of the SAPIR peers implemented the required 
service and the mobile devices accessed it using HTTP protocol. The web 
interface, described in section 7.1, is another example of query service that is 



������������������ � �

� � � � � � �� � �� 	 
 � � 
 � � �
 	 �� � � � � � � � �

� 
 � � �� � �	 � �� � ���������������������������������

� � � � �� � �� � � �� 
 �� � � 	 � � �	 
 �� � � �� �
 
  �� � � �� �
 � � � �� � � � ! � � " � �#
 
 ! 
 � $�� � � %�
��������������������������������������

� �� � � �� �&	 
 � 	 � � �! ' �� � � ( � � � � ) � � ) � � � %�� � *� � *� +�

provided for browsers. In this case again, one of the SAPIR peers implemented a 
web servlet that gives search services to users through a desktop browser. 

4. CONTENT MANAGEMENT 

The content management component includes content production, analysis, and 
enrichment.  It provides capabilities for analyzing the multimedia content (text, image, audio 
and video) of peers and extracting features depending on the type of the data. Feature 
extraction can be based on text descriptions or media specifications including contours and 
color distributions in images, video segmentation into scenes and the selection of 
characteristic frames, or speech-to-text extraction. In SAPIR we used the UIMA framework 
[Ferrucci2004, IBM2004] to develop software for content analysis and feature extraction. For 
each content object to be analyzed, a description is generated to support indexing and 
browsing. This description is an XML file in a format derived from MPEG-7 (ISO/IEC 15938). 
Deliverable D3.1 [Kaplan2007] gives more details about how the processing of each type of 
data is performed, and how the results of that processing are represented in XML 
descriptions. In this section we first describe the integration of UIMA into the SAPIR 
framework, and how the feature extraction is performed from the architectural point of view. 
Second, we describe digital rights properties of content objects.  

4.1. FEATURE EXTRACTION 

In this section, we first describe the interfaces that we have defined for feature extraction, 
i.e. preparing documents to be indexed.  Second, we describe how feature extraction tasks 
are distributed among peers. 

4.1.1 Content Object Management 

We use the term content object to mean a document, in a broad sense that includes not only 
textual documents but also images, audio recordings, and composite media such as HTML 
(text with embedded images) or video recordings (composed of video and audio parts). In 
the SAPIR API, content objects are represented by the ContentObject interface.  An 
instance of this interface provides the following information that describes the content object: 

�  A unique identifier, e.g. a URI, which can be used to compare two 
ContentObjects for identity. 

�  A set of FeatureGroups, which indicate the type of media present in the content 
object and thus determine in which overlay or overlays it will be indexed. 
Example of FeatureGroups are text, VisualDescriptor_ScalableColorType, and 
MovingImageShot. 

�  A set of Features, which are the keys that should be mapped to this content 
object in the index (see Section 5). 

ContentObject instances are generated by a feature extractor.  Two interfaces define the 
functionality of feature extractors: SynchronousFeatureExtractor and 
AsynchronousFeatureExtractor.  Both kinds of feature extractor take a content object file as 
input, and output a ContentObject representation of it.  When a synchronous feature 
extractor is invoked, the caller is blocked until feature extraction has been completed, and 
the method returns the resulting ContentObject.  When an asynchronous feature extractor is 
invoked, the content object is merely added to a queue for later processing, and the method 
returns immediately.  When feature extraction has been performed for that content object, a 
callback method is invoked with the resulting ContentObject as its argument. 

The SAPIR implementation includes an implementation of the SynchronousFeatureExtractor 
interface built using the UIMA platform and a feature representation based on the MPEG-7 
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standard.  When the feature extractor is invoked, it launches a UIMA processing pipeline 
that performs the feature extraction, representing the results in the form of UIMA feature 
structures.  This UIMA pipeline is presented in detail in D3.2-3.5.  The UIMA feature 
structures are then transformed into a representation based on the MPEG-7 standard (the 
representation was defined in D3.1 [Kaplan2007]).  Finally, the MPEG-7 representation can 
be transformed into instances of Feature and FeatureGroup.  Currently, for some media the 
transformation from MPEG-7 into features is skipped—the indexing engine consumes the 
MPEG-7 description directly.  

4.1.2 Distributed Feature Extraction  

As a future work we plan to distribute the feature extraction tasks among peers, using the 
following solution; we assume that we have a central manager that holds a list of all the 
peers having powerful capabilities as shown in Figure 8. Each peer has a counter indicating 
its availability. The lowest value of the counter indicates the most available peer and the 
highest counter indicates the most loaded peer in the network.  When a peer wants to 
extract features from its content, it contacts the central manager to get a list of peers that 
can achieve this task. The central manager ranks the list of peers in ascending order of their 
counter number, selects the top-k peers (depending on the task to be achieved) and sends 
the list back to the requesting peer. Furthermore, the central manager increments the 
counters of the selected peers. When the requesting peer receives the list of potential peers 
that can run the feature extraction for its task, it runs remote feature methods on those peers 
and gets the results. Note that a peer can run either synchronous or asynchronous methods. 
Once a peer achieves its feature extraction task, it sends a request to the central manager to 
decrement its counter.  

We have adopted a simple way of selecting peers. Later on, we should enhance the 
selection process by taking into account not only the availability of peers but also their 
capabilities, for instance, how many objects they can process at a time, how many objects 
are in process, bandwidth, etc. From the requesting peer side, we can check the number of 
objects that need to be processed and how many peers we need for that.  

To implement the central manager solution in a peer to peer network, we assign a unique 
key to all the peers, in the universal overlay, which have feature extraction capabilities. We 
call this key FeatureExtractorsKey. Each peer P which has feature extraction capabilities will 
register to the network by inserting (FeatureExtractorsKey, PTargetObject) into the DHT. 
The PTargetObject contains the PeerDescriptor of P and its counter. Practically, since all 
peers having feature extraction capabilities have the same key FeatureExtractorsKey, there 
will be only one responsible peer for storing their information (p4 in the example shown in 
Figure 8). To ensure that this index will not get lost when the responsible peer leaves the 
network, we replicate the index in multiple peers (P8 in the example shown in Figure 8).  
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Figure 8-Distributed feature extraction 

When a peer (P7 in the example shown in Figure 8) wants to find some remote peers that 
can run feature extraction, it does a specific lookup operation that has as parameters the 
FeatureExtractorsKey and Number of Objects to be processed. When the responsible peer 
(P4) receives this request, it selects candidate peers and sends them back to the requesting 
peer (P7), in the same way described previously.  In our future work, we are considering to 
distribute the central manager on multiple peers to improve scalability.  

4.2. DIGITAL RIGHTS MANAGEMENT 

We refer to digital content with a license applied to it as “governed content”. The license can 
be very simple such as CreativeCommons licenses [Creative] (the ones we have in the 
CoPhir collection for Flickr images) or more complex. If encryption tools of any kind are 
applied to the content to protect it against unauthorized access we refer to it as “protected 
content”. DRM (Digital Rights Management) systems can provide both government and 
protection functionalities.  

4.2.1 Creation of Governed & Protected Content 

We have developed software that we call Chillout (http://chillout.dmpf.org) to handle 
governed and protected content. It is released as open source software and is the result of 
SAPIR collaboration with standard bodies. Chillout is the reference software implementation 
of an ISO standard, called “Media Streaming Multimedia Application Format” (ISO/IEC 
23000-5). The details and the functionalities are extensively discussed in WP6 deliverables.  

Since the largest collection available in SAPIR comes from Flickr, we have studied the 
license information used for images. Additionally, we have implemented the functionality to 
select from the results of a similarity query only images with a particular kind of license. 
Unfortunately the licenses associated with Flickr images are simply CreativeCommons 
licenses [Creative] belonging to a only few predefined categories. Thus, we decided to 
simply filter the results after the image+text query (for each image we know the kind of 
license).  

We have studied the distribution of CreativeCommons licenses in the CoPhir collection with 
the following results for the 10M sample. This information is contained in the XML file 
associated with each image and crawled from Flickr. See [FlickrCreativeCommon] for more 
details about the CreativeCommons licenses in Flickr.  

 

License Meaning 

License(0)=8125574 All rights reserved 

License(1)=515659 Attribution – Non Commercial – Share Alike License 

License(2)=222455 Attribution – Non Commercial License 

License(3)=676725 Attribution – Non Commercial – No Derivatives License 

License(4)=225646 Attribution License 

License(5)=156132 Attribution – Share Alike License 

License(6)=77797 Attribution - No derivatives License 

License(7) No known copyright restrictions 
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Our current efforts are focused on the creation of a large collection of governed content to 
demonstrate scalability also when inserting license metadata in the query. We have chosen 
for testing a collection of 20000 music files from different genres, provided by University of 
Padova. This collection is already used in SAPIR for the SPINA overlay where the music 
metadata have been indexed. We want to associate with each music file a random license 
(preserving from each file some of the original information such as “artist”, “composer”, etc. 
when available). The license metadata will be created using Chillout and indexed in a DRM 
overlay and integrated in SPINA. 

For metadata representation we use MPEG-21 REL, which can be expressed using XML. 
The motivations for the adoption of this standard are discussed in deliverable D6.3. The 
MPEG-21 REL data model for the expression of the rights includes four basic entities and 
the relationship among those entities. This basic relationship is defined by the MPEG-21 
REL assertion “grant”. Structurally, an MPEG-21 REL grant consists of the following:  

1. The Principal to whom the Grant is issued  
2. The Right that the Grant specifies  
3. The Resource to which the Right in the Grant applies  
4. The Conditions that must be met before the Right can be exercised  

By itself, a grant is not a complete rights expression that can be transferred unambiguously. 
A typical REL license is therefore composed of a number of grants and an issuer, the latter 
being the entity granting a right to the principal. Every grant, in turn, may still contain three 
main types of information: the principal, identifying whom a right is granted to; the right: an 
action that a principal may perform on the associated resource, the resource, and the object 
which the right in the grant applies to. MPEG-21 REL can therefore be used to represent 
virtually any kind of license. In real world licenses, the principal (human or machine) benefits 
of each right (e.g. play or copy)� with given conditions, granted by an issuer (creator, 
distributor, owner, etc.) for a given digital resource. It is worthwhile noticing that, for widely 
used CreativeCommons licenses, the principal is missing because this kind of licenses 
(used for example by Flickr) is intended for everyone. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

<?xml  ver s i on=" 1. 0"  encodi ng=" UTF- 8" ?>  

<l i cense xml ns=" ur n: mpeg: mpeg21: 2003: 01- REL- R- NS"  

xml ns: mx=" ur n: mpeg: mpeg21: 2003: 01- REL- MX- NS"  
xml ns: m3x=" ur n: mpeg: mpeg21: 2006: 01- REL- M3X- NS" > 

<gr ant > 

<mx: pl ay/ > 

<di gi t al Resour ce l i censePar t I d=" j j - 2005- onon- t r ack- 01" > 

<nonSecur eI ndi r ect  URI =" ur n: newspaper : news: 2005_07_10- 12H-
00M" / > 

</ di gi t al Resour ce> 

<m3x: copyr i ght Not i ce not i ceType=" ShowBef or eExer ci se" > 

<m3x: copyr i ght St r i ng> Wr i t t en by Jack Johnson,  
2005</ m3x: copyr i ght St r i ng> 

</ m3x: copyr i ght Not i ce> 

</ gr ant > 

<i ssuer > 

<keyHol der > 

<i nf o> 

<dsi g: KeyName>Jack Johnson’ s key</ dsi g: KeyName> 

</ i nf o> 

</ keyHol der > 
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Figure 9-Licence metadata representation 

4.2.2 Towards DRM integration  

We have made major efforts towards integrating DRM into the SAPIR architecture focusing 
on two main components: indexing and searching. To index governed content we use 
Chillout that provides functionalities to index, on a DHT, the metadata related to the licence. 
We tested our software using FreePastry [FreePastry].  The results of this task are a good 
basis for building a DRM overlay that connects to the SAPIR architecture.  Considering 
licenses as simple textual metadata allows us to use any of our text overlay networks, 
including Minerva and Lucene, for indexing. Thus, we have a straightforward way to 
integrate DRM into the SAPIR architecture.  

For searching content we have employed two approaches. In the first one, we do not apply 
similarity, so we simply search for textual metadata taken from the license, such as the right 
to “play” or “copy” a content or the name of the owner of the content. In the second 
approach, we have studied a possible way to define a metric distance using license 
attributes (or a meaningful subset of license attributes). Using the similarity approach, a 
metric space for the license metadata representation can be defined and a distance function 
between two licenses can be computed. This metric distance measures the similarity or 
dissimilarity between two licenses using a set of metadata representing the license. These 
metadata can be binary (e.g. the play or print permission), textual (the name of the issuer, 
the content title, etc) or numerical (the date for content playing, the number of grants, etc). In 
Figure 9, we give an example where we want to index the right (“play” here, but could be 
“print, “copy” or anything else”) and the issuer (“Jack Johnson’s key” here, can be any string 
which identifies the issuer). It is a creative common’s license, so no principal is specified (the 
license is for everyone). Then we can have “conditions” such as “play 3 times” or “not after 
December 2009”.  

Currently, we are studying how to implement indexing and searching APIs to build a DRM 
overlay network for both image and music data collections.  

5. P2P INDEXING 

P2P indexing provides information about where content objects can be found in the network 
of peers. Indexes are distributed among peers so as to balance the access load, provide 
scalable throughput, and ensure good response time. More specifically, P2P indexing is 
based upon the notion of a key, where a key is an abstraction and can denote different kinds 
of values and objects such as: a text term (keyword), a social tag or topic descriptor, a 
multimedia feature value (e.g., the intensity of a certain color in a certain region of an 
image), or an entire object like (the identifier of) a multimedia document that serves as a 
routing key in a metric-similarity search tree (representing all documents within some 
covering radius).  
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Keys can be associated with specific information about peers or content objects, for 
example, all peers or content objects that contain the key, or the best-matching content 
objects, or peers to which a query about this key should be forwarded. Note that the latter 
would include the special case of routing of a similarity-search request by descending a tree 
along the nearest-neighbor path or traversing all sub-trees that have content objects within 
some metric search radius. The entire set of key-to-peer or key-to-content object 
associations constitutes a mapping from keys to some notion of target objects. To this end, 
we have introduced the notion of target objects as an abstraction that comprises peers, 
content objects, and further kinds of entities as needed. More specifically, we consider an 
index as a mapping key �  List of target object, where the list typically (but not necessarily) 
reflects some form of ranking. As a special case, the list may also contain only one entry. 
We define an indexing unit as a pair of key and its associated target object. Indexing a 
content object consists in extracting from its description a set of indexing units, then pushing 
each indexing unit into the global index. 
 
We have defined an index manager interface that deals with content object indexing in the 
SAPIR network. The index manager can handle a content object, and by evaluating its 
features and feature groups, it can decide which overlays are capable of indexing the object. 
The content is then pushed to the relevant overlay networks and its indexing units are 
distributed among multiple peers. The index manager interface is defined in the Appendix 
(section 10.2.1). 
 
 
 
 
 
 
 
 
 
 
 
 

 

 

 

Figure 10-SAPIR Photo Uploader 

To validate our index manager design, we have developed the SAPIR Photo Uploader, 
which is a Java desktop application that allows the user to push personal photos into SAPIR. 
The Photo Loader is an example of an ISP (Indexing Service Peer). Given a user specified 
folder, the software lets the user annotate the images in the folder with tags and a 
description of the photo. Then the photo is processed in order to extract visual features. 
Finally, both textual and visual features are pushed into the distributed SAPIR indexes. 
Indeed, the Sapir Photo Uploader can be seen as a peer of the SAPIR network. In Figures 
10 and 11, we show a screenshot and the logical view of the SAPIR Photo Uploader. 

 

 

 

 Universal OverlayUniversal Overlay
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Figure 11-Architecture of the SAPIR Photo Uploader 

 

The Photo Loader peer, in Figure 11, is associated with two plugins developed by SAPIR 
partners. The first plugin is SapirFox which is an extension for Firefox. It allows searching in 
SAPIR using any image found on the web as a query. In that case the photo loader is used 
as a QSP (Query Service Peer). The second plugin is the Picasa2Flickr. It allows indexing 
images, from Picasa, in the SAPIR network. In that case the photo loader peer is used as an 
ISP(Index service Peer). 

6. P2P SEARCHING 

The querying functionality in the SAPIR architecture is provided by the P2P Search 
component. The goal is to find high-quality search results with respect to recall and 
precision. Search in the SAPIR network uses multiple overlay networks where a search 
request parameters include  the Query itself that ranges from simple keyword queries to 
XML-by-example queries with MPEG-7-style multimedia features, and the NumberOfResults 
that the requestor wants to retrieve in one batch (with the option of subsequently requesting 
more results). The Query expresses the feature groups to which it refers. This information is 
important for the ability to decompose complex queries and utilize specialized index 
structures (e.g., separate index structures for text and for image color and contours).  

When a peer initiates a query, it calls the Query Analyser which is responsible for the entire 
life cycle of a single query in a SAPIR node. This includes: 

1. Query Decomposition: parsing the query, instantiating a query object for the query, 
and decomposing the query object to sub queries. 

2. Mapping to Overlays: sending sub queries to the available overlays in the peer  
3. Merge Algorithms: receiving results from each overlay and merging the results into 

a coherent result object that satisfies all query constraints.  
 
Figure 12 depicts the three steps of query processing inside the query analyser. The 
process starts by decomposing the XML query into multiple Queries. Each Query is 
assigned to an overlay that can handle its feature groups. Finally, each overlay executes its 
assigned Query and generates a Results List. Eventually, all the Results Lists are combined 
into one final Results List. 
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Figure 12-Query life cycle 

The query analyser interface provides methods for decomposing complex queries and 
processing them by mapping sub queries to relevant overlays and merging result lists. 
Different merging algorithms and aggregation functions are provided by the query analyser. 
An advanced user can interact with the query analyser via a web interface (described in 
Section 7.1) to choose which aggregation function and merging algorithm to use for 
processing her queries.  

7. BROWSING INTERFACES 

In this section we describe two examples of web and mobile search interfaces that we 
developed using the SAPIR APIs. The interfaces are supplied by a peer that joins the SAPIR 
universal overlay and all its overlays as a stub. The two interfaces are examples of a QSP 
(Query Service Peer).  

7.1. WEB INTERFACE TO SAPIR 

For both testing and demonstration, we developed a web user interface to search 
multimedia data using SAPIR overlay networks. As shown in Figure 13, via the web 
interface, the user can submit a Query composed of one or multiple types of features. To 
determine which overlays can handle the user requirements, the Query is sent the to the 
query analyser that can be local to the user machine or located on a remote SAPIR peer. 
When the query analyser receives the Query, it decomposes it into mutiple Queries. Each of 
the resulting Queries is then sent to the appropriate overlay network. Each overlay will return 
a set of results to the query analyser. This later merges the result lists and returns the final 
result list which will be displayed on the user interface.  

 
 
 
 
 
 
 
 
 

 

 

 

Figure 13- Search using web interface 

The current version of the web interface only handles image search using text and image 
features such as color, texture, etc. In the coming months, we are planning to integrate other 
types of data search including audio and video. In Figure 14, we show a snapshot of the 
dynamic web page that is used as a starting point for searching. From that page, it is ossible 
to perform different types of search that we describe in the following:  
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Figure 14 – SAPIR search home page 

 

 

Text Search: the user can search images using keywords. By submitting a query of multiple 
terms, all images containing these terms in their text description (title, description, or  
comments) are returned. We perform in this case a full text search where any image 
described by the query term is a possible candidate.  

 

Text Search using Specific Tags: for a more focused search, the user can specify which 
part of the image text description should contain the query term. For example, the user can 
look for all the images that were uploaded by the user “fabrizio” and has the keyword “pisa” 
in their titles. 

 

 
Similarity Search: searching images can also be done using query by example. The user 
either chooses an image from a random sample displayed on the interface, or upload her 
own image. Once the query image is chosen, it is submitted to the SAPIR network to retrieve 
similar images based on MPEG7 features (colors, texture etc).  
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Additionally, the user can combine text and similarity search. In the example shown below, 
the user can search for all images posted by user “fabrizio” and containing the keyword 
“pisa” in their text description and titles. Moreover, these images should be similar to the 
query image. 

 

 
 

From the Advanced Options link  in the top right of all pages it is possible to 
specify advanced parameters. These parameters are useful for testing and comparing 
different techniques. 

 

In the following, we present the search parameters that we use for the advanced search. 
More details about their functions can be found in deliverable D5.2 [Shumeli-Scheuer2008]. 

1. imageWeight & textWeight: assign weights to the results returned by the text 
and the image overlays.  

2. aggreFunc: represents a monotone aggregation functions used by the topk 
algorithm.   We have implemented the following aggregation functions: sum, 
Weighted Sum (wsum), Weighted Fuzzy And (wAND), Fuzzy And (fAND) and 
Fuzzy OR (fOR). The AND operations namely, fuzzy and weighted AND, are 
stricter in the sense that they require that the object appears in all the overlays. 
In case the user has only a broad idea about the results that she wants and if she 
can tolerate more fuzziness, then aggregation function such as Weighted Sum 
and Sum might be more adequate.  

7.2. MOBILE INTERFACE TO SAPIR  

The current SAPIR mobile interface uses a different strategy to join the network due to the 
limited connectivity profile of mobile phones that the project scenario is focused on. Note 
that it is not realistic to force mobile phones to be full-fledged peers. The reason is that in the 
real world the mobile connections are not reliable enough and the price tag could be clearly 
excessive.  

We have proposed a three-tiered solution which was coordinated among the relevant parties 
in the project. The first outline of this solution was presented in an Annex to Deliverable D7.2 
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[Blanco2008]. From that starting point, we have developed an interface for searching images 
by example using a photo taken with the mobile phone camera.  A bird©s eye view of the 
process from the perspective of the mobile phone is shown in the diagram illustrated in 
Figure15. Via the mobile interface, a user can take pictures with his cell phone and submit it 
to the SAPIR network to retrieve similar images. This process is composed of 6 phases 
outlined in the diagram shown in Figure 15. In the following, we describe each search 
phase. Note that the phase numbers correspond to the edges in the diagram. 

1. The user takes a photo with his mobile phone and initiates a query. A connection is 
established with the MobileGateway servlet which is the SAPIR network entry point 
for mobile queries. The message sent is an HTTP POST enclosure and it contains 
the binary data of the image to be used as a query element and the text parameters 
needed to perform the query (e.g., data collection to be used).  

2. In the MobileGateway servlet, the image is processed and its features are extracted. 
The feature extraction output and the parameters sent in (1) are used to resolve the 
query. The answer to the query is constructed in the form of an XML file containing a 
list of the unique Ids of the 9 most similar images to the query and their relative 
similarity, expressed in a numeric format. This is sent to the phone again using an 
HTTP connection. Once the user side knows what are the most similar images, a 
process to fetch them begins in order to show them to the user. For each of the 
search results, a loop of the steps (3)-(6) begins.  

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 15-Search using mobile interface 

3. The client side requests an image by using its Id, the ©type© of result to be requested 
(XML metadata, thumbnail image or full-sized image) and an authorization token to 
use the resource (based in a standard login/password mechanism). This is 
encapsulated in a HTTP GET request and sent to the GetObject servlet connected to 
the SAPIR network. 
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4. In the current scheme, the images are not physically located in the same servers as 
the SAPIR endpoints GetObject and MobileGateway. Thus, the requested target 
cannot be immediately resolved but merely pointed to. This is done using an HTTP 
302 message, signalling a redirection to another URL for the requested object.  

5. Once the requesting client knows the final location of the element, it relays the same 
request sent in (3) to the newly discovered URL of the image repository, which may 
be outside of SAPIR (e.g., the Flickr site for downloading full-sized images).  

6. The image repository sends the desired data to the client side. This scheme allowed 
us a very rapid development of a working demo, because it was built on some pre-
existing elements such as the servlets that were used almost in the same form for the 
web-based demonstrator of the project. Nevertheless, this has to be seen as a work 
in progress as some underlying problems still have to be worked out. 

 

The most apparent problem is the excessive time consumed in the process of retrieving the 
search results. This is a difficult problem because it runs against some of the hardware and 
software limitations of the mobile phone. The bandwidth available to the phone is clearly 
dependant on the connection with the Internet. For high end-phones and favorable 
conditions, fast connections such as WiFi or HSDPA could be used with almost no 
bottleneck in this case. But unfortunately sometimes conditions are not optimal and not all 
mobile phones can benefit from those technologies, often resulting in a GPRS/GSM 
connection which clearly limits the viability of the system. This is a structural problem 
inherent to mobile communications and there is little we can do in the project apart from 
using the latest technologies (such as a high end test phone) and demoing in favourable 
conditions (using WiFi connections, for example). 

In some cases, we have encountered the problem of significant delays when opening and 
closing connections from inside the Java framework. Once opened, transmission seems to 
take place in the usual speeds for the used channels, but these delays cause significant 
overall overhead. While this problem is hardly avoidable, we can develop strategies to 
minimize it. In future versions of the protocol, the total number of connections used by the 
phone software is to be greatly minimized, using better planning, parallel processing and/or 
a more adapted serialized sending of data from the SAPIR endpoints to the client side. 

8. CONCLUSIONS  

This report has presented the final SAPIR architecture. We have shown that the architecture 
can be configurable for very different application areas that imply different kinds of networks 
and data objects. SAPIR supports network-centric P2P systems where peers provide 
resources in order to jointly achieve a scalable solution for content management, indexing, 
and search. Additionally, it supports peer-centric P2P systems where each peer comes with 
its own content and is willing to collaborate in an overlay network but without giving up its 
autonomy.  

The extensibility and the adaptability of the SAPIR architecture are shown by the wide 
spectrum of media and data types that it can handle. This includes text, images, video, 
music, speech and composite multimodal objects. Moreover, SAPIR architecture can be 
easily extended by adding other types of data objects and new overlays that can handle 
them. This has been shown by the large number of implemented overlays and feature 
groups. At the same time, the architecture is adaptable to different device and environmental 
settings. We have defined a range of capabilities to handle multiple types of devices and 
peers. For instance, peers with very low computational power (e.g., cell phones) access the 
SAPIR index and search services by connecting to a fully functional peer in the SAPIR 
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network. By contrast, peers with high capabilities can participate in global indexing and 
search. Peers’ capabilities and preferences are carefully considered for more expensive 
tasks such as feature extraction and crawling.     

We have shown that the SAPIR architecture is scalable, in terms of increasing data 
volumes, by indexing and searching a collection of 100M images with their metadata. In the 
next phase of the project and part of the planned test bed, we will focus on scalability in 
terms of access load.  This entails that adding peers to the network should increase the 
throughput that the entire system can sustain with acceptable response times. This kind of 
scalability is vital for computationally intensive functions like content similarity search, and it 
is well motivated and badly needed by the dramatic growth of audiovisual content on the 
Internet.   
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10. APPENDIX – THE SAPIR INTERFACES 
 
We describe below the SAPIR interfaces for the various SAPIR components at the Peer 
level including the Content Management, Indexing and Querying. Those interfaces were 
implemented in SAPIR as described in deliverable D2.2 [Batko2008]. 

10.1. PEER LEVEL INTERFACES   

A Peer represents a node in SAPIR that indexes content and can respond to queries. A peer 
can participate in several overlay networks that are found in the registry. Each overlay is 
responsible for indexing and searching content objects using one or more Feature Groups.  
To execute a Query the Peer uses the Query Analyser. From the SAPIR API point of view 
the peer implements the following two methods: 

 
publ i c  i nt er f ace Peer  {  
 
 / * *  
  *  r et ur n al l  Over l ays t hat  ar e r unni ng i n t he Peer  
  *  @r et ur n 
  * /  
 publ i c  Over l ay[ ]  get Al l Over l ays( ) ;  
  
 / * *  
  *  get  al l  Over l ays t hat  ar e r esponsi bl e t o t he gi ven Feat ur eGr oups 
  *  Ther e can be mul t i pl e Over l ays t hat  can handl e t he gi ven  
       *   Feat ur eGr oup 
  *   
  *  @par am gr oup -  a f eat ur e gr oup 
  *   
  *  @r et ur n 
  * /  
 publ i c  Over l ay[ ]  get Over l ays( Feat ur eGr oup gr oup) ;  
  
 / * *  
  *  r et ur n t he Peer ©s Quer y Anal yser .  The Quer y Anal yser  can t hen be  
       *  Used t o decompose t he quer y t o sub quer i es and send par t s t o  
       *  conf i gur ed Over l ays and t hen mer ge t he r esul t s  
  *   
  *  @r et ur n 
  * /  
 publ i c  Quer yAnal yser  get Quer yAnal yser ( ) ;  
  
 / * *  
  *  r et ur n a synchr onous Feat ur e Ext r act or .  
  *  @r et ur n 
  * /  
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 publ i c  Synchr onousFeat ur eExt r act or  get Synchr onousFeat ur eExt r act or ( ) ;  
 
 / * *  
  *  r et ur n an synchr onous Feat ur e Ext r act or .  
  *  @r et ur n 
  * /  
 publ i c  Asynchr onousFeat ur eExt r act or   
             get Asynchr onousFeat ur eExt r act or ( ) ;  
  
 / * *  
  *  r et ur n an I ndexManager  i nst ance  
  *  @r et ur n 
  * /  
 publ i c  I ndexManager  get I ndexManager ( ) ;  
 
}  

10.2. CONTENT MANAGEMENT INTERFACES 

The asynchronous feature extractor takes a URL and returns a ContentObject populated 
with features extracted from the document at that URL.  

 
publ i c  i nt er f ace Synchr onousFeat ur eExt r act or  {  
 / * *  
  *  @par am ur l  t he URL of  t he document  f r om whi ch t o ext r act  f eat ur es 
  *  @r et ur n a Cont ent Obj ect  r epr esent i ng t he document ,  or  nul l  on  
       *  f ai l ur e.  
  * /  
 Cont ent Obj ect  ext r act Feat ur es( Fi l e f i l e,  St r i ng i d)  t hr ows Except i on;  
}  
 
The asynchronous feature extractor takes URLs and extracts features from the documents 
at those URLs.  

publ i c  i nt er f ace Asynchr onousFeat ur eExt r act or  {  
 / * *  
  *  Enqueues one URL f or  f eat ur e ext r act i on 
  *  @par am ur i  
  *  @par am cal l er  cal l back t o be cal l ed wi t h t he Cont ent Obj ect  cr eat ed  
       *  f or  
  *     t hi s  URL.  
  * /  
 bool ean enqueueFor Feat ur eExt r act i on( Fi l e f i l e,  St r i ng i d,  
Feat ur eExt r act i onFi ni shedCal l back cal l er ) ;  
}  
 
The FeatureExtractorFinshedCallBack interface is associated with 
AsynchronousFeatureExtractor.  

 
publ i c  i nt er f ace Feat ur eExt r act i onFi ni shedCal l back {  
 / * *  
  *  Asynchr onousFeat ur eExt r act or . enqueueFor Feat ur eExt r act i on wi l l  
  *  cal l  t hi s  met hod af t er  successf ul l y  ext r act i ng f eat ur es.  
  *  @par am co t he Cont ent Obj ect  cr eat ed t o r epr esent  t he gi ven  
       *  document  
  * /  
 voi d f eat ur eExt r act i onFi ni shed( Cont ent Obj ect  co) ;  
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 / * *  
  *  Asynchr onousFeat ur eExt r act or . enqueueFor Feat ur eExt r act i on wi l l  
  *  cal l  t hi s  met hod when f eat ur e ext r act i on f ai l s .  
  *  @par am i d 
  *  @par am e I nf or mat i on about  why f eat ur e ext r act i on f ai l ed 
  * /  
 voi d f eat ur eExt r act i onFai l ed( St r i ng i d,  Except i on e) ;  
}  
 
The Content Object interface allows to get the Features and FeatureGroups from a 
Content Object  
 
publ i c  i nt er f ace Cont ent Obj ect  {  
  
 / * *  
  *  get  t he Cont ent Obj ect ©s I D 
  *  @r et ur n 
  * /  
 publ i c  St r i ng get I D( ) ;  
 
 / * *  
  *  r et ur n al l  Feat ur es of  t he cont ent  obj ect  
  *  @r et ur n 
  * /  
 publ i c  Feat ur e[ ]  get Al l Feat ur es( ) ;  
  
 / * *  
  *  get  t he Feat ur eGr oup of  t he Cont ent Obj ect  
  *  @r et ur n 
  * /  
 publ i c  Feat ur eGr oup get Feat ur eGr oup( ) ;  
  
 / * *  
  *  r et ur n t he MPEG- 7 r epr esent at i on of  t hi s CO 
  *  @r et ur n 
  * /  
 publ i c  St r i ng get Mpeg7( ) ;  
} 
 

10.3. INDEX MANAGER INTERFACE 

 
The Index Manager can handle a Content Object, and by evaluating its Features and 
Feature Groups, it understands which overlays are capable of indexing the Content Object. 
Therefore, the Index Manager “forwards” the Content Object to each relevant overlay for 
indexing. 

publ i c  i nt er f ace I ndexManager  {  
 / * *  
  *  I ndex a cont ent  obj ect  i nt o SAPI R over l ays 
  *  @par am co 
  * /  
 publ i c  voi d i ndex( Cont ent Obj ect  co) ;   
}  
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10.4. QUERY ANALYZER INTERFACE 

The Query Analyser Interface deals with the search on multiple overlay networks. It analyses 
the query, and decomposes it according to the available Feature Groups. It sends each 
Query to the relevant overlay using the registry.  It merges the results retrieved from the 
different overlays.  The Query Analyser is also used for local queries, where the peer 
maintains several Repository Indexes for its local collection. For example, an index for terms 
and an index for colors. In this case the query is decomposed and sent to each Repository 
Index separately.  Then the results are merged for a final answer.    

 

publ i c  i nt er f ace Quer yAnal yser  ext ends Quer yPr ocessor {  
  
 publ i c  enum Aggr egat eFunct i on {  
  Sum,  Wei ght edSum,  FuzzyAND,  FuzzyOR,  Def aul t ,  Wei ght edAND 
 }  
  
 publ i c  enum Mer geAl gor i t hm {  
  TA,  CA,  NRA 
 }  
 / * *  
  *  Thi s met hod deccomposes t he quer y gi ven by i t s  st r i ng  
       *  r epr esent at i on i nt o subquer i es.   
  *  A subquer y has t he i nt er f ace CompoundQuer y.  
  *   
  *  @par am quer ySt r i ng t he st r i ng r epr esent i ng t he quer y 
  *  @r et ur n a CompoundQuer y 
  * /  
 publ i c  CompoundQuer y decomposeQuer y( St r i ng quer ySt r i ng) ;   
  
 / * *  
  *  Thi s met hod mer ge t he di f f er ent  r esul t  l i s t s  i nt o a s i ngl e r esul t      
       *  l i s t   
  *   
  *  @par am Q 
  *  @par am f r om -  f r om whi ch r esul t  t o st r at  f et chi ng 
  *  @par am numResul t s -  t he r equest ed number  of  r esul t s  
  *  @par am Fi l t er ed -  chose i f  you want  t o use t he f i l t er ed al gor i t hm 
  *  @par am mer geAl gor i t hm -  chose whi ch al gor i t hm you want  t o make t he  
       *         mer ge:  TA/ NRA/ CA 
  *  @par am aggr egat eFunc -  chose t he f unct i on t hat  you want  t o  
       *          aggr egat e t he r esul t s  by,  i . e:  SUM/ FUZZY_MAX . .  
  *  @par am t i meout  -  t i meout  of  t he mer ge al gor i t hm ( i n msec)  
  *  @par am bat chSi ze-  t he s i ze of  t he r esul t  l i s t  t hat  we want  t o  
       *          f et ch 
  *  @par am cost Sor t ed-  t he cost  of  a sor t ed accesss(  f or  t he CA al g. )  
  *  @par am cost  -  t he t ot al  cost  t hat  we want  t o pay ( f or  t he CA al g)  
  *  @r et ur n r esul t Li st  
  *  @par am r esul t Li st s 
  *  @r et ur n 
  *  * /  
 publ i c  Resul t Li st  execut eQuer y( Quer y Q,  i nt  f r om, i nt  numResul t s,    
      Feat ur eGr oup[ ]  f i l t eGr oups,  Mer geAl gor i t hm mer geAl gor i t hm,  f l oat   
      t i meout ,  i nt  bat chSi ze,  f l oat  cost Sor t ed,  f l oat  cost ) ;  
}  

 


