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�
1 INTRODUCTION 
 
WP3 concerns the preparation of media for indexing, search, and browsing.  Preparing a 
document for indexing and search means extracting a set of features that succinctly 
represent the document's content, in a way that supports efficient retrieval of documents 
whose content is similar to that of a query.  In the case of images, the features extracted are 
coordinates in several continuous metric spaces, and retrieval consists of finding documents 
that are near the query in these spaces. For music, speech, and text, the features extracted 
are discrete symbols, and retrieval consists of finding documents that contain certain 
symbols or symbol sequences. For video, no additional features are defined—an 
audiovisual recording is simply indexed as the combination of an audio recording and a set 
of images—but preparing a video for indexing involves choosing representative image 
frames to be indexed, and then preparing these images and the audio track for indexing.  
Preparing a document for browsing means generating a human-readable synopsis of the 
document content, so that a user can quickly look over the results of a query and determine 
which of them are relevant to his or her need. 
 
Deliverable D3.1, completed in month 6 of the project (June 2007), described the 
processing to be performed on each media type, and defined a representation based on the 
MPEG-7 standard [ISO/IEC 15938] for expressing this information.  The remainder of the 
work package consists of creating software modules that perform this processing and 
generate the defined representation.  It is divided into the following tasks: 
 

�  T3.2 Feature extraction from Audio/Video and browsing 
�  T3.3 Feature extraction from images to support searching and browsing 
�  T3.4 Feature extraction, indexing and accessing from music 
�  T3.5 Text semantic annotation and summarizing 

 
This report describes the software developed in all four of the above tasks. The audio-visual 
content analysis implemented in SAPIR has been presented at the AIEMPro08 workshop 
[Allasia08] organized by the P/SCAIE working group of the European Broadcasting Union. 
 
The software consists of a set of modules for the UIMA platform.  In order to facilitate 
descriptions of the modules, we begin with a brief overview of UIMA.  See the UIMA 
documentation1 for details. 

1.1 UIMA 

UIMA is a software framework created by IBM and currently developed as open source by 
the Apache Foundation. The name UIMA stands for Unstructured Information Management 
Architecture.  “Unstructured Information” in this context means information in the form of 
text, images, and sound, in contrast to the structured information found in databases.  UIMA 
is a platform for building document analysis pipelines out of reusable components. It 
provides a common representation for the information extracted by different modules, and 
mechanisms for communicating results among different components. 
 
The primary data structure in UIMA is the CAS (the acronym stands for Common Analysis 
System).  A CAS is a container that holds either the content of a document or a URL that 
points to the content, as well as the results of any components that have already processed 

                                                
1 http://incubator.apache.org/uima/downloads/releaseDocs/2.2.2-incubating/docs/html/index.html 
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the document.  Results are expressed as feature structures.  Each feature structure has a 
type and a set of attributes; each attribute has a value.  A type system defines a set of 
types, the attributes that feature structures of each type have, and the range of possible 
values for each attribute.  For example, the SAPIR type system for text documents includes 
a type called Token that has the attributes begi n, end, and l emma.  begi n and end take 
integer values and indicate the location of the token in the document, and l emma takes a 
string value and indicates the word's morphological root. 
 
A single CAS may contain the content of the same document in different forms, called 
views.  For example, the CAS created by the SAPIR  video processing software has two 
views: the original view which contains the URL of the audiovisual file, and a second view 
that contains a textual transcription of the speech therein.  Feature structures pertaining to 
temporal regions of the recording are associated with the audiovisual view, and feature 
structures pertaining to spans of text are associated with the text view. 
 
The content processing components in UIMA are called analysis engines (AEs).  In the most 
common case, an AE receives a CAS, reads its contents (the document content and/or the 
feature structures generated by AEs  that have run previously), and inserts new feature 
structures into the CAS.  In some cases an AE may also create a new view in the CAS, e.g. 
adding a transcribed text view to a CAS containing a speech recording.  A special kind of 
AE called a CAS multiplier can create new CASes in addition to the one it received. 
 
Multiple AEs can be combined to create an aggregate AE.  The AEs that are composed to 
create an aggregate are called delegate AEs.  Seen from the outside, an aggregate AE 
behaves just like any other AE: it receives a CAS and inserts feature structures and possibly 
new views into it.  In the typical case, the internal structure of an aggregate AE is linear: 
when the aggregate receives a CAS, that CAS is passed from one delegate AE to the next 
in linear order.  Several of the aggregate AEs built in SAPIR have a more complex internal 
structure: when the aggregate receives a CAS, the first delegate AE is a CAS multiplier that 
generates multiple new CASes. The flow then forks: different CASes are routed to different 
succeeding delegates. 
 
 
2 MUSIC 
 
The approaches to feature extraction for music depend on the form in which a document is 
instantiated. This is a typical characteristic of the music language, where the content of 
potential interest for the end user could be the music score describing the piece – because 
music is a composing art – but also a recording of a score as played by given ensemble of 
musicians – because music is a performing art as well. In order to clarify the role of the two 
forms, the music score represents the directions that a composer gives to the musicians in 
order to play correctly the piece. This is achieved through a graphic representation of the 
notes that are to be played, with their relative duration and sometimes with an indication of 
their intensity. An audio recording keeps track of a particular interpretation of the score as it 
is captured by one or more microphones. 
 
These two forms are represented by two classes of formats, which include the digital audio 
recording of a music performance, where the most popular format is MP3, and the digital 
representation of a music score, which can be instantiated either in proprietary formats used 
by music editing software – e.g., Finale, Sibelius – or in open formats based on markup 
languages, XML in particular – e.g., MusicXML, Wedelmusic. A third format for music 
documents is MIDI (Musical Instrument Digital Interface), which is somehow an intermediate 
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representation because it allows a user both to listen to a synthetic performance and to 
access a simplified version of the symbolic score. MIDI has been very popular among users 
as a music exchange format until MP3 format and large bandwidth have been available to 
end users. Nowadays, MIDI is still widely used because of the large availability of MIDI files 
without copyright restrictions. For this reason, MIDI is still used as a format to represent 
music scores, while more complex and complete formats do not have yet the same 
diffusion. 
 
Given these considerations, the approach to music feature extraction has been applied to 
two main formats: MP3 for digital audio and MIDI for symbolic representation. It has to be 
noted that a number of tools is available to convert from MP3 to other digital audio formats – 
e.g., WAV, AIFF, AAC – and vice versa. The same applies to MIDI and other symbolic 
formats, because MIDI is often used also as an intermediate format to convert different 
symbolic representations of music score. Another application for which MIDI is still a popular 
format is for ringtones of cell phones, more than half of ringtones in use are in MIDI format, 
and for karaoke. 
 
It is important to note that the two main forms (and MIDI) are able to represent only a limited 
number of dimensions of the music language. For instance, structural information is not 
represented by digital audio formats, while MIDI and score-based representation do not 
contain information about the music timbre or spatial organization of the sound sources. 
Moreover, at the state of the art the separation of all the voices playing together in a 
polyphonic digital recording is still a very difficult and error prone task. The choice of the 
features that represent the content of a music document has to deal also with these 
limitations of the different formats. 
 
The approach is to describe both MP3 and MIDI format using the same descriptors, in order 
to allow the user to query the system with any kind of music example and to retrieve 
different formats (for instance depending on the bandwidth of his device, considering that 
MIDI format is two orders of magnitude more compact than MP3). For this reason, only 
music features that can be represented, or extracted, from either symbolic and audio 
formats, is used to describe the music content. 
 
Probably the most relevant music dimension is melody. Users remember songs according to 
their melody and consider two songs with very similar melodies as examples of plagiarism. 
Even if we are not particularly interested in the query by humming paradigm, where the user 
creates the query by directly singing or humming the main melody, the melody is still the 
dimension that is more likely to be used to query a music search engine. As regards the 
query by humming versus the more general query by example, it has to be noted that the 
former paradigm was very popular in the early approaches to music information retrieval, 
because at that time digital audio was not very popular and users did not have large 
personal collections of music files, humming a query was the only way to describe an 
information need using a content-based approach. The latter paradigm is becoming 
increasingly popular because of the wide availability of prerecorded examples. At the same 
time, the experience with real users showed that they seldom feel comfortable when they 
are asked to sing in order to interact with a retrieval system. 
 
Another dimension which is particularly relevant, in particular for pop and rock music, is 
rhythm. Even if this dimension is very well coded, each rhythm being linked to a particular 
music genre, the addition of rhythmic information can improve the results of a system purely 
based on melodic content, as shown in [Pienimaki02,Neve04]. In this approach, the rhythm 



������������������ � �

� � � � � � �� � �� 	 
 � � 
 � � �
 	 �� � � � � � � � �

� 
 � � �7�	 � �35���������������������������������

� � � � � �� � � � �� � � �� � � � �� �� � 
 � � � � �� � � � 
 � � �	 
 � 	 ! � "� #�� 	 � �� � ! �	 � �$�! � 	 � � � #�� � �
 
 ! �%� � � � �� � � �� &&�  
 

 

is not only the one given by percussive instruments (the drum channel in MIDI and the 
inharmonic content in MP3), but is also the one at which the main melody is sung. 
 
A latter dimension, which has been recently added after extensive experimentation and was 
not part of the features described in deliverable D3.1, is related to the harmonic content. 
Because harmony is very difficult to compute automatically, we chose to represent it using 
low level features. That is, while melodic and rhythmic features are based on a score-like 
representation, harmony is described using a hashing technique applied to the spectral 
content. 
 
The approaches, which are all original and developed by the research units of SAPIR, are 
described in detail in the next sections. 
 

2.1 PREPROCESSING OF MIDI AND MP3 FILES 

Melodic and rhythmic content can be extracted from both MIDI and MP3 files. The 
differences between the two regards the kind of preprocessing that needs to be done in 
order to automatically extract the main melody from the file. 
 
In the case of polyphonic MIDI files, the task is carried out in two steps. 1) the channel 
containing the main melody have to be identified (when different instruments play the main 
melody, the relevant melodic information is split in different channels). 2) the notes 
belonging to the main melody have to be highlighted in case of polyphonic channels. 
To this end a classification technique has been developed during the SAPIR project. The 
basic idea is that each channel can be described using a set of high level features. A 
number of experimental tests highlighted the most relevant high level features to describe a 
melodic channel. Given the score associated to a MIDI channel the computed features are: 

�  Mean and variance of the notes. 
�  Number of different notes. 
�  Mean of the intervals between two subsequent notes. 
�  Range, that is the difference between the highest and the lowest notes. 
�  Degree of polyphony, that is the average number of notes playing simultaneously. 
�  Density of the notes, that is the average number of notes per second. 
�  Length of the channel in respect to the length of the complete file. 

The channels of a number of MIDI files have been manually annotated, using the following 
classes: main melody, solo/lead instrument, bass, chords accompaniment, drums. This 
information has been used to train an automatic classifier, based on the combined use of 
thresholds to eliminate unlikely tracks and a K-Nearest Neighbor technique to highlight a 
number of candidate melodic channels. 
 
Because selected channels may be polyphonic, the extraction of the main melody from 
these channels has been based on an approach proposed in [Uitdenbogerd98]. In case of 
contemporary tones the highest one is chosen as part of the main melody. Although 
simplistic, this approach proved to be more similar to the human perception of the melodic 
content in polyphonic music, as described in [Uitdenbogerd98]. 
 
The extraction of the main melody from a polyphonic recording requires a totally different 
approach. It has already been noted that the automatic transcription of a complete score is 
still an open issue. On the other hand, the extraction of the main melody is a feasible task if 
some assumptions are made on its acoustic characteristics: it is usually sung by the lead 
vocalist some dBs louder than the instrumental accompaniment; it has a limited range of 
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pitches, usually smaller than two octaves (even if there are notable exceptions). With these 
assumptions, it is possible to reliably compute the main melody, using automatic 
segmentation and pitch tracking techniques, as described in [Decheveigne03]. It is 
interesting to notice that a task of MIREX (Music Information Retrieval Evaluation 
Exchange) campaigns is usually devoted to the extraction of the main melody from 
polyphonic recordings. 
 
A novel approach for the extraction of the main melody has been proposed by the partners 
of SAPIR. The basic idea is that, from a statistical point of view, a sung melody can be 
considered as the observation of an unknown process, which is the score the user has in 
mind. Observations are audio features. The process can be modeled with a Hidden Markov 
Model (HMM), where transition probabilities describe the evolution of a given note (e.g., 
attack, sustain, release, and pauses) and the possible sequences of notes (e.g., the 
probability that the user sings a given interval), while emission probabilities refer to the 
observed audio features. The transcription reduces then to the discovery of the evolution 
along states in the HMM that most likely generated the query, which can be obtained 
through Viterbi decoding. 
 
We proposed the use of a two-level HMM. The event level is a set of states, each one 
labeled with a different pitch in the chromatic scale inside a given range. At this level a 
melody is modeled as a path among the states. The network is fully connected, as shown in 
Fig. 1(a), but the probability to go from a state to another one depends on the melodic 
interval between their labels. Transition probabilities can be set to the a priori probability of a 
musical interval in a given repertoire. The audio level is a set of states, connected with a 
left-to-right topology, with labels related to the evolution of a musical event. Figure 1(b) 
shows a possible topology of a note event at the audio level, with states representing 
different kinds of attacks (including attack from silence and from another note), sustains, 
possible slight detunings during sustain, and final rests, which may be skipped. Other 
events, such as glissandi, vibrati, or trills, can be represented by introducing other 
topologies and states at both levels. The length of musical events is modeled through self-
transitions of the states at the audio level (not shown in the figure). 
 
The complete HMM is given by the definition of the emission probabilities.  These 
probabilities need to be set and computed only for states of the audio level, because states 
at the event level are simply formed of states at the audio level. The features we have 
considered are: the log-energy of the signal, for discriminating between silences and 
sounds; the sum of the energy in the bands of the first harmonics for each note in the 
melodic range, for distinguishing different pitches; the first derivatives of both these 
features, for a more precise detection of note attacks; the maximum difference between 
energies in adjacent harmonic bands, to reduce the common problem of doubling and 
halving octaves; the difference between the energies in the bands of contiguous pitches in 
the chromatic scale, for modeling glissandi and small variations of pitch inside a note. Each 
feature is modeled with an exponential probability density function. Emission probabilities 
are trained using a database of sound samples. 
 
The transcription can be obtained through decoding, considering that the HMM has a 
transition each time a new audio frame is analyzed and a new set of features is observed. 
The path along states at the event level gives both the segmentation and the pitch tracking, 
because each state is associated with an event through its label. 
 
Evaluation 
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The evaluation of the classification technique aimed at extracting the melodic channels from 
MIDI files has been carried out using a collection of 2000 MIDI files of pop and rock music. 
About 200 MIDI files have been manually annotated, using a simple classification scheme 
as described above, and used as the training set. The test set consisted of about 2000 
additional MIDI files of the same music genre. Experimental results, obtained by choosing at 
random and analyzing files of the test set, showed that with K=3 nearest neighbor it is 
possible to identify the correct channel in 98.2% of the cases. 
 
The evaluation of the main melody extraction technique from MP3 files has been carried out 
using the set provided by MIREX (although the research unit did not formally participate to 
the evaluation campaign as it did for other tasks). The comparison of the sequence of notes 
automatically associated to the melody with a manual transcription showed that false 
positives (added notes during silences or sustains) were on average 8% of the transcribed 
notes, while there were 3% of octave errors and 8% of semitone errors. This behavior is in 
line with other results in main melody transcription. The effect of semitone errors can be 
bounded using quantization, as described in the next section. 
 
 

 
Fig. 1 – The HMM topology to transcribe the main melody: 

(a) the event level where states are replicated in gray for simplicity of representation; 
(b) a possible audio level containing attacks, sustains and a rest. 

 
 

2.2 DESCRIPTORS OF THE MELODIC AND RHYTHMIC CONTENT 

The preprocessing step allows us to transform a MIDI or a MP3 file in one or more 
sequences of tones. In order to be efficiently used as content descriptors, these sequences 
have to be segmented in relevant units. It has to be noted that a number of approaches to 
music retrieval are not based on the segmentation of the melodic/rhythmic content 
[Shifrin02,Parker04]. These approaches exploit string matching techniques on the complete 
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sequence of notes and, at the state of the art, require that the query is compared with all the 
documents in the collection. For this reason they are not scalable on the size of the 
collection.  
 
The proposed approach is based on the automatic segmentation of the melodic content in 
music lexical units. The basic idea is to describe the melodic and rhythmic information as a 
sequence of musical phrases and rhythmic patterns, rather like a sequence of notes and 
tones. Drawing a parallel with the description of textual documents, musical phrases 
correspond to words while single notes correspond to letters. There are a number of 
approaches to automatic music segmentation, based on: the way users perceive music, the 
structural organization of a music work, the presence of strong evidence of local separators 
(long rests, abrupt changes in the melodic contour), the exploitation of pattern analysis 
techniques, and simply taking subsequent of notes of a fixed length (N-grams). 
 
An extensive study on the retrieval effectiveness of all these approaches [Neve05] 
highlighted that the simplest approach, the one based on N-grams, gave the best results in 
terms of average precision, providing that N-grams overlap and were computed using 
different values of N. In particular, the melodic and rhythmic content can be described using 
overlapping sequences of three, four, five notes, and so on. The optimal parameters have 
been estimated through the participation to the MIREX campaigns, in particular to the 
melodic similarity tasks. 
 
Once the sequence of notes and tones describing melody and rhythm have been 
segmented, the next step is to define a suitable description of their content. Given that users 
remember the melodies and the rhythms depending on the relationships between pitches 
and durations respectively, we chose to represent them with: 

�  Pitch intervals (PIT): that is the distance between two subsequent tones after that 
their fundamental frequencies have been quantized to the chromatic scale, that is 
using the typical representation of tonal Western music. 

�  Interonset interval log-ratio (IOI): that is the ratio, in logarithmic scale between the 
duration of two subsequent tones, where the duration is considered as the time 
between the onset of a tone and the onset of the following one. 

 
Two musical lexical units, described either using PIT and IOI, may be slightly different, yet 
listeners can perceive them as almost identical, or confuse one from the other when 
recalling from memory, or consider that they play a similar role in the musical structure. For 
instance, two identical rhythmic patterns played with a different tempo and small variations 
in the actual onset time or two musical phrases that differ only for one interval that from 
major turns minor. In practice, all the perceptually similar variants could be conflated into a 
common stem. 
 
Music stemming is normally addressed with feature quantization. The main motivation of 
feature quantization in music processing is probably related to the fact that each feature 
extraction process is error prone: quantization partially overcomes this problem if erroneous 
measurements are reported to the same quantized value of the correct one. Quantization 
can be useful also when the automatic detection is reliable, but it is known in advance that 
the signal itself may have variations, like in the case of onset notes and note durations even 
for performances of the same score. 
 
Quantization can be considered as a variant of stemming. It is well known that many 
compositions are based on a limited amount of musical material, which is presented and 
then varied and developed during the piece. In this case, the conflation of different thematic 
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variations into a single index will improve the recall because the user may choose any of 
these variations to express the same information need. Quantization can be carried out on 
any music dimension, and at different levels. Table 1 shows possible approaches to the 
quantization of melodic intervals (PIT), some of them already proposed in the literature, 
from the more fine grained to the more coarse. The level of quantization chosen within 
SAPIR is based on the use of 9 symbols for melodic features and 5 symbols for rhythmic 
ones. 
 

Quantization Level #symbols 

Cents 2401 

Semitones: 0, +1, +2, … 25 

Music intervals: unison, second, third, … 15 

Perceptual intervals: unison, small, medium, large 9 

Direction: up, down, same 3 

 
Tab. 2.1: Relationship between the levels of quantization and the kind of 
melodic information that is represented in the case of pitch intervals (PIT) 

 
Evaluation 
 
The effectiveness of the proposed approach to content based description has been 
extensively tested with a large number of experiments, both using large collections of 
classical and pop/rock music and participating to MIREX. Results are really encouraging.  
 
Using a collection of 2000 files, the identification of pop and rock music files in MIDI format 
can reach a mean average precision above 95%, also when short query excerpts (about five 
notes) with errors in the melody and the rhythm (about 30% of wrong notes). The 
application to MP3 files gave a slight decrease in performance. In particular, with an 
identification rate of about 0.9 using a collection of 1000 audio recordings in MP3 format. 
 
It is more difficult to evaluate the effectiveness of the approach when the task is not to 
identify a particular query song, but to retrieve similar ones. In order to test the effectiveness 
on this aspect, the proposed features have been used to describe a collection of music 
incipites where the similarity between items has been manually annotated by musicologists. 
With this collection, the mean average precision was much lower, meaning that the task of 
retrieving perceptually similar documents is more complex. With the training set, the mean 
average precision was 54%, while with the test set it decreased to 42%. It has to be noted 
that, during the participation to MIREX campaign, the approach scored the second best. 
 

2.3 DESCRIPTORS OF THE HARMONIC CONTENT 

The description of the harmonic content has to be based on the choice of features that are 
able to represent the contribution of the different voices in a complex music work, both in 
audio and in MIDI formats. Differently from the approach applied to melodic and rhythmic 
descriptors, the representation of the harmonic content could be only an approximate 
representation of corresponding music dimension (i.e. harmony, or chord progressions), 
because at the state of the art the automatic extraction of chords from a polyphonic file is 
still unreliable, also in the case of MIDI. 
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An alternative descriptor that is often found in the literature are the chroma vectors, or 
chroma features. During the development of the second year of SAPIR, a new feature 
describing the harmonic content has been defined and tested on a music collection. In the 
following, the approach is described taking as an example the MP3 format. The extension to 
MIDI can be carried out as proposed in [Hu03], that is synthesizing an automatic 
performance from MIDI information and computing the chroma-based feature from that. 
 
Chroma features have been extensively used in a number of music retrieval applications. 
The concept behind chroma is that octaves play a fundamental role in music perception and 
composition [Bartsch05]. For instance, the perceived quality – e.g. major, minor, diminished 
–  of a given chord depends only marginally on the actual octaves where it spans, while is 
strictly related by the pitch classes of its notes. Following this assumption, a number of 
techniques have been proposed based on chroma features, for chord estimation [Gomez04] 
and for the extraction of repeating patterns in pop songs [Goto06]. The application of 
chroma features to music retrieval and identification tasks has been already been proposed 
for classical [Muller05] and for pop [Hu03] music. 
 
Also in the case of harmonic descriptors, our goal is to define a set of features that allow for 
a compact representation which is also effective for distributed searches. Our goal is to use 
chroma-based features as pointers to the recordings they belong to, playing the same role 
as words in textual documents. The information on the time position of chroma-based 
features is used to directly access relevant audio excerpts. To this end, a promising 
technique is Locality Sensitive Hashing [Gionis99], which aims at applying to feature vectors 
a carefully chosen hashing function with the aim of creating collisions between vectors that 
are close in the high dimensional space. The hashing function itself becomes then an 
effective tool to measure the similarity between two vectors. Following this idea we propose 
to represent the 12-dimensional chroma vector with a single integer value, obtained through 
an hashing function. In particular, the actual hash depends on the ranks of the chroma pitch 
classes, and on their absolute values. 
 
More formally, a chroma vector c(i) is an array of pitch classes, where i� {1…12}, which are 
computed from the Fourier transform S(f) of a windowed signal according to equation 
 

 
 
where Bi(f) is a bank of bandpass filters, each filter centered on the semitones belonging to 
pitch class i and with a bandwidth of a semitone. The filterbanks may range over all the 
audible octaves, even if it is common practice to limit its support to a few octaves. In our 
case the minimum and maximum frequencies are respectively 20 and 5000 hertz. 
Once vector c(i) is computed for a window of the signal, we proposed to compute its rank-
based quantization q(i) through the following rule 
 

 
 
where k is the number of quantization levels that are taken into account and rank[c(i)] is a 
function that outputs the rank of the value of the energy in pitch class i over the values of 
the whole array, that is rank[c(j)]=1 if pitch class j has the highest energy and so on. 
 
Finally, a non negative integer hash h is computed from q(i) according to equation 
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where common hashing techniques can be additionally applied to store the values h in one 
array, which can be accessed in constant time. In particular, we simply compute the 
reminder of h divided by a carefully chosen prime number. 
 
The same features are extracted both from the recordings distributed over the SAPIR 
network and from the audio queries. It is important to note that harmonic features can be 
used only in a query by example approach where the user already has an example of what 
he is looking for, typically recorded with his mobile device. Differently from the melodic and 
rhythmic features, harmonic features are not suitable to be used in a query by humming 
paradigm (users are able to sing or hum only one note at a time). 
 
As previously mentioned, one of the problems that may affect music retrieval effectiveness 
is the fact that the query and the relevant documents may be recorded in different tonalities. 
The chroma-based representation developed during the project is sensible to transpositions, 
that is if the recording used as a query and the recordings stored by the SAPIR peers are 
played in different tonalities, they have totally different sets of chroma. We addressed this 
problem by considering that a transposition of s semitones will result in a rotation of vector 
c(i) of s steps (the direction of the rotation depending on the direction of the transposition). 
The value of hs of quantized chroma h transposed by s ascending semitones, where 
s� {1…11} can be computed through equation 
 

 
 
where the % operator gives the remainder of a division. Thus a query is represented by 
twelve sets of hashes Hs, that is the representation H0 in the original tonality and eleven 
additional ones that take into account all the possible transpositions. This representation 
can be considered as an application of query expansion techniques. 
 
Evaluation 
 
In order to verify the effectiveness of the proposed harmonic descriptors, a number of tests 
have been carried out using a music collection of 10000 MP3 files. For reasons of 
availability, the collection was mainly of tonal Western music. 
 
Evaluation has been carried out by choosing at random 50 excerpts of the songs that were 
part of the collection, and considering all the files with the same title and artist (not including 
the ones from which the excerpts have been extracted) as relevant for the user query. The 
excerpts were about 10 seconds, which is a reasonable duration of a recording made by a 
user with a portable device. Quantized chroma vectors have been used as tokens, thus 
retrieval has been carried out using standard IR techniques. 
 
With this experimental setup, the mean average precision was 83.6% using a centralized 
architecture and 67,3% using SPINA overlay. 
 

2.4 IMPLEMENTATION 

All music descriptors are based on a similar approach. First of all, each feature is 
represented as a string of characters, in order to facilitate the parsing of the documents 
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representing music files. Moreover, the approach takes into account that for music most of 
the features are local descriptors. To this end, each string representing a given feature is 
paired with a list of positions, expressed in time units, in the file. This representation allows 
us to identify the portion of the file which is relevant to the query. Finally, following an 
Information Retrieval approach, each feature is given a weight that takes into account the 
relevance of the feature in describing the music document. The weight is computed starting 
from the occurrence of the feature within the music file. 
 
As regards software implementation, the techniques for feature extraction for music have 
been developed and tested using Matlab as the initial programming language. The code is 
still maintained and available for future testing. Further porting to C++ allowed us to carry 
out a large scale testing, with the aim of highlighting the main parameters for the feature 
extraction process. The demonstrator presented at the first review was based on this 
development. 
 
In order to gain a higher portability, and in line with the approach of all the partners in 
SAPIR, most of the feature extraction routines have been re-implemented in Java. In 
particular, the extraction of the main melody and rhythm for MIDI files has been completely 
ported to Java, while the extraction of the chroma features from audio files is partially based 
on external C routines for the computation of the Fast Fourier Transform. 
 
The Java version of the feature extraction algorithms is a component of the peers of the 
SPINA overlay, in order to allow the user to extract features locally (when the peer has 
enough computing power) reducing the bandwidth required by a music query to the sole 
transmission of features.  
 
A UIMA module, identified as MusicAnnotator, has been developed and used for the music 
overlay of SAPIR. The annotator integrates the content based information about the used 
music dimensions, with metadata typical of the music domain: composer, performer, genre, 
and so on. Content based descriptors are represented as strings of characters, each 
character associated to a quantized feature. Music features are assigned a weight, which is 
related to the relative frequency of the feature within the document, and to a PositionList 
that indicates the times at which the feature is observed in the music document. 
 
 
3 IMAGE 
 
We describe images using standard MPEG-7 visual descriptors [ISO/IEC 15938-3:2002]. We 
extract  five MPEG-7 visual descriptors from each image, which are indexed and used for 
defining the distance in terms of similarity between two images. These descriptors are popularly 
used and reference software is available to extract them [ISO/IEC 15938-6:2003]. 

A visual descriptor characterizes a particular visual aspect of the image. They can be, therefore, 
used to identify images which have a similar appearance. Visual descriptors are represented as 
vectors, and the MPEG group proposed a distance measure for each descriptor to evaluate the 
similarity of two objects (see [ISO/IEC 15938-6:2003] and [Salembier02]).  

An UIMA module, identified as ImageAnnotator, has been developed and used also in the video 
processing, as described in the following. Moreover, the feature extraction from images is also 
used in the push-based crawler developed in SAPIR to process the image collection from Flickr. 
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3.1 MPEG-7 VISUAL DESCRIPTORS 

We have chosen five MPEG-7 visual descriptors to be extracted: Scalable Color, Color 
Structure, Color Layout, Edge Histogram and Homogeneous Texture: 

�  Scalable Color is derived from a color histogram defined in the Hue-Saturation-Value 
color space with fixed color space quantization. It uses a Haar transform coefficient 
encoding, allowing scalable representation of description, as well as complexity 
scalability of feature extraction and matching procedures. The histogram values are 
extracted, normalized and nonlinearly mapped into a four-bit integer representation, 
giving higher significance to small values. The Haar transform is applied to the four-bit 
integer values across the histogram bins. An MPEG-7 description can report 256, 128, 
64, 32 or 16 Haar coefficients. Any coefficient can have a number of bitplanes from 0 to 
8. In the SAPIR project we make use of the 64 coefficients and 8 bitplanes 
representation. 

  

�  Color Structure is also based on color histograms (as Scalable Color) but aims at 
identifying localized color distributions using a small structuring window. The descriptor 
represents an image by both the color distribution of the image and the local spatial 
structure of the color. The information about color structure makes the descriptor 
sensitive to certain image features to which the color histogram is blind. The Color 
Structure descriptor is an array of 256, 128, 64 or 32 8 bit-quantized coefficients. In the 
SAPIR project we use the 64 coefficients version and we assume Color Structure to be 
always in the 64 Values version. 

 
�  Color Layout captures the spatial layout of the representative colors on a grid 

superimposed on a region or image. Representation is based on coefficients of the 
Discrete Cosine Transform. It is especially useful for spatial structure-based retrieval 
applications, for example, sketch-based retrieval and video segment identification.The 
descriptor is obtained by applying the DCT transformation on a 2-D array of local 
representative colors in Y or Cb or Cr color space. The extraction process consists of 
four stages: image partitioning, representative color detection, DCT transformation and 
nonlinear quantization of the zigzag-scanned coefficients. The recommended number of 
coefficients is 6 for luminance and 3 for each chrominance..In SAPIR we used this 
version that contains the MPEG recommended number of coefficients for this descriptor, 
i.e. 6 for luminance and 3 for each chrominance. 

 

�  Edge Histogram represents local-edge distribution in the image. The spatial distribution 
of edges in an image is a useful descriptor for similarity search and retrieval. Specifically, 
dividing the image space into 4 x 4 subimages, the local-edge distribution for each 
subimage is represented by a histogram. To generate the histogram, edges in the 
subimages are categorized into five types: vertical, horizontal, 45° diagonal, 135° 
diagonal and nondirectional edges. Since there are 16 subimages, a total of 5 x 16 = 80 
histogram bins are required and are then converted into a vector of 80 coefficients.  

�  Homogeneous Texture characterizes the region texture using the mean energy and the 
energy deviation from a set of frequency channels. The 2-D frequency plane is 
partitioned into 30 channel. The mean energy and its deviation are computed in each of 
these 30 frequency channels (in the frequency domain). The first two components of the 
Homogeneous Texture descriptor, the mean and the standard deviation of the input 
image, are straightforward to compute. the remaining components are computed in the 
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frequency domain directly. For a complete description see  [ISO/IEC 15938-6:2003] and 
[Salembier02]. In SAPIR we made use of the complete form of this descriptor which 
consist of the Average, the Standard Deviation, 30 coefficients for the Energy and 30 
coefficients for the Energy Deviation. Note that Energy Deviation is optional in MPEG-7. 
In our work we assumed that it is always present. 

�   

To perform content based similarity search a distance function is needed, in order to evaluate 
the dissimilarity between the query object and each image in the dataset. This distance typically 
makes use of a numeric representations of some image features - the MPEG-7 descriptors in 
our case. The feature itself is not useful unless a distance function is given to compare two 
feature instances of the same type belonging to two distinct images. 

In Appendix 3 (see Section 10) we provide an example MPEG-7 description extracted from a 
short video using the UIMA feature extraction pipeline, which includes the ImageAnnotator 
module, in charge of extracting from each image the five visual descriptors mentioned above. 
The different values associated with the visual descriptors for each keyframe extracted from the 
video are shown. These values can be used to compute a distance between images for each 
visual descriptor according to the definitions provided in the following.  
 
For each visual descriptor we use the distance defined by MPEG (see   [ISO/IEC 15938-6:2003] 
and [Salembier02]) and usually adopted also in the literature. The distance for each visual 
descriptor mentioned above is described in the following.  

The different distances for each visual descriptor are combined together in a weighted sum. The 
weights have been chosen experimentally in order to normalize the global distance in the [0,1] 
range and taking into account the composition of the different visual descriptors (three for 
colors, one for shape, one for texture). 
 
The suggested distance function to compare two “values” of the Scalable Color or of the Color 
Structure descriptor is the l1-norm based (sum of absolute differences) between the coefficient 
vectors for each descriptor. 

For matching two Color Layout descriptor “values”, {DY, DCr, DCb} and {DY', DCr', DCb'}, the 
following distance (which is a metric) has been suggested by MPEG and used in the literature: 

 

2 2 2( ' ) ( ' ) ( ' )yi i i bi i i ri i i
i i i

w DY DY w DCb DCb w DCr DCr� � � � �� � �  

 

where � �3,3,3,1,1,1yw 	 , � �2,2,2bw 	  and � �4,2,2rw 	  . 

For matching two Edge Histogram descriptor “values”, Ah and Bh , the following distance (which 
is a metric) has been suggested by MPEG and has been used in SAPIR: 
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Where ( )Ah i  and ( )Bh i  represent the normalized histogram bin values of image A and image B, 

respectively. ( )g
Ah i  and ( )g

Bh i  represent the normalized bin values for the global edge 
histograms of image A and image B, respectively, which are obtained from the corresponding 

local histograms ( )Ah i  and ( )Bh i . Similarly ( )S
Ah i  and ( )S

Bh i represent the histogram bin values 
for the semiglobal-edge histograms of image A and image B, respectively. 

For matching two Homogeneous Texture descriptor “values” 4 distances have been suggested 
by MPEG and have also been reported in [Salembier02]. They differ for being rotation invariant,  
scale invariant, both rotation and scale invariant or not rotation and scale invariant. 

In SAPIR we suggested to use the non-invariant distance (which is a metric). Given two 
Homogeneous Texture descriptor “values”, TD and TD': 

 

( ) '( )
( )k

TD k TD k
k


��  

where ( )TD k are the 62 values reported in the descriptors (1 for Average, 1 for Standard 

Deviation, 30 for Energy and 30 for Energy Deviation) and ( )k
  are normalization values. 
Normalization values have suggested and used by MPEG [ISO/IEC 15938-6:2003]. 

We implemented an UIMA ImageAnnotator in order to process images and extract the 
visual descriptors mentioned above. An example of usage of the ImageAnnotator is shown 
in Figure 2, where it is included in the UIMA pipeline for the video processing. It receives as 
input a collection of images (the representative frames for that video) and for each image 
extracts the visual descriptors. The information from the ImageAnnotator is passed to the 
following modules in an appropriate CAS and is used by the CAS Consumer to generate the 
final MPEG-7 representation.  
 
In order to develop the ImageAnnotator in compliance with the MPEG-7 standard, we 
implemented a feature extraction engine as a Java wrapper calling the C++ reference 
software libraries provided by MPEG [ISO/IEC 15938-6:2003] for the extraction of the visual 
descriptors. 
The analysis of the images is performed in three steps: 

1. the input images are provided to the ImageAnnotator 
2. the ImageAnnotator reads general information about the image (dimension, format, 

...) and invokes the feature extraction engine 
3. the output of the ImageAnnotator containing the results of the processing is available 

as MPEG-7 file or CAS 
Concerning step 1), when running in the UIMA pipeline for video processing represented in 
Figure 2, the flow controller provides to the ImageAnnotator a list of CAS associated to the 
images to be processed, otherwise when running standalone a directory containing one or 
more images must be provided.  
 
The feature extraction module analyzes the image and extracts the visual descriptors 
reported above. The input images are normalized and converted to the bitmap format to 
obtain a more efficient feature extraction. We usually provide input images in jpeg format 
and then convert them into bitmaps. 
 
When running standalone the ImageAnnotator produces a valid and well-formed MPEG-7 
representation of the images using the StillRegion data type (see examples provided in 
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Appendix 3), but we also integrated it in the UIMA pipeline for video processing and the 
output is a CAS to be forwarded to other annotators. 
 
 
4 TEXT 
 
The text analysis engine provides tokenization, lemmatization, sentence boundary detection, 
recognition of dates and person and place names, and summarization, for English text.  It is 
based on the Xerox Incremental Parser (XIP) [Aït-Mokhtar et al. 2001], a tool that performs 
robust and deep syntactic analysis. XIP provides mechanisms for identifying major syntactic 
structures and major functional relations between words on large collections of unrestricted 
documents (ex: Web pages, newspapers, scientific literature, encyclopedias). It provides a 
formalism that smoothly integrates a number of description mechanisms for shallow and 
deep robust parsing, ranging from part-of-speech disambiguation, entity recognition and 
chunking to dependency grammars and extra-sentential processing.  

4.1 NAMED ENTITY RECOGNITION 

Among the various layers of XIP grammar rules, local grammars for named entity 
recognition have been developed. The objective of a named entity recognition system is to 
identify names in unrestricted texts and to assign them a type taken from a set of predefined 
categories of interest, for example nouns like “China”, or names like “Democratic Party of 
Russia”. Named entities are specific lexical units that refer to an entity of the world in special 
areas (notably human, social, political, economical, or geographical) and to which we can 
associate a semantic tag. Typically, named entities are proper names, but can include other 
expressions like temporal expressions, addresses, numbers etc. 
 
Examples of semantic types of named entities annotated by the SAPIR text component are:  

 

�  Dates: March 4, 1991 
�  Locations: San Francisco, Mount Everest 
�  Person Names: President George W. Bush, Kofi Annan, Edward III of England 

 
 
The named entity recognition component is built within the XIP parser on top of a part-of-
speech tagging layer. The system is purely rule-based.   It consists of a set of ordered local 
rules that use lexical information combined with contextual information about part-of-speech, 
lemma forms and lexical features. These rules detect the sequence of words involved in the 
entity and assign a feature (location, person, etc.) to the top node of the sequence, which is 
a noun in most of the cases. In the incremental parsing process, these rules are applied in 
the pre-syntactic component, before the chunking and dependency rules; therefore no 
syntax is used at this stage. 
 
At this stage of the processing, one can already use contextual information in these rules. 
This is illustrated on the following rule:  
 
 noun[ per son=+]   =  noun[ cap=+]  | par t ,  noun[ f amt i e=+] |  
 
This rule transforms (overriding sign = ) a noun starting with a capital letter into a person 
name when it is followed by an element of category par t  ('s) and by a noun bearing the 
feature f amt i e, like brother, mother, etc. It enables the detection of the person name in the 
following example, even if Grauf is an unknown word in the XIP lexicons: 
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 They were flying to Miami for a bash hosted by Grauf's brother. 
 
These rules are combined with a propagation system integrated into the parser, which 
allows subparts of the entities to be marked, and then allows new occurrences of these 
subparts to be categorized when encountered later on in the text. For example if the word 
Washington, which is ambiguous between a person name and a city name,  is encountered 
in some part of the text in the string George Washington, then the system tags all remaining 
occurrences of Washington as a person, using feature propagation on this entity part. 
 
 

4.2 SUMMARIZATION 

 
The summarizer can be enabled or disabled using the doSummar y configuration parameter.  
If enabled, it uses sentence, lemma, and name annotations produced by the linguistic 
analysis, as well as other internal XIP information such as anaphoric information, to rank the 
sentences of the document by informativeness and choose the most informative ones to 
include in the summary.  The configuration file 
 
f eat ur ex/ t ext / mai n/ sr c/ eu/ sapi r / cont ent management / t ext / Sapi r Xi pAnnot
at or - summar i zer / conf i g/ wi ndows/ Basi cSt at i st i cal Scor i ngConf i g. xml  
 
contains a number of parameters that allow the summarizer to be tailored to particular 
domains.  It is currently configured for general-purpose English. 
 
Inside the summarizer, the results of the XIP processing are represented as a tree, each 
node being a smaller information unit, e.g. paragraphs or titles (when applicable), 
sentences, structural units such as noun phrases, places, persons, and finally words. Each 
node contains the scores of its subtree according to different criteria. The tree is traversed 
multiple times by "visitor objects", each specialized in some aspect (stopword elimination, 
anaphora detection, TF.IDF scoring, occurrence counters, marking of important/stigma/cue  
words and phrases, information density, named entities...) that assign scores to the tree 
nodes. Each visitor can use the scores assigned by previous visitors, as well as use or 
update global information tables. This scheme allows us to easily select the different visitor 
types most suited to the document collection at hand, as well as add  visitors for new 
algorithms and criteria. From these individual scores, another visitor creates a global score 
at the sentence level. Duplicate or near-duplicate sentences are eliminated when creating 
the final summary, which consists on the requested number of sentences (if possible) above 
a certain score level. 
 

4.3 TECHNICAL NOTES 

 
SapirXipAnnotator expects plain text input. If the text to be analyzed is XML, then 
SapirXipAnnotator should be preceded in the pipeline by XmlStripAnnotator, which creates 
a new view in which XML tags have been removed, and followed by 
AnnotationOffsetMapper, which copies annotations from the plain-text view back to the 
original XML view, adjusting their character offsets as necessary. In this case a sofa 
mapping should be applied so that SapirXipAnnotator processes the plain text view rather 
than the initial (XML) view. 
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XIP consists of a C++ library with a JNI API.  All of the UIMA AE’s functionality except for 
summarization is implemented via the JNI API and is available on both Windows and Linux. 
Summarization is currently performed by calling a native executable, and is available only 
on Windows.  When the AE runs on Linux, or if its configuration parameter doSummar y is 
set to false, the summarizer executable will not be called; instead, a default summary 
consisting of the first four sentences of the document will be generated. 
 
 
5 SPEECH 

5.1 TRANSCRIPTION 

Speech-to-text transcription renders speech audio data searchable by content by transcribing it 
to text. We have presented in D3.1 the output generated by the Automatic Speech Recognition 
(ASR) engine and its representation in MPEG-7. 

 
Automatic Speech Recognition (ASR) has been a subject of many years of continuing research 
work around the world while commercial off-the-shelf ASR systems have only been available 
since the 1990s.  

For more than 30 years IBM has been a world leader in speech recognition research. Speech 
recognition technology by IBM can operate in various environments and tasks.  

Ambitious research projects such as IBM's superhuman speech recognition are currently 
conducted to develop a speech recognition system that mimics human performance, 
independent of environment and domain and spontaneity of the speech. Much progress has 
been achieved by IBM in the past few years.  

IBM’s state-of-the-art large vocabulary continuous speech recognition technology is capable of 
transcribing spontaneous speech data from various sources such as telephone calls, TV 
broadcast, close talking microphones etc. with the highest accuracy levels available today 
([Kingsbury et al., 2003], [Soltau et al., 2005]). However reaching high recognition accuracy with 
unconstrained speech and noisy background remains a challenging research goal. 

The diagram below illustrates the basic structure of an ASR system. 
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IBM’s state-of-the-art ASR engine has been installed on a server (srv-
speech.haifa.il.ibm.com) in the IBM DMZ. This transcription server is accessible from any 
IP. The UIMA annotator responsible for transcription invokes this remote server via http 
connection. Basically, the annotator connects to this server and requests transcription of an 
audio file. The audio file can be either a local file (the server is responsible for uploading it) 
or an URL (the server is responsible for downloading it). The annotator polls the 
transcription server until the transcription is complemented; note that the transcription time 
is approximately equal to the audio time. When the transcription is complemented, the 
annotator gets the transcription from the server and formats it into the CAS. 
 
We have developed another module responsible for segmenting the speech according to 
results provided by spectral analysis. Such segmentation is needed when dealing with large 
audio files; it allows searching at a finer granularity than audio file level. This module has not 
been integrated into the UIMA pipeline. 
 
 
 
 

5.2 TEXT PROCESSING APPLIED TO TRANSCRIBED SPEECH  

An AE called SpeechTextBlockAnnotator postprocesses a CAS previously processed by the 
speech AE, to prepare it to be processed by the text AE.  It creates a new view in the CAS 
containing the 1-best text transcription of the speech. That is, it traverses the word 
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confusion network generated by the speech AE and adds to the text view the most probable 
word at each position of the WCN. 
 
The linguistic processing (see Section �4) was originally designed for punctuated text, 
whereas the speech-to-text engine outputs only words, no punctuation. Therefore, 
SpeechTextBlockAnnotator also adds annotations of type TextBlock that are intended to 
approximate sentence boundaries, using silence durations and changes of spectral qualities 
as cues.  These TextBlock annotations are used by the text AE in lieu of sentence 
punctuation. 
 
Once a CAS has been processed by SpeechTextBlockAnnotator, it can then proceed to the 
text AE for named entity recognition and summarization. 
 
 
6 VIDEO 
 
The analysis of video contents is complex because it deals with composite objects. A video 
is typically composed of an audio and a visual part. A common approach when dealing with 
videos consists in splitting the audio and visual parts to be analyzed separately before 
joining the results in a common representation. 
 
As discussed in deliverable D3.1, the MPEG-7 standard provides a representation of audio-
visual content and is nowadays adopted in many analysis frameworks, not only for research 
purposes but also for implementing enterprise applications in the field of automatic content 
analysis. In SAPIR we adopted MPEG-7 to represent the results of content analysis in the 
UIMA pipeline, as stated above.    
 
It is worthwhile noticing that not only traditional content providers such as broadcasters, but 
also Internet (see for example popular video providers such as YouTube), contribute to the 
spread of video content.[ For video processing in SAPIR we adopted many guidelines 
coming from the connection of SAPIR members with broadcasters such as BBC and RAI 
and the experience developed in many European research projects, such as Prestospace 
[Prestospace]. 
 
Concerning the video processing, for the audio part we use the speech AE described above, 
while for the analysis of the visual part the image AE described above is applied to selected 
video frames. In this section we focus mainly on the video segmentation, which consists in 
the creation of representative segments of the video which can be used for quickly indexing 
and searching information related to a video content. 
 
The segmentation of the video in temporal units containing similar or homogeneous frames 
is crucial to be able to process a video, extract the relevant features and metadata and 
index the information in the P2P network, since the analysis cannot be applied to each 
single frame of the video in a feasible way. On the other hand automatic video processing 
and segmentation is currently well established and many different approaches are described 
in the literature. In Section 1.6 we briefly describe the method used for the video 
segmentation in the UIMA pipeline and some results. 
 
The video processing module segments a video into temporal units using two different levels of 
granularity: keyframes and shots.  Shots represent the first level of decomposition, while 
keyframes are used at the second level. The MPEG-7 representation of the video will describe 
this multi-level segmentation in order to support indexing and searching. 
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The shots are the temporal units used for the initial video decomposition, obtained by applying 
different possible criteria, such as a fixed temporal interval provided by the user (e.g. 5 seconds) 
or variable intervals obtained by algorithms for scene change detection. The keyframes are the 
video representative images and one or more keyframes can be extracted for each shot.  

Many video analysis approaches also create video clusters, which are temporal units making up 
the final video decomposition and can be obtained by grouping shots with similar features, such 
as shots identified by keyframes with similar visual descriptors or shots with the same 
categorization type (e.g. news, sports, film, ...) obtained by appropriate methods. It is worthwhile 
noticing that video clusters may not contain consecutive temporal segments. The typical 
example is represented by a news programme, where shots along the whole program 
containing the speaker can be grouped together in a single cluster. At the beginning of the 
project we implemented a video clustering component in the UIMA pipeline and also produced 
the appropriate MPEG-7 representation with clusters, for testing purposes. Then we decided to 
drop it and not to use video clusters because in our implementation they don't contribute to the 
search, since we index each video shot as a separate image and when we perform a similarity 
search over a video each result corresponds to a shot.  

6.1 VIDEO COLLECTION 

EURIX obtained from BBC a small sample (~40GB, ~15 hours) of high-quality videos with a 
specific license. During the Madrid meeting we delivered a copy of this sample (in 8 DVDs) to all 
partners who had required it. Videos/audios in the DVDs are property of the BBC and are 
copyrighted. They are provided for research purposes by the BBC through the SAPIR project. 
BBC material can be freely used for SAPIR research, including public events (conferences, 
workshops, EU reviews, ...)� and papers (acknowledgments required)�. Audio tracks have also 
been extracted.  

The features of the BBC videos are the following: 

�  video track: MPEG-2 video codec, frame size 720x576, frame rate 25 fps 

�  audio track: MPEG-2 audio codec, 48000 Hz, 256 kb/s 

The improvement of the video collection is still in progress, in order to demonstrate scalability 
also in video index and search. We are currently working to obtain more high-quality videos from 
BBC and we are also trying an alternative approach for low quality videos, developing a crawler 
to obtain the videos from the web. The video annotator described in the following can handle a 
large variety of video formats, ranging from standard MPEG-2 and MPEG-4 to the popularly 
used flash format. 

 

6.2 STRUCTURE OF VIDEO AGGREGATE 

We have implemented a UIMA aggregate AE for video processing, as shown in Figure 2. 
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Figure 2: UIMA pipeline for video processing 
 
 
The Audi oVi sual Aggr egat e is composed of the following AEs: 
 

1. AudioVisualSplitter, which creates two separate CASes, one for the audio part and 
one for the moving image part, using the appropriate audio/video encoding as 
specified in the configuration. 
 

2. MovingImageAggregate, which processes the visual part to determine the video 
segmentation, creates a keyframe file to represent each segment, and extracts 
visual features from the keyframes.  This component is itself an aggregate, 
composed of the following delegate AEs: 

 
a) MovingImageSplitter, which performs shot detection and creates one image CAS 

for each shot 
b) ImageAnnotator, which extracts visual features from a still image 
c) MovingImageMerger, which collects the information extracted from all of the 

keyframe CASes and inserts it into the moving image CAS 
 

3. SpeechTextAggregate, which processes the audio part as described in the audio 
analysis section. It is an aggregate composed of the following delegates (see the 
section on speech processing for details): 

 
a) ASRWordAnnotator 
b) SpeechTextBlockAnnotator 
c) SapirXipAnnotator 
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4. AudioVisualMerger, which recovers the extracted information from the moving image 

and audio CASes and inserts it into the original audiovisual CAS.  The original CAS 
is then released by the AudioVisualAggregate and becomes the output of the 
pipeline. 

 
In the following sections we describe in more details the AudioVisualSplitter and the 
MovingImageSplitter. Other modules in the list mentioned above are described in the other 
Sections. 
 

6.3 AUDIO-VIDEO SPLITTING 

The input video to be processed in the UIMA pipeline is split into the audio and visual parts, 
as mentioned above. A CAS multiplier called AudioVisualSplitter is in charge of extracting 
the audio and video parts from the video and transcoding them into the appropriate formats.  
For the audio track we use the MP3 codec, as explained above, while for the visual part we 
make use of the Motion JPEG (MJPEG) codec. This codec is quite popular due to its 
simplicity, because it represents the visual track as a sequence of images (in JPEG format) 
with an appropriate frame rate (typically 25 frames/second).  
 
The audio part is processed using the appropriate audio analysis chain described above. 
The visual part is analyzed by different annotators in order to identify the video segments 
(shots) and the representative keyframes for each shot and to extract the MPEG-7 features 
from each keyframe. For the keyframes the image analysis described above is adopted. In 
the following Sections we discuss the video segmentation. 

6.4 SHOT DETECTION 

Video segmentation is currently used in several applications related to automatic multimedia 
content analysis. Several projects have extensively studied this field proposing different 
approaches optimized for specific purposes. For example, EURIX participated in 
Prestospace [Prestospace], a European Project funded under the 6th Framework 
programme focused on the audio-visual content preservation towards storage and the 
definition of  standardised practices for audio-visual content in Europe. 
 
Although video segmentation can be achieved using different criteria, the result is usually a 
set of temporal intervals during the video where the video frames present similar or 
homogeneous features according to some particular criterion, resulting in the possibility to  
represent  each video interval with a limited number of frames (usually only one). Since a 
typical frame rate used to encode videos is 25 frame per second (fps) and each segment 
could last many seconds, it is clear that an accurate video segmentation can reduce by 
many orders of magnitude the number of frames to be analyzed in a video. 
 
The video segments are usually referred in the literature as shots, scenes or chapters. In 
the following we adopt the following definitions taken from [Boreczky]  and [Zhang99]: 
 

�  shot: sequence of frames that were (or appear to be) continuously captured from 
the same camera 

�  scene: collection of one or more adjoining shots that focus on an object or objects of 
interest 

�  chapter: logical grouping of one or more scenes (see for example the DVD 
chapters). 
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From the definitions above it can be argued that a new shot happens in the video when the 
camera changes, while the scenes are the aggregation of continuous shots matching a 
given pattern. For example in a news program with two speakers the camera can 
continuously switch from one speaker to the other. Any change in the shooting is associated 
to a new shot, although we can consider them belonging to the same scene. The definition 
of each scene can be argued in same way analyzing the sequence of shots: for example 
four consecutive shots in a news where for example the first and the third are associated 
with one speaker (and are very similar) and the second and the fourth are associated with 
the second speaker can be used to define the scene boundaries in an automatic way.  
 
Since the main purpose of SAPIR is to prove the scalability for indexing and search in a P2P 
network we decided to limit the video segmentation to shots, without considering scenes or 
chapters.  EURIX implemented a shot finder which is actually a shot boundary detector. 
Each shot can be represented by one or more frames (called keyframes) and for the 
analysis the original video can be imagined as a sequence of keyframes.  
 
We tried different approaches to extract from each video the shots and the keyframes. 
Concerning the shot finder, things changed a lot with respect to the beginning of the project, 
because at the very beginning we were using shots with the same temporal length (e.g. 2 
seconds), while now we use a "simple" shot boundary detection algorithm which can be 
configured at runtime with an input threshold value setting the "sensitivity" level when moving 
from one frame to another during the video. 

The input for the shot finder are:  

�  a threshold value, 

�  the video track of the original video in Motion JPEG (MJPEG) format.  

The outputs are:  

�  a list of shots (i.e. an XML file with sequences of consecutive frames with “not so big 
differences” among them) 

�  a JPEG file for the representative frames (keyframes) for each shot, chosen among one 
of the frames in that sequence. 

The shot finder works in three steps: 

�  a Motion JPEG video track is extracted from the original video (the audio-visual splitter is 
in charge for this), so the video is converted into a sequence of frames 

�  the algorithm processes each frame and evaluates the "differences" with respect to the 
previous one and if these differences are meaningful the previous shot is closed and a 
new one is opened. The tuning in the shot segmentation is based on a single input 
parameter of the algorithm (the threshold). Different video segmentations can be 
achieved using different thresholds.  

We also tried to use the shot finder developed in the Prestospace project, which was optimized 
for news.  It works efficiently on Windows machines (since it is implemented as a DirectShow 
filter), but since it is proprietary software we could not release it as a contribution to the project. 
We decided to build a new shot finder using only open source libraries, it works on UNIX and 
Windows machines and we tuned the default threshold value to get results comparable to the 
Prestospace shot finder. 

�  one representative frame for each one of the shots detected above is extracted and used as 
the keyframe for that shot. For each shot we store the start time and duration and also the 
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key frame time and the image itself (in jpeg format). For keyframe selection we adopted the 
following criterion: since we decided to choose just one keyframe for each shot, we simply 
grab the frame in the middle of the shot temporal interval. This seems reasonable if the 
threshold used for video segmentation is “high” enough, so that images in a given shot look 
quite similar. In case of larger variations within the same segment a better approach could 
be grabbing more than one frame for each shot. For example in the Prestospace project, 
which is more focused on multimedia content analysis, we selected three keyframes per 
shot: one at the beginning, one in the middle and one at the end. 

6.4.1 Comparison of different shot finders 

We have tested three different shot finders using the same BBC video collection described 
above. The three algorithms are the following: 
 

1. a simple shot change detection algorithm (see previous Section), working on MPEG 
videos and implemented for Windows, Linux and MAC Os systems; the algorithm 
requires a single input parameter acting as a threshold and provides a list of shots in 
the video with the relative keyframes in JPEG format. 

 
2. a shot finder algorithm developed in the Prestospace project, specialized for news 

programmes and with additional features, such as correct fading detection. It 
provides accurate and reliable results but is based on proprietary software. It 
requires a more complex configuration, including also the maximum temporal 
duration of a shot (in absence of relevant variations) and produces the video 
segmentation representation and three keyframes for each shot (beginning, middle 
and end), for accurate video analysis. 

 
3. a shot change detection algorithm based on MPEG-7 visual descriptors extracted 

from each frame. It evaluates the distance between two consecutive frames to 
detect relevant shot changes and create a new shot. It has been optimized using an 
independent control sample.  

 
We tried to process a sub-sample of the BBC videos and obtained consistent results with all 
of them. The most relevant scene changes were detected, with no meaningful variations for 
our purposes, which were not the accurate video segmentation for video categorization and 
publication (such as in Prestoprime), but mainly the index and search of videos in a DHT 
using a representative set of video images (keyframes). 

 
The results obtained with the three approaches showed differences below 5% in the number 
of shots, mainly due to the different behaviour of the algorithms in presence of fading. Since 
the first algorithm was the easiest to integrate within the UIMA pipeline, is based on open 
source libraries, and works on all architectures, we decided to adopt it for the final 
processing and for the integration within the UIMA pipeline. 
 

6.4.2 Video segmentation results 

In this section we summarize the results obtained using the developed shot finder to process a 
sample of high quality videos.  

We have processed the video sample: the shots and keyframes have been extracted and the 
MPEG-7 representations for the visual part according to the schema defined in WP3 have been 
extracted. Results of shot extraction using EURIX shot finder are summarized in Table 1. 
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As shown in Table 1, we obtained an average shot duration of about 8 seconds and about 7000 
shots on a sample of about 15 hours of news programmes.  Since we decided to grab only one 
keyframe per shot we processed this collection of about 7000 images according to the approach 
described before: we extracted for each keyframe the MPEG-7 visual descriptors and indexed 
the extracted features on an dedicated collection overlay. 
 
This sample was used in a SAPIR demo to demonstrate the capability to search in the videos by 
image and text. The user can perform different queries: using text only (such as currently 
available in YouTube but with additional information contained in the MPEG-7 representation) or 
using image only (the most similar keyframes with respect to the input one are retrieved) or by a 
combination of image and text.  
 
 

Video ID 

(.mpg and .wav files 

in the DVDs) 

Video 

Duration 

(hh:mm:ss) 

Num. 

of 

Shots 

Shot 
Average 

Duration  
(sec) 

1-BBC1-10-Oct-05-1pm 00:30:40.7 252 7.3 

2-BBC1-5-Oct-05-6pm 00:27:09.5 207 7.9 

3-BBC2-25-Oct-05-NewsNight 00:47:09.7 469 6.0 

4-bbc_nationwide_1975-02-13 00:34:26.9 228 9.1 

5-bbc_news_2005-07-06T2200 00:47:42.9 427 6.7 

6-bbc_news_2005-07-08T2200 00:38:49.2 243 9.6 

7-bbc_news_2005-10-05T2200 00:36:11.8 337 6.4 

8-bbc_news_2005-10-11T1300 00:31:35.3 248 7.6 

9-bbc_news_2005-10-19T1800 00:30:31.8 259 7.1 

10-bbc_newsnight_2005-07-05 01:00:00.6 274 13.1 

11-bbc_newsnight_2005-07-06 01:00:03.2 400 9.0 

12-bbc_newsnight_2005-07-08 01:05:13.0 515 7.6 

13-bbc_newsnight_2005-10-19 00:59:40.6 456 7.9 

14-bbc_newsnight_2005-10-20T2200 00:49:34.0 432 6.9 

15-bbc_news_special_london_bombs_2005-07-07 01:35:34.6 579 9.9 

16-bbc_panorama_arightroyalshambles_2005-10-02 01:00:05.8 447 8.1 

17-bbc_panorama_brownsmiracleeconomy_2005- 00:40:34.1 438 5.6 
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09-25 

18-bbc_panorama_whatfutureforkurt_2005-10-23 00:56:22.9 414 8.2 

19-bbc_questiontime_2005-10-13 01:00:08.7 397 9.1 

TOTAL 15:31:35.3 7022 8.0 

 
Table 1. Shot finder results on BBC videos 

 
In Appendix 3 (see Section 10) we added the processing results for a short video using the 
UIMA pipeline described above. The MPEG-7 representation produced by the video processing 
pipeline shows the information about video shots and keyframes in the <VideoSegment> part of 
the MPEG-7. For all BBC videos reported above we extracted the MPEG-7 which was used to 
index the relevant information on the speech, image and video overlays of the SAPIR 
architecture. 
 
 
7 IMPLEMENTATION OF SAPIR CONTENT MANAGEMENT APIS 
 
In order to make feature extraction functionality available in a SAPIR peer, we added the 
interfaces SynchronousFeatureExtractor and AsynchronousFeatureExtractor to the SAPIR 
API (originally defined in D2.1).  See the appendix for a detailed description of these 
interfaces.  A feature extractor (whether synchronous or asynchronous) accepts files 
containing multimedia documents, and generates ContentObjects describing those 
documents.  A ContentObject (defined in D2.1) contains a SAPIR MPEG-7 description (see 
D3.1 for details), and has methods that decompose the description into parts to be indexed 
in different indexes. 
 
A call to a SynchronousFeatureExtractor causes a single input file to be processed and a 
corresponding ContentObject returned, whereas a call to an AsynchronousFeatureExtractor 
enqueues a file for later processing and returns immediately.  In the asynchronous case, a 
callback will be called when the file has been processed. The SynchronousFeatureExtractor 
interface is implemented by the class UIMASynchronousFeatureExtractor; the 
AsynchronousFeatureExtractor interface has not yet been implemented, but exists to allow 
for future implementations that might take advantage of UIMA’s batch processing 
capabilities. 
 
UIMASynchronousFeatureExtractor uses the UIMA API to run the AEs described in the 
previous sections on a single multimedia document, translate the UIMA feature structures 
generated by the AEs into an MPEG-7 description, and then build a ContentObject based 
on that MPEG-7 description.  MPEG-7 generation for each media type is performed by a 
class that accompanies the corresponding AE.  For example, the class ImageAnnotator, 
which defines the UIMA AE for image feature extraction, has a corresponding class 
Image2Mpeg7Content, which takes a CAS generated by ImageAnnotator and generates an 
MPEG-7 description.  The MPEG-7 generators for complex media types call the generators 
for their component types, e.g. Video2Mpeg7Content uses Image2Mpeg7Content to 
generate descriptions of the keyframes extracted for a video.  
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8 FUTURE WORK 
 
UIMASynchronousFeatureExtractor, the class that SAPIR peers will use to invoke the 
feature extraction functionality, currently only handles video files.  The UIMA pipelines for 
other media types exist, but have not been wrapped in a feature extractor interface.  
 
Since the feature extraction functionality has been implemented in the UIMA framework, it 
can be distributed over a network using UIMA’s facilities for distributed processing.  These 
facilities have two limitations that could be addressed in future work: 
 
�  In July 2008, the Apache Foundation released UIMA-AS (Asynchronous Scaleout), an 

extension of UIMA that provides more flexible distributed processing by using a separate 
work queue for each AE.  The SAPIR components have not yet been adapted to this 
new architecture.  

�  UIMA uses a classical client-server architecture, in which the network topology is fixed at 
system startup.  This is in contrast to the SAPIR indexing and search functionality, which 
uses a peer-to-peer architecture in which nodes can dynamically join and leave the 
network.  It is left for future work to adapt the feature extraction mechanism to the peer-
to-peer paradigm, such that a node with feature extraction capabilities can join the 
network and publish information about its capabilities, and then nodes with documents to 
be processed can dynamically discover feature extraction services and submit requests 
to them. 

 
 
9 DEVELOPER’S GUIDE 
 
The code for these deliverables is located on the project Subversion server at the following 
URL: 
 

ht t ps: / / svn. mpi - i nf . mpg. de/ AG5/ sapi r API / f eat ur ex 
 

 
Access is available only to SAPIR members; a password is required. 
 
The directory structure is as shown in Figure 3.  Each subdirectory of f eat ur ex contains 
an eclipse project as well as an ant build file for building outside of eclipse. The contents of 
the project directories are as follows: 
 

�  common: Utility classes, shared type systems, and other files that are used by 
multiple analysis engines. 

�  i mage: Contains I mageAnnot at or , the AE for still images.  Depends on common. 
�  movi ng-i mage: Contains Movi ngI mageSpl i t t er , Movi ngI mageMer ger , and 

Movi ngI mageAggr egat e, the AEs for the visual part of audiovisual recordings. 
Depends on i mage and common. 

�  musi c: Contains Musi cAnnot at or , the AE for music.  Depends on common. 
�  speech: Contains ASRWor dAnnot at or , the speech-to-text AE.  Depends on 

common. 
�  speech-t ext -aggr egat e: Contains SpeechText Bl ockAnnot at or , which 

creates a text view in a CAS previously annotated by ASRWor dAnnot at or , and  
SpeechText Aggr egat e, the aggregate AE that does speech and text processing 
on an audio file.  Depends on speech, t ext , and common. 
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�  t ext : Contains Sapi r Xi pAnnot at or , the text processing AE.  Depends on 
common. 

�  v i deo: Contains Audi oVi sual Spl i t t er , Audi oVi sual Mer ger , and 
Audi oVi sual Aggr egat e. Audi oVi sual Aggr egat e performs shot detection, 
image feature extraction, speech-to-text, and text processing on an audiovisual CAS.  
Depends on speech-t ext -aggr egat e and movi ng-i mage, and on their 
dependencies transitively. 

 
Each project directory contains subdirectories mai n, for files that belong to the components 
themselves, and t est ,  for files used for testing the components.  Each of these has some 
subset of the following directories, following the convention for UIMA PEAR files: 
 

�  bin: executable files.  We deviate from the UIMA convention in segregating files by 
platform, in subdirectories bin/WINFX and bin/LINFX. 

�  desc: UIMA descriptor files (component and type system descriptors) 
�  ldlib: native dynamically-loaded libraries 
�  lib: jar files on which the components depend 
�  resources: files other than source code, compiled code, and descriptors 
�  src: java source code 
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Figure 3: Directory structure of feature extraction code 
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9.1 BUILDING AND USING THE FEATUREX COMPONENTS 

Once the f eat ur ex hierarchy has been checked out of the subversion repository, to build 
the code, run ant  in the f eat ur ex directory.  Alternatively, if using eclipse, import the 
existing projects (there is one in each subdirectory of f eat ur ex;  import the entire 
f eat ur ex directory from SVN in a single operation) and let eclipse build them. 
 

To use the UIMA components in a java program, including a SAPIR peer, two 
configuration steps are necessary: 

 
�  put featurex/*/main/target on the java classpath (or, equivalently, put the relevant 

eclipse projects on the eclipse build path) 
�  set the system property sapi r .f eat ur ex.di r  to the full path of the f eat ur ex 

directory, e.g. by running java with the command-line argument 
 

- Dsapi r . f eat ur ex. di r =/ pat h/ t o/ f eat ur ex 
 
We do not package the feature extraction modules as a jar because many of the analysis 
engines use native libraries or executables, which can’t be run if packaged inside a jar. 
 
If access to the remote speech transcription server must be made via a proxy, this can be 
configured using the standard system properties ht t p. pr oxyHost  and 
ht t p. pr oxyPor t .  
 
A test infrastructure has been put in place so that each AE can be tested independently of 
the other components of the pipeline.  Test input consists of a CAS serialized in the XMI 
format.  Such XMI files are stored in subdirectories of t est / r esour ces corresponding to 
the component that generated them.  For example, sample still image CASes generated by 
Movi ngI mageSpl i t t er  are stored in 
 

f eat ur ex/ i mage/ t est / r esour ces/ Movi ngI mageSpl i t t er / out put - xmi -
expect ed 

 
The test case for I mageAnnot at or , called I mageAnnot at or Test , deserializes a CAS 
from the above directory, runs I mageAnnot at or  on it, and serializes the result to a new 
XMI file.  Similar test cases exist for all of the AEs.  
 
 
10 APPENDICES 
 
This document is accompanied by a zip file containing a number of supporting files: 

�  Appendix 1: javadoc for the synchronous and asynchronous feature extractor 
interfaces.  

�  Appendix 2: UIMA component and type system descriptors.  These are XML files 
in a format defined by the UIMA specification that describe the components’ 
configuration options and the hierarchy of feature descriptions they create. 

�  Appendix 3: Example of the MPEG-7 description generated by the feature 
extraction pipeline when run on a short (ten second) video sample. 



������������������ � �

� � � � � � �� � �� 	 
 � � 
 � � �
 	 �� � � � � � � � �

� 
 � � �34�	 � �35���������������������������������

� � � � � �� � � � �� � � �� � � � �� �� � 
 � � � � �� � � � 
 � � �	 
 � 	 ! � "� #�� 	 � �� � ! �	 � �$�! � 	 � � � #�� � �
 
 ! �%� � � � �� � � �� &&�  
 

 

 

REFERENCES 
[Aït-Mokhtar01] Salah Aït-Mokhtar, Jean-Pierre Chanod, Claude Roux. “A Multi-Input 

Dependency Parser.”  Proceedings of the Seventh IWPT (International Workshop on 
Parsing Technologies), Beijing, China, 17-19 October, 2001 

[Allasia08] Walter Allasia, Fabrizio Falchi, Francesco Gallo, Mouna Kacimi, Aaron Kaplan, 
Jonathan Mamou, Yosi Mass, Nicola Orio. “Audio-Visual Content Analysis in P2P 
Networks: The SAPIR Approach,” Proceedings of the 19th International Workshop on 
Database and Expert Systems Applications (DEXA 2008), September 1-5, Turin, Italy, pp. 
610-614, ISBN 978-0-7695-3299-8, IEEE Computer Society, 2008. 
(http://doi.ieeecomputersociety.org/10.1109/DEXA.2008.123) 

[Bartsch05] M.A. Bartsch and G.H. Wakefield. Audio Thumbnailing of Popular Music Using 
Chroma-based Representations. IEEE Transactions on Multimedia, 7(1), 96-104, 2005. 

[Boreczky] Boreczky, J.S., Rowe, L.A. A Comparison of Video Shot Boundary Detection 
Techniques. Storage & Retrieval for Image and Video Databases IV, I.K. SPIE 2670, 
pages 170-179, 1996. 

[Decheveigne03] A. de Cheveigné and A. Baskind. F0 Estimation. In Proc. of Eurospeech, 
883-836, 2003. 

[Gionis99] A. Gionis, P. Indyk and R. Motwani. Similarity Search in High Dimensions via 
Hashing', In Proc. of the International Conference on Very Large Data Bases, 5128-529, 
1999. 

[Gomez04] E. Gòmez and P. Herrera. Estimating the Tonality of Polyphonic Audio Files: 
Cognitive versus Machine Learning Modelling Strategies. In Proc. of the International 
Conference on Music Information Retrieval, 92-95, 2004. 

[Goto06] M. Goto. A Chorus Section Detection Method for Musical Audio Signals and Its 
Application to a Music Listening Station. IEEE Transactions on Audio, Speech, and 
Language Processing, 14(5), 1783-1794, 2006.  

[Hu03] N. Hu, R.B. Dannenberg and G. Tzanetakis. Polyphonic Audio Matching and 
Alignment for Music Retrieval. In Proc. of the IEEE Workshop on Applications of Signal 
Processing to Audio and Acoustics, 185-188, 2003. 

[ISO/IEC 15938] Information technology - Multimedia content description interface, ISO/IEC 
15938.  

[ISO/IEC 15938-3:2002] Information technology - Multimedia content description interface – 
Part 3: Visual, ISO/IEC 15938-3:2002.  

[ISO/IEC 15938-6:2003] Information technology - Multimedia content description interface – 
Part 6: Reference Software, ISO/IEC 15938-6:2003.  

[Kingsbury et al., 2003] B. Kingsbury, L. Mangu,  G. Saon, G. Zweig, S. Axelrod, V. Goel, K. 
Visweswariah, and M. Picheny. Towards domain-inependent conversational speech 
recognition, In Eurospeech,, Geneva, Switzerland, September 2003.  

[Muller05] M. Muller, F. Kurth and M. Clausen. Audio Matching Via Chroma-based Statistical 
Features. In Proc. of the International Conference of Music Information Retrieval, 288-
295, 2005.  



������������������ � �

� � � � � � �� � �� 	 
 � � 
 � � �
 	 �� � � � � � � � �

� 
 � � �35�	 � �35���������������������������������

� � � � � �� � � � �� � � �� � � � �� �� � 
 � � � � �� � � � 
 � � �	 
 � 	 ! � "� #�� 	 � �� � ! �	 � �$�! � 	 � � � #�� � �
 
 ! �%� � � � �� � � �� &&�  
 

 

[Neve04] G. Neve and N. Orio. Indexing and Retrieval of Music Documents through Pattern 
Analysis and Data Fusion Techniques. In Proc. of the International Conference on Music 
Information Retrieval, 216-233, 2004. 

[Neve05] G. Neve and N. Orio. A Comparison of Melodic Segmentation Techniques for Music 
Information Retrieval. In Proc. of the European Conference on Digital Libraries, 49-56, 
2005. 

[Parker04] C.L. Parker. A Tree-based Method for Fast Melodic Retrieval. In Proc. of the 
ACM/IEEE Joint Conference on Digital Libraries, 254-255, 2004. 

[Pienimaki02] A. Pienimaki. Indexing Music Database Using Automatic Extraction of Frequent 
Phrases. In Proc. of the International Conference on Music Information Retrieval, 25-30, 
2002.  

[PrestoSpace] PrestoSpace: Preservation towards storage and access. Standardised 
Practices for Audiovisual Contents in Europe. http://prestospace.org  

[Salembier02] Salembier, P. & Sikora, T. Manjunath, B. (ed.), Introduction to MPEG-7: 
Multimedia Content Description Interface, John Wiley & Sons, Inc., 2002. 

[Shifrin02] J. Shifrin, B. Pardo, C. Meek and W. Birmingham. HMM-Based Musical Query 
Retrieval. In Proc. of the ACM/IEEE Joint Conference on Digital Libraries, 295-300, 2002. 
[Uitdenbogerd98] A. Uitdenbogerd and J. Zobel. Manipulation of Music for Melody 
Matching. In Proc. of the ACM Conference on Multimedia, 235-240, 1998. 

[Zhang99] Zhang, H. 1999. Content-based video browsing and retrieval. In Handbook of 
internet and Multimedia: Systems and Applications, B. Furht, Ed. CRC Press, Boca Raton, 
FL, 83-108.  
 

 


