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EXECUTIVE SUMMARY 

SAPIR is a research project focusing on large scale P2P solutions for search in multimedia 
content. In this report we present the definition of social networking features that might be 
relevant to the architecture and concept of the SAPIR project. The report defines the concept of 
social networks and describes various related features and techniques that can be exploited by 
the SAPIR framework. 
 
We define the concepts of context awareness and social networking data and describe how this 
information can be collected and used to improve the search experience. We survey existing 
context sensor tools and social network data repositories. We focus on embedding this 
information in the user interface and cover different techniques for improving the user 
experience in searching data. 
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1 INTRODUCTION 
 

In this deliverable, we describe different uses and applications of social networks in the SAPIR 
framework. SAPIR is proposing new solutions for an innovative technological infrastructure for 
next-generation multimedia search engines. Unlike existing multimedia searches that are limited 
to metadata annotations attached to the multimedia content, SAPIR offers true content-based 
search relying on real multimedia content following the “query-by-example” paradigm in which 
the user can supply multimedia content in the form of images, speech etc, as the query input. 
This, combined with optional metadata annotations and user and social networking context, 
provides the next level of search capabilities and precision of retrieved results. 

The amount of accessible digital information is exponentially increasing. Under these 
circumstances, queries to typical search engines give results which do not fit users’ needs. 
Thus, a user has to spend too much time looking for the required information within the results. 
A way to adapt these results to the users’ needs is by enriching initial queries and filtering or re-
ranking results. One approach to handle it is collecting and leveraging user context information. 
Context information includes location information, the current task performed by a user, a user’s 
surroundings, etc. This information can be especially important when the context changes 
quickly, just like in the system we are designing, where nodes continuously publish large 
amounts of new digital content that users upload. Context information can be leveraged, for 
example, for disambiguating queries – when a user is located in the art museum and looks for 
Madonna, most probably she does not mean the pop singer. Other examples could be taking 
into account a user’s willingness to share content, or proactively searching for potentially 
relevant data. 

The term Social Network (SN) is used in various contexts and we distinguish between three 
aspects of Social networks:  

�  Social networking between users – the relations between users, friendships, etc. 

�  Context awareness – the current context of the user, e.g. user location, current tasks 
performed by the user, user surrounding, etc.   

�  Social networking between peers – a self-organizing network for similarity searching.  

The rest of this document is organized as follows. In Section �2, we survey our contribution to the 
SAPIR project in the area of social networking between users. Section 3 tackles the problem of 
context awareness. Section �4 surveys the contribution in the area of social networking between 
peers. Finally, Section �5 concludes this document. 

 

2 SOCIAL NETWORKING BETWEEN USERS 
 
In Deliverable D7.1 �[21] a Social Network for users was defined as a social structure made of 
nodes (which are generally individuals or organizations) that are tied by one or more specific 
types of relations, such as friendship, kinship, similarity with respect to a certain quality (such as 
movie taste, areas of expertise, and so on), disease transmission (epidemiology), etc� .  

A social network is a graph that represents social entities and relationships between them. 
Social Network Analysis is based on an assumption of the importance of relationships among 
interacting units �[19]. Social network analysis has moved from being a suggestive metaphor to 
an analytic approach to a paradigm with its own theoretical statements, methods and research 
tribes. Analysts reason from whole to part; from structure to relation to individual; from behavior 

                                                
1 See also http://en.wikipedia.org/wiki/Social_network 
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to attitude. They either study whole networks – all of the ties containing specified relations in a 
defined population; or personal (egocentric) networks – the ties that specified people have, such 
as their "personal communities" � .  

Traditionally, social network data is collected using techniques such as questionnaires, 
interviews, observations, and archival records. However, these techniques require a great deal 
of research and human intervention to be applied. In recent decades, the wealth of information 
in computer databases and applications became a good source for automatically obtaining 
various kinds of social network data. For example the rate of email communication can be used 
to estimate the strength of social ties �[10].  

There are several popular social networking services on the web that help connect friends and 
business acquaintances� . These sites provide their users with an opportunity to explicitly state 
their social connections, thus forming a social network. While this process is somewhat tedious 
for one who wants to capture his entire network in such manual way, but connections gathered 
from these sites can be treated as very reliable evidence for actual connection between the 
participating individuals. 

The CoPhir4 collection used in SAPIR that contains 50M photos extracted from Flickr is a good 
collection for exploring such Social Network data. In Flickr we can model the Social network of a 
user in two categories. 

�  Explicit (familiarity) 

o User’s contacts, friends; 

o Users who share the same interests. 

�  Implicit (similarity) 

o Users that tagged/commented/added as favorite the user©s document; 

o Users whose documents the user tagged/commented/added as favorite; 

o Users that tagged/commented/added as favorite the same document; 

o Users that use same tags as the user. 

Social network between users can be used to improve search results in several scenarios (see 
Deliverables D1.1 �[22] and D1.2 �[23]). For example in the Tourist searching scenario a user may 
want to limit search to its social network. Similarly in the Advanced home messaging a user may 
want to boost results coming from her friends. In the Journalist scenario, a journalist may want 
to find similar images to the report he creates, but only from other journalists which he trusts. 

In the rest of this section, we describe two implementations for such a Social Network between 
users – SaND and SENSE. 

2.1 SAND – SOCIAL NETWORK AND DISCOVERY 

We describe how we collected the SN data, how we indexed it used the SaND (Social Network 
and Discovery) to derive Social relations between users and finally how we implemented a 
SAPIR overlay for re-ranking search results using the SN information. 

                                                
2 http://en.wikipedia.org/wiki/Social_network 
3 www.orkut.com ,   www.linkedin.com, www.facebook.com, www.friendster.com 
4 http://cophir.isti.cnr.it/ 
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2.1.1 Collecting the SOCIAL NETWORK from Cophir and from flickr 

As a proof of concept, we used the first 1M photos from the full CoPhir collection. Each 
photo in the collection includes a wide set of meta-data that can be used as a source for the 
extraction of people relationships. People own a photo, can tag a photo, comment on a 
photo or add a note to a photo. For each photo the following information was extracted from 
the CoPhir collection: 

�  Photo information 
o ID 
o Owner 
o Url 
o Title 
o Description 

�  Related people information 
o Author (owner) 
o Taggers 
o Note authors 
o Commenters 

 
The data for each photo was stored in a separate file in JavaScript Object Notation (JSON) 
format. Out of this information the list of all people was extracted that were related to at 
least one photo in the collection. This resulted in a set of about 80,000 people. 
  
In addition to tagging, commenting and putting a note on a picture as was described before, 
people can also add other members of Flickr as their contacts, create groups of people that 
may share a common interest and define photos as favorites. Flicker provides a rich API 
that enables among others the retrieval of information on its users. The extracted list of 
80,000 users was used as seeds in order to extract the following information for each user 
through the API: 

�  ID 
�  Name 
�  Real Name 
�  Location 
�  Profile URL 
�  List of photo ids the person owns 
�  List of IDs of contacts of this person 
�  List of group ids this person belongs to 
�  List of tags the person used 
�  List of photos the person set as favorites 

 
The information on each person was also stored in JSON format. Additionally information on 
each group was retrieved using the Flickr provided API and saved in JSON format as well: 

�  Name 
�  Description 

As the API does not enable the retrieval of the members of a group, the members were 
extracted by analyzing the information retrieved on the person level and saved in the group 
documents as well. 
 
All this information was then indexed into the SaND index as described in the following 
sections. 
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2.1.2  SONAR – Social Networks Architecture 

SONAR (Social Networks Architecture) is a system for collecting and aggregating social 
network information across different data sources. SONAR crawls sources spanning from 
papers and patents databases to blogging and wiki systems, and extracts the information 
about how people are related as reflected in each of these sources. For example, from a 
blogging system, relationships will be extracted based on the number of comments made 
from User A to User B and vice versa; from a Wiki system relationships will be extracted 
based on the number of pages user A and user B co-edited and the number of other co-
editors of these pages.  
 
SONAR models people relationships as weighted scores between 0 and 1, where 0 
indicates no relationship and 1 indicates the strongest relationship. The score of a 
relationship between two users is determined based on the different scores assigned to this 
relationship by the different data sources taken into account. SONAR is very flexible in 
terms of aggregation – it allows the user to specify which of the supported data sources to 
include and with what relative weight. For example, a SONAR client may specify the score 
returned by a specific query be based on a blogging system, a wiki system and an SNS 
(Social Network Site) with weights of 0.5, 0.3, and 0,2 respectively.  
 
SONAR is described in detail in �[5], where its focus is around gathering and aggregating 
data from sources within the organization. It collects data from both private sources, like 
email and instant messaging, and public sources, such as social bookmarking, blogging, 
and people tagging systems. In �[6], SONAR is extended to additional data sources within 
the organization, such as database of papers, database of patents, and a projects wiki. The 
latter work includes detailed description of score calculation for each of the data sources. 
For example, for all group-based sources (such as papers, patents, and wikis), calculation is 
done by summing over the groups to which the two users belong, while for each such group 
of size g (i.e., with g participants) the sum of 1/ln(g) is added to the overall summation. 
Normalization to the range of [0,1] is performed according to the strongest relationship the 
user has. 
 
Extension of SONAR for outside an organization’s firewall poses new challenges, the main 
one being multiple identities: while within an organization’s firewall each employee has one 
unique identity, for accountability, outside the firewall a user may have different identities, 
Moreover, the user might not wish to associate some of the identities with others. Since in 
this work we used only one data source – Flickr, we did not have to face the multiple 
identities problem and we used SONAR in an analogous way to how it is used within the 
organization.  
 
SONAR exposes its information through a read-only REST API that exposes people 
relationships. In particular, the relations API call allows specifying an ID of a certain 
individual and returns the list of related people to this individual with the score of 
relationships, ordered by this score. The API allows specifying the number of people 
returned by the relations API call. A detailed description of the SONAR API is given in �[5]. 
 

2.1.3 SaND – Social network and discovery 

The SONAR implementation used in this work is called SaND (Social Networks and 
Discovery), which is in fact an extension of SONAR from people to people relationships to 
(people, document, tags) relationships. SaND is a social aggregation platform that models 
any relationships between people, documents, and tags as reflected in the sources it crawls. 
In particular, it supports the SONAR API for representing people to people relationships.  
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2.1.3.1 SaND Implementation 

SaND is implemented over a Faceted Search index, which models the different relationships 
between people, documents, and tags. The index is an IBM implementation of faceted 
search called ILEL which is an extension of the Lucene5 open source search engine. SaND 
includes two stages, a crawling stage, in which documents are inserted into the index and a 
runtime stage, in which the index is queried. SaND can be queried for documents related to 
search terms, people or tags or any combination of those. Figure 1 depicts the high level 
architecture of SaND. Documents of different sources are inserted into the index by 
crawlers. The SaND engine then queries the index in order to retrieve documents related to 
terms, people and tags. SaND is exposed as a service through a REST API. 
 
Each crawled document may expose information on people related to it. Additionally 
sources may also include tagging information. People can be related to a document through 
various associations, such as author, tagger, commenter, reader, etc. Each indexed 
document includes a set of fields and a set of people and tags which are related to the 
document through some association. People are stored together with their associations to a 
document. So if a person tagged a document that she authored, the person will be stored 
with that document together with the author and tagger associations. Additionally the tags 
used by the person will be associated with that document as well. Each association type is 
assigned a certain weight according to the strength of relationship that it expresses. So for 
example authorship implies a strong relationship of a person to a document whereas 
tagging of a document implies a weaker relationship. Similarly relationships between people 
are modeled in order to model people to people relationships. A relationship is defined as a 
tuple (d, a1, a2) where d is a document type and a1 and a2 are associations on the 
document. Each relationship is associated with a weight which models the relative strength 
of the relationship that it represents. Thus, if a person commented on a blog of a blogger, 
the relationship of (blog, author, and commenter) will get a certain weight, whereas (paper, 
author and author) will get a different weight. The latter should get a higher weight as co-
authorship of a paper implies a probability of a higher familiarity level between people than 
commenting on each others© blogs. So for each source included in SaND a set of 
associations, relationships and respective weights is configured. 
 

                                                
5 http://lucene.apache.org/ 
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Figure 1: SaND High Level Architecture 

 
For a given search term query, SaND will return all the documents related to the query 
together with the people and tags related to them. Similarly, for a query which includes a 
person, SaND will return all the documents related to that person together with the people 
and tags related to the returned documents. Each document is assigned a relevance score 
to the query by the search engine. The score of related people is computed the following 
way: 
For a term query the related people are computed the following way 

1. For each document returned for the query 
a. Retrieve the set of people related to the document 
b. For each person  

i. For each association of the person to the document add the weight of 
the association to the person©s score multiplied by document 
relevance 

2. Return the set of people together with their scores 
 
For a person query the related people are computed the following way: 

1. Retrieve all the documents which the person is related to 
2. For each returned document 

a. Retrieve the set of people related to the document 
b. For each person  

i. For each association of the person to the document add the weight of 
the relationship between the person in the query and the related 
person to the related person©s score multiplied be relevance 

3. Return the set of people together with their scores 
 
Thus, the set of related people returned by the latter computation returns for the person in 
the query a weighted set of related people which takes into consideration the different 
strengths of relationships between the person in the query and people related to her. 
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2.1.3.2 SaND for CoPhir  

The SaND index was used to store the different relationships as crawled from the different 
data sources within Flickr. In order to model the data in the index, three document types 
were defined: Photo, Person and Group. Each document had a set of people associated 
with it that were related to it through the various associations. Each association was 
assigned a certain weight. The exact weight values used will be described in the 
experiments section below. The following associations were supported: 
 

�  Owner – being the owner of a photo; 
�  Tagger – having tagged a photo; 
�  Member – being a member of a group; 
�  Commenter – having commented on a photo; 
�  Contact – being a contact of a person; 
�  Noter – having written a note on a photo; 
�  Favorite – having added a photo as a favorite; 
�  Messenger – having performed an action on a photo, such as comment, note, tag. 

 
Note that messenger is a merged association out of specific associations, This models the 
fact that if two people performed some action on a photo like commenting or tagging, it does 
not matter what exact action it was in order to refer a relationship from it. 
 
Each indexed document included a set of fields and related people as described below: 

�  Photo 
o Fields 

�  ID 
�  Owner 
�  url 
�  title 
�  description 

o Related People 
�  Owner – owner of the photo 
�  Tagger(s) – people who tagged this photo 
�  Noter(s) – people who put notes on this photo 
�  Commenter(s) – people who commented on this photo 
�  Favorites – people who added this photo as favorites 

�  Person 
o Fields 

�  ID 
�  Name 
�  Real name 
�  Profile url 

o Related people 
�  Contacts – all people that are contacts of this person 

o Related Tags 
�  Group 

o Fields 
�  Owner 
�  Name 
�  Description 
�  Number of members 

o Related people 
�  Members – members of this group 
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In order to insert this information into the index, the files including the person, photo and 
group information were crawled one by one. The information for the person document was 
retrieved from the person files. The information for the photo documents existed in the 
created photo files but needed some additional analysis to extract the people who added a 
photo as favorites which came from the person records. This was done through 
preprocessing of the data. The group information was available in the group records. 
 
As described above, the score of a relationship between people is based on predefined 
relationship types. The following relationships were defined over the data where each 
relation is marked as either implicit or explicit.. Note that the first association in each relation 
is matched against the user who issued the query.  
 

�  (Person, owner, contact) – a person is the contact of the user (Explicit) 
�  (Group, member, member) – a person is a member of the same group (Explicit) 
�  (Photo, favorite, owner) –  the user added a photo of the person as favorite (Implicit) 
�  (Photo, owner, favorite) – a person added the user©s photo as a favorite (Implicit) 
�  (Photo, owner, messenger) – a person performed some action in the user©s photo 

(Implicit) 
�  (Photo, messenger, messenger) – a person and the user performed some action on 

the same photo (Implicit) 
 
Each relationship was assigned a certain weight. The specific weights used for the 
experiment are described in a following section. 
 
Given this modeling of the CoPhir data, the strength of a relationship between two users 
could now be extracted through the SONAR API implementation over SaND. 

2.1.4 SaND overlay in sapir 

In SAPIR, we defined semantic overlay networks for each media type and we further 
defined the concept of FeatureGroups that are associated with an Overlay �[24],�[25]. A 
Query in SAPIR is defined in MPEG-7 and is fully described in �[7]. Query processing is done 
by decomposing the query to the different FeatureGroups and assigning each query part to 
the overlay that supports its FeatureGroups as described in �[26].  
 
To test the concept of SN in SAPIR we wrapped SaND as a SAPIR Overlay and we used it 
for result re-ranking as depicted in Figure 2, see below. 
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Figure 2: Result re-ranking using SaND overlay 

 
The query processing is done using the filtered mode �[26] as follows – the user issues a 
query. To simulate a Flickr userID we modified the SAPIR APIs advanced option to include 
a userID field. The query is processed first as an image+text query by the SAPIR Query 
Analyzer �[26]. Then a list of the top matched docIDs (around 500 documents) is extracted 
and sent to SaND for Random Access. SaND then uses the following formula to assign a 
new score to each docID in the list – 
 

 

Equation 1: SaND user’s score for a document 

 
Where 
 
uID – is the user who issue the query 
 
SN(uID) – is the set of users that forms the SN of uID, computed by SaND as described 
above 
 
score(u,UID) – is the relation strength between uID and user u in its SN as computed by 
SaND 
 
score(docID, u) – is the relevance of the document to the user u. This score is computed by 
retrieving the document from the SaND index and computing for user u,  a score according 
to her associations to the document. The possible associations are: owner (o), favorite (f) 
and messenger (m) where each is assigned a fixed weight. The score of the document for 
the user is then the sum of all her associations to the document. So if a user u commented 
on a photo docID and was also the owner of that photo the score would be m + o. The 

�
�

�
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specific weights assigned for our experiment are described in the experiments section (2.5) 
below. 
 
Then SaND returns a ResultList with a score to each docID in the list. The final step in the 
query processing done by the QueryAnalyzer is to aggregate the image+text score with the 
SaND score and return to the user a sorted list of results ranked in decreasing order of their 
aggregated score.  
 

2.1.5 Performance trials 

SaND can be configured to exploit the explicit and implicit relations and their combinations. 
 
The following weights were assigned to the different components of SaND: 
 
Association weights: 

�  All weights – 1 
 
Relationship weights: 

�  (Person, owner, contact)  –  0.7 
�  (Group, member, member)  –  0.1 
�  (Photo, favorite, owner) –  not used 
�  (Photo, owner, favorite) –  0.2 
�  (Photo, owner, messenger) –  0.2 
�  (Photo, messenger, messenger) – not used  

 
score(docID, u) associations as used in Equation 1:  

�  Owner – 1 
�  Favorite – 0.8 
�  Messenger – 0.5 

 
We tested SAPIR using only the explicit relations that result from users sharing same group. 
In a future work we plan to test combinations of other relations as well. Figures 3 and 4 
below show an example query without the SN and with the SN re-ranking. 
 
In Figure 3 we see the top results for the query “elephant”. The search is done using the text 
overlay and the returned results are those that have “elephant” in their metadata. We can 
see that the top results contain all kinds of elephants including toy elephants etc.  
 
In Figure 4 we see the top results of the same query issued by a Flickr user which belongs 
to the Flickr group “Kenya”. We can see now that all results are elephants in nature. This is 
due to the fact that the SN considered for the user is users that share the same group 
“Kenya”.  Using Equation 1 above the documents that were associated by those users 
(either owned, tagged or commented) were ranked higher by SaND so their final 
aggregation score was higher.  
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Figure 3: Search for an Elephant without SN 

 

 

Figure 4: Search for an Elephant using SN 
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2.2 SENSE SYSTEM 

Search tasks in social networks can be classified in three different categories: social, spiritual, 
and global searches, expressing different kinds of information needs. First, social searches are 
targeted towards information from the social context of the user (explicit friends). Second, 
spiritual searches seek information within the user’s interests already expressed in the system, 
which should be directed towards her implicit friends, which are other users with a similar 
behavior. Last, global searches are neither social nor spiritual, so they consider information by 
all users equally important.  

SENSE system provides an efficient top-k algorithm for these settings that incrementally 
explores the space of (explicit or implicit) friends, and accumulates scores of items on the fly as 
they are encountered, limiting the expansion to a minimal number of related users. Orthogonal 
to this, the system additionally integrates semantic expansion of query tags to improve search 
results. The algorithm can efficiently compute the best matches to social and spiritual searches 
and, falling back to a threshold algorithm on precomputed index lists, also for global searches, 
even in huge communities with high dynamics in �[14]. 

Before describing the scoring model of the query processing algorithm, we propose in SENSE, 
we first introduce our social network model. As shown in Figure 5, the set of nodes N = U �  D �  
T in the network represents users U, documents D and tags T. Additionally, social networks 
exhibit various relationships, both among the nodes of the same type and between nodes of 
different types.  These relationships are represented by edges in the graph. Three main 
relations exist between nodes of the same type: friendship, similarity and linkage. Additional 
three relations exist between nodes of different types: content, tagging and rating.   
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Figure 5-Network Graph Model 

2.2.1 Integrated Scoring  

In our model, we consider a query Q(u, q1 . . . qn), issued by a query initiator u with a set of tags 
q1 . . . qn. Result documents should contain at least one of the query tags and be ranked 
according to a score. In contrast to standard IR query models, our scoring function can be tuned 
towards the different search processes in social systems. Scores are user-specific, i.e., they 
depend on the social and/or the spiritual context of the query initiator, depending on the 
configuration of the model. The querying user can decide if her information need is spiritual, 
social or global (which is the default). 

Modelling Friendship Strength. The core of our scoring is formed by three different 
quantizations for user-to-user similarities (also called friendship strengths), corresponding to the 
three different searches in communities: 

�  spiritual friendship, corresponding to similarity in the SaND model; 
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�  social friendship, corresponding to familiarity in the SaND model and friendship in the 
stricter sense of other models; 

�  global friendship.  

Each similarity can be implemented in different ways, and our current implementation allows 
switching between different definitions of the similarities at runtime. The spiritual friendship 
similarity Fsp(u, u’) of two users u and u’, tuned towards spiritual searches, is computed using a 
combination of syntactic measures such as overlap of tag usage, bookmarked pages, or 
commenting and rating activity. The social friendship similarity Fso(u, u’), applied for social 
searches, is based on social measures like the inverse distance of u and u’ in the social network 
graph, but may additionally include syntactic measures (like the spiritual friendship similarity). 
The global friendship similarity Fgl(u, u’) = 1/ |U| , used for global searches, gives equal weight to 
all users. All similarities are normalized such that �� u� U F(u, u’) = 1 for all u. The actual friendship 
similarity used to evaluate a query is a linear mixture of these three similarities: 

Fu(u’) = �  Fsp(u, u’) + 	  Fso(u, u’) +  (1-� -	 ) 1/|U| 

The parameters �  and 	 , 0 <= � ,	  <=1, can be configured by the user (typically by selecting 
predefined configurations corresponding to spiritual (�  = 1, 	  = 0), social (�  = 0, 	 = 1), and 
global (� = 0, 	 = 0) searches; however also nontrivial combinations are reasonable). 

Score for Tags. To compute the score su(d, t) of a document d with respect to a single tag t 
relative to the querying user u, we use a scoring function in the form of a simplified BM25 �[12] 
score: 

Su(d,t) =((k1+1).|U|.sfu(d.t)/k1+|U|.sfu(d,t)).idf(t) 

where k1 is tunable coefficient (just like in standard BM25) and idf(t) is the inverse document 
frequency of tag t, instantiated as: 

idf(t)= log (|D|-df(t)+0.5/(df(t)+0.5)) 

with df(t) denoting the number of documents that were tagged with t by at least one user. Unlike 
the original BM25 formula, our model has no notion of document lengths; the number of tags 
assigned to a document does not vary as much as the length of text documents. The social-
aware term frequency sfu(d,t), our  replacement for the standard term frequency (tf) known from 
text IR, weights tags by the friendship similarity of the query initiator and the user who added the 
tag to the document. More formally, denoting by tfu(d,t) the number of times user u used tag t for 
document d, we define the social-aware term frequency sfu(d,t) for a tag t and a document d 
relative to a user u, as : 

sfu(d,t)= �� u� U Fu(u’).tfu’(d,t) 

Tag Expansion. SENSE allows the expansion of query tags to “semantically” related tags to 
enhance search results. To avoid topic drift problems �[2], we adopt in our scoring model the 
careful expansion approach proposed in �[18] that considers, for the score of a document, only 
the best expansion of a query tag, not all of them. More formally, we introduce the tag similarity 
tsim(t1, t2) for a pair of tags t1 and t2, 0 <= tsim(t1, t2) <= 1. The final score su

*(d, t) of a document 
d with respect to a tag t and relative to a querying user u, considering tag expansion, is then 
defined as:  

su
*(d, t) = max t’� T tsim(t, t’) · su(d, t’) 

2.2.2 Context Merge Algorithm  
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SENSE implements the ContextMerge algorithm, an efficient threshold algorithm for evaluating 
the top-k results for a query in social networks �[14]. As the score of a document depends on the 
user who initiates the query, standard top-k algorithms relying on precomputed per-tag scores 
for each document cannot be applied here. Instead ContextMerge incrementally builds social-
aware term frequencies by considering users that are related to the querying user in descending 
order of friendship similarity, computes upper and lower bounds for the social score from these 
frequencies, and stops the execution as soon as it can be guaranteed that the best k documents 
have been identified.  

The system maintains for each tag t a list DOCS(t), containing documents d tagged by at least 
one user and corresponding global tag frequencies TF(d, t) (i.e., the number of users which 
tagged d with t), odered by descending TF(d, t). For each user u and each tag t she used, we 
maintain a list USERDOCS(u,t) with the unsorted set of documents d tagged with t by u. Note 
that such data structures exist in real social systems anyway and are therefore no additional 
overhead for SENSE. Precomputed friendships strengths between users are stored in FRIENDS 
SP(u) and FRIENDS SO(u) for spiritual and social friendships, respectively, which contain, for a 
user u, all related users u’ and their similarity in descending order. Finally, SIMTAGS(t) contains 
for a tag t all similar tags t’ with their similarity in descending order. These lists are precomputed 
and updated regularly. There may be different instances of these lists, corresponding to different 
implementations of the strengths and similarities.  

To compute the top-k results for a query q1 . . . qn submitted by a user u, ContextMerge 
sequentially scans, for all query tags, the DOCS lists and the USERDOCS lists of the friends of 
u in an interleaved way, maintains a list of candidate documents seen during the scans and a list 
of current top-k candidates, and terminates as soon as none of the candidates can move to the 
top-k. To improve efficiency, ContextMerge can additionally perform random accesses to the 
index lists to lookup the values for selected documents. Note that the algorithm can be further 
optimized if the query is purely social or spiritual (i.e., �  + 	 = 1), thus, no DOCS lists need to be 
opened as the execution can be limited to the context of u. By contrast, to process global 
queries (�  = 	 = 0) there is no need to consider any lists of friends, so just the DOCS lists are 
read and ContextMerge behaves like a standard top-k algorithm. However, the interesting case 
is for mixed search where document scores are computed using both global and social or 
spiritual components.  

Tag expansion adds another dimension that ContextMerge needs to combine with the user-
expansion dimension. However, it would be very inefficient to directly include the lists of all 
similar tags in the processing. Instead, ContextMerge incrementally adds lists for similar tags to 
the processing on the fly in the style of �[18]. 

2.2.3 Experimental Results  

To study the effectiveness of the socially-enhanced scoring model, we performed experiments 
with data extracted from partial crawls of the del.icio.us, Flickr, and librarything sites. We 
concentrate on the librarything data here, for lack of space and also because this is the most 
interesting of the three scenarios. We extracted the following data from the librarything site: 
11,717 users who together own or have read 1,289,128 distinct books with a total of 14,738,646 
tagging events (including same tags for the same book by different users), and 17,915 explicit 
friendships. We asked 6 users to run 49 queries and assess the results. Query results were 
computed for a variety of scoring models: different values of �  and 	  and different strategies for 
tag expansion. As for quality measures, we computed, for each run separately (1) the precision 
for the top-10 results, and (2) the normalized discounted cumulative gain (NDCG) for the top-10 
cutoff point. 
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Figure 6-Retrieval Effectiveness 

Figure 6 shows the precision and NDCG values for different choices of the configuration 
parameters �  and 	  without any form of tag expansion. These are micro-averaged results over 
all test users. Values printed in boldface are results that were significantly better than the 
baseline case (� = 	  = 0) according to a statistical t-test with test level 0.1. The results show that 
both social (increasing � ) and spiritual (increasing 	 ) processing can improve the result quality. 
This holds for each of these two directions individually, and the combined effect is even better 
with a typical maximum at �  = 0.2 and 	  = 0.8. 

To assess the efficiency of the ContextMerge algorithm, we evaluated three sets of queries on 
the three data collections:  librarything, delicious and Flickr. The algorithm was implemented in 
Java, with the index lists stored in an Oracle 10g database. The experiments were done on an 
Windows-based server machine with four Opteron CPUs and 16GB of memory. We measured 
wall-clock runtimes and abstract cost in terms of disk accesses, where the cost for a random 
access was 100 and the cost for a sequential access 1. We compared our algorithm with a 
standard join-then-sort algorithm that reads all index lists involved in the query execution into 
memory, uses an in-memory hash join to combine entries for the same document, and finally 
does an in-memory sort of the candidate set to compute the top-k results.  

 

 
 
 
 
 
 
 
 
 
 
 
 

Figure 7-Retrieval Efficiency 

 
Figure 7 depicts the average abstract cost per query for the three collections and selected 
values of � , evaluated with ContextMerge and the baseline without tag expansion. It is evident 
that our highly efficient top-k algorithm has at most half the cost of the baseline algorithm for 
most values of � , and shows even higher savings for the libraryThing collection. 

2.3 SUMMARY 

We described SaND – an efficient Social Network implementation for computing SN 
relations between users based on their associations to documents. We implemented SaND 
as a SAPIR overlay and showed that SaND can be used to improve result re-ranking when 
searching in Flickr. In current experiments we used associations that stem only from explicit 
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sharing of same Flickr group. For future work we plan to run more experiments using more 
associations.  Next, we gave the description of SENSE system that explores new 
relationships in a social network and uses accumulated information to improve search 
results. We tested SENSE on different datasets obtained from del.icio.us, Flickr, and 
librarything sites. 
 

3 CONTEXT AWARENESS  

In Deliverable D7.1 �[21] an overview of context awareness was given. Four categories of context 
were identified �[1]: 

1. Computing context – this includes network connectivity, communication costs, 
communication bandwidth and nearby resources (e.g. printers and workstations); 

2. User context – this includes the user’s profile, location, people nearby and current social 
situation; 

3. Physical context – this includes lighting, noise levels, traffic conditions and temperature; 
4. Time context – this includes the time of a day, week, month and season of the year. 

 

 

 

Figure 8: Use of context information to improve searches 

From the user’s point of view searching for multimedia content accentuates three challenging 
tasks: formulating the query, grasping the essence of the presented search results, and, if 
necessary, refining the query (see Deliverable D1.2 �[23]). Precisely formulated queries and 
presentation of relevant result are crucial to the user experience. We claim that context 
information might enrich the query so that only the most promising peers are visited and the 
burden of formulating queries is removed from the user to the system. Context information 
might also support filtering and ranking of results. Such strategies are likely to increase 
efficiency and effectiveness, and also impact on the third class of user requirements – the 
satisfaction – with regard to the ease-of-use and enjoyment aspects. A schema of querying 
enriched with context information �[21] is given in Figure 8. 
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3.1 LOCATION AND THE SAPIR SEARCH SCENARIOS 

For the task of demonstrating how context awareness can be implemented in a P2P 
environment we focus on location as a feature tied to objects that could improve search results.  

In the Tourist searching scenario (see Deliverables D1.1 �[22] and D1.2 �[23]) the place from 
which a search is initiated may hint about the user expectations and the accessibility and 
relevance of information returned to the user. The expectations of content may vary, and so may 
the presentation of results. Location information could be provided automatically by obtaining 
the GPS coordinates from the mobile phone or it could be provided by manually. Therefore 
location could also be of interest to other scenarios, in particular the Journalist helper scenario 
when searching for images tied to a particular event. The potential benefits of including location 
in the search would be ease in query formulation (no need to manually key in the location on the 
mobile phone), response time (search in appropriate overlay to increase efficiency) and result 
presentation (possibilities to view result lists ranked by distance to current location). 

The option of re-ranking result lists based on distance to a given location could also be an 
interesting option for general search situations and be of interest to the other SAPIR scenarios 
(e.g. ranking of recipes by region in the Advanced Home Messaging scenario, ranking of music 
by artist’s place of residence in the Music and text scenario or ranking of scenes by location in 
the Hollywood@Home scenario). 

3.2 ARCHITECTURAL CONSIDERATIONS 

Deliverables D2.1 �[24] and D2.2 �[25] presents the design of the SAPIR architecture using 
overlays for peer-to-peer (P2P) information retrieval, specifically geared for similarity search and 
ranking of audiovisual content.  

Four major components are introduced: 

1. Networking component defines concepts and functions for organizing overlay networks 
among peers. 

2. Content Management component provides concepts and functions for organizing feature 
spaces to capture audiovisual content objects. 

3. P2P Indexing component provides data structures and methods for indexing content 
objects at both local and global scale. 

4. P2P Search component defines methods for global search and ranking.  
 

The implementation of location awareness in the search poses challenges to all SAPIR 
components. 

Location as a Content Object feature 

The content management component of SAPIR includes content production, analysis, and 
enrichment. It provides capabilities for analyzing the multimedia content (text, image, audio and 
video) of peers and extracting features depending on the type of the data. Feature extraction 
can be based on text descriptions or media specifications including contours and color 
distributions in images, video segmentation into scenes and the selection of characteristic 
frames, or speech-to-text extraction. 

Features are names for certain properties of Content Objects. Examples are “ColorHistogram” 
or “Contours” for images, “rhythm” or “pitch sequence” for music, or “terms” (single words, 
possibly lemmatized) for textual Content Objects. Further examples are “annotations” (social 
tags) and “metadata” (e.g., GPS coordinates like “N37° 17© 05", W113° 05© 47") as explicit 
Features tied to web pages like Flickr. 
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In the CoPhIR image collection6 around 8% of the images (3.5 mil. out of 50 mil. images) 
already have an associated GPS location. For our demonstration purposes this is a sufficient 
number and no extra special feature extraction (e.g., conversion of a place tag to GPS 
coordinate) will be done. 

Location indexing and networking 

The SAPIR overlay architecture depicted in Figure 9 below show the overlays that are used for 
the tourist scenario.  

 

Figure 9: SAPIR overlays 

A new overlay “Location overlay” is introduced which index the GPS location available in the 3.5 
mil. photos out of the 50 mil. collection. The overlay is indexed by MUFIN7 using the metric 
distance (in kilometers) between two GPS locations computed using the standard WGS84 
transformation model. 

Location searching 

 
Queries 

A query specifies to which feature groups it refers and can be decomposed into sub-queries that 
will be evaluated in different overlays �[24]. An illustration of the steps in the processing of a 
query is given in Figure 10. A query that includes a location and an image object will be directed 
to the corresponding overlays. 

 

Result Lists 

Search results are delivered in the form of ResultLists, both locally and through the P2P system. 
A ResultList is a ranked list. Each element is a pair of a TargetObject identifier like a URI and a 
numerical score that reflects the goodness of matching the query with respect to the specified 
                                                
6 http://cophir.isti.cnr.it/ 
7 http://mufin.fi.muni.cz/ 
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FeatureGroups. Combining multiple ResultLists that refer to different FeatureGroups can be 
implemented in many different ways, including distributed methods for the threshold algorithm 
(TA) family [�[4],�[9],�[1]]. 

 

Query Processing  

The parameters of a search request are the Query itself (in one of the above forms, with a 
descriptor to indicate the form itself), and the NumberOfResults that the requestor wants to 
retrieve in one batch (with the option of subsequently issuing GetNextBatch calls). The Query 
expresses the Feature Groups to which it refers. This information is important for the ability to 
decompose complex queries and utilize specialized index structures (e.g., separate index 
structures for text and for image color and contours). When a peer initiates a query, it uses the 
QueryAnalyser that determines the overlay networks to which the query should be forwarded. 
The QueryAnalyser decomposes the query into multiple sub-queries where each sub-query 
corresponds to a Feature Group handled by one overlay. Each sub-query is sent to one overlay. 
The overlay processes the query and returns a ResultList to the QueryAnalyser. This later 
merges, into a single list, the Result Lists returned by the different overlays involved in the query 
processing. Figure 2 shows the different steps of the query processing using multiple overlays.  
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Figure 10: Query Processing 

 

3.3 SUMMARY 

Location awareness is implemented as an example of context feature that improves search 
results in a P2P environment. The potential benefits of including location in the search are in 
query formulation (no need to manually enter the location on the mobile phone), response time 
(search in appropriate overlays to increase efficiency) and result presentation (possibilities to 
view result lists ranked by distance to the current location). These benefits make location 
awareness an interesting option for SAPIR scenarios as well as general search situations. 
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4 SOCIAL NETWORKING BETWEEN PEERS 
 
In this section, we focus on unstructured overlay networks that route queries by exploiting 
relationships among peers. The relationships can be established randomly or they can originate 
from querying the network, for example. These systems constitute self-organizing and self-
adapting solutions to the search problem. We build our self-organized network on the metric 
space model and social-networks paradigm. Extensibility of a content-based information 
retrieval is ensured by the metric space, so our system is not only applicable to image database 
as is proven in the performance trials, but it can be used to index other data domains, e.g., 
music and video archives or even protein databases. On the other hand, social networking 
provides fast and effective query routing.  Our system can operate either as an overlay to a 
structured system, e.g., M-Chord �[9], or as a totally independent P2P network. By setting it as 
an overlay, the structured system is enriched with approximate query evaluation that retrieves a 
substantial part of the answer with partial execution costs.  The advantage is also in increased 
resilience to peer failures.  The totally independent variant can be installed by users which are 
willing to share their photographs or home video without any need to upload the data anywhere. 
In this way, a content-based image/video retrieval system can be built as a P2P network. 

Before introducing our approach, we revise the necessary background, mainly the term of metric 
space. 

 

Metric space 

A very useful search paradigm is a quantification of similarity of a query object versus objects 
stored in a database. Therefore, we consider the problem of organizing and searching large 
datasets from the perspective of metric spaces �[13],�[19].  A metric space ),( dDM �  is defined 

for a domain of objects (or extracted features) D and a total function d  that evaluates distance 
between a pair of objects. The properties of this function are: non-negativity, symmetry and 
triangle inequality. The distance expresses dissimilarity between two objects. Examples of 
distance functions are pL metrics (City-block 1L  or Euclidean 2L  distance), the edit distance, or 

the quadratic-form distance.  A query ),,( trqR is specified by a query object Dq � , a query 

radius r  and a timestamp t . From a database DX 
 , the query retrieves all objects found 
within the distance r  from q . The timestamp denotes the time when the query was issued. 

4.1 METRIC SOCIAL NETWORK 

The proposed Metric Social Network (mSN) �[16] operates in an ordinary peer-to-peer 
environment. The peers of the network are capable of storing their own data and querying other 
network peers. Interconnection of peers is based on the query-answer paradigm, i.e., the 
relationships among peers are created according to metadata created upon results of 
processed queries. 

4.1.1 Architecture 

 
A network peer Peer is a tuple (X, H, M), where X identifies the corresponding peer of the 
underlying P2P network, and H = {E1, …, En} represents the query history. Individual entries Ei 
identify peers that participated in the query answering, which form query-specific relationships. 
In addition, each peer maintains a list of random peers M that are employed to explore new and 
previously unvisited parts of the network. The schema of a peer is depicted in Figure 11. 
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Figure 11: Schema of mSN peer. 

 

When a query Q is posed, the routing algorithm tries to locate the most promising peers Peer1, 
…, Peern in the network. These peers process the query on their local data and return their 
answers (partial answers) )(QA

iPeer  to the query-issuing peer Peerstart. This peer merges the 

partial answers and returns the combined answer to the user, denoted as �
n

i Peer QAQA
i1

)()(
�

� . 

Note that the combined answer is approximate. To determine which peer answered better, the 
quality of the partial answers has to be measured. We express the quality of peer’s answer 

simply as the number of retrieved objects, i.e., )(QA
iPeer . 

We distinguish two kinds of relationships. Firstly, the acquaintanceship denotes that the target 
of the relationship is the best peer (acquaintance) to answer the given query. The acquaintance 
has the highest quality of the answer to the query Q and is defined as follows: 

)()(:)( QAQAPeerPeerQAcq
iPeerPeeri ��
�  

for ni ,...,1�  where ndenotes the number of peers answering the query Q. Secondly, the 
friendship represents the similarity of peers – two peers are friends when they give a similar 
(high-quality) answer to the query Q. 

� �nQAQAPeerQFri
iPeeri )()(:)( ��  

So this notion of friendship corresponds to the similarity notion of SaND (and spiritual similarity 
of SENSE) but localized to a specific query. 

 

After processing the query Q, each peer Peeri identified as a friend stores a new entry E in its 

query history. The entry � �)(,)(),(, )( QFriQAQAcqQE QAcq�  is a tuple, where ),,( trqRQ �  

denotes the query object, radius and timestamp, )(QAcq is the acquaintance, )()( QA QAcq  is its 

quality and )(QFri  is the set of friends. The query-issuing peer Peerstart and peers contacted at 
random store this entry as well, but the set of friends is empty (unless the particular peer has 
also been identified as a friend). 

4.1.2 Adaptive Query Routing 

In this section, we define an adaptive query routing algorithm whose great advantage is the 
ability of each peer to control the routing according to the peer’s current knowledge and 
confidence. First, we define confusability on top of which the adaptive search algorithm is built. 



������������������ � �

� � � � � � �� � �� 	 
 � � 
 � � �
 	 �� � � � � � � � �

� 
 � � �� � �	 � �� � ���������������������������������

� � � � �� ��� � �� � � 
 � 
 � �	 
 �
 
 � �� �  � �	 � � 	 � �
 ��
 � � ! 	 � " � �#
 
 �� $$%�
��������������������������������������

� �� � � �� �&	 
  	 � � �' � �� $$( � � � �� � � �� �&	 
  	 � � �' � �� $$( �
� � � ) $� ) � $$%��� � *� � *� � �

Next, we discuss the factor of randomness in the system. Finally, the adaptive search algorithm 
is described. 

4.1.2.1 Confusability of Queries 

Due to the need to identify good patterns for query routing, we introduce the confusability of 
queries. The confusability of queries ),,( trqRQ �  and ),,( iiiii trqRQ �  is defined as a 

weighted sum of the distance (D), intersection (I) and time (T) confusability. 

),(),(),(),( iTiIiDi QQTwQQIwQQDwQQConf ���  

The weights must satisfy: 0,, �TIDw  and 1��� TID www . The resulting function returns 

values between zero and one as the individual components do. 

Distance confusability ),( iQQD  is the original Shephard©s confusability �[15] applied to the query 

objects of queries Q and Qi:
),(),( iqqdB

i eQQD ��� . The parameter B is data and distance-function 

dependent. From our experience, a convenient value is the inverted value of the most frequent 
distance in the dataset. In our setting, 476.01.2 1 �� �B . 

Intersection confusability ),( iQQI expresses the volume of space covered by the intersection of 

the query regions (ball-like regions). We define it in 2-dimensional space, so the range queries 
become circles with radius r: 

)(

)()(
),(

Qregion

QregionQregion
QQI i

i

�
�  

This helps in selecting similar queries by the size of their regions. 

Time confusability ),( iQQT expresses the similarity of the queries with respect to their 

timestamps in wall-clock time:  

�
�
�

�
�
�
�

� ��
�

max

max,0max),(
t

ttt
QQT i

i  

The parameter tmax stands for the time interval after which a query is considered to be archaic. 
In real systems, this value should correspond to data volatility. For our experimenting we set tmax  
to five minutes , which corresponds to 600 queries processed in the network. 

We empirically verified that 38.0�Dw , 38.0�Iw  and 24.0�Tw  are suitable values for the 
weights in our system. Thus, we give three times higher preference to the query shape than to 
the time aspect. 

4.1.2.2 Randomness 

The motivation to promote the factor of randomness into the structure is that the results in recall 
without any random factor implemented stagnate and they also fluctuate when the query is 
started at different peers. Therefore, we discuss how peers can manage their lists of random 
peers. 

Initially, when a new peer joins the network, its list of random peers is empty and it has to obtain 
some. Albeit the list is empty, the peer must know at least one another peer (because of its 
successful joining the network). In the same situation, the list of random peers of an existing 
peer may become under-filled or empty due to dynamics of peer participation (churn). So, these 
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peers obtain new random peers by sending a request to all their known peers. A peer receiving 
such a request decides with a random function whether to respond to this request or not, and 
then forwards the request to all its random peers. If a peer responds to this request, it is 
inserted to the list of random peers of the peer which originated the request. This is repeated 
until TTL (time-to-live) is zero. We set TTL to 4. We empirically verified that 30-50 random peers 
is sufficient for networks consisting of hundreds or thousands of peers. 

4.1.2.3 Routing Algorithm 

The query processing using the metric social network follows the common world concepts for 
searching. Basically, the best acquaintances (peers) regarding a particular query are located in 
the network and then all their friends and friends-of-friends are contacted to return their part of 
the answer to the initiating peer Peerstart. 

Initially, Peerstart goes through its query history and finds five most similar entries E1, …, E5 to 
the range query ),,( trqRQ �  that is processing now. In our setting, we express the similarity of 
the query Q and an entry Ei as the confusability between the queries Q and Ei.Q, i.e., 

).,( QEQConf i . The higher the confusability of two queries is, the more similar they are. 

When Q is not similar enough to any entry in the query history, i.e., the maximum confusability 
is low, this algorithm adapts to the unknown query fast by flooding the network more. The 
number of entries used is inversely proportional to the value of maximum confusability. In our 
setting, we defined the simplest variant that, however, turned out to be very effective. We 
defined a threshold value 9.0�confthreshold  and a step value of 25.0  to establish five intervals 

having the increasing flooding factors assigned: 

Max. confusability �  0.90 0.65 0.40 0.15 0.00 

floodingFactor 1 2 3 4 5 

 

The entries E1, …, E5 are sorted according to the confusabilities between the query Q and the 
queries E1.Q, …, E5.Q. The acquaintances of first n (depending on the computed 
floodingFactor) entries are chosen, which the query Q will be forwarded to. Notice that different 
entries can have the same acquaintance; hence the query is forwarded only once. The 
adaptability of the routing algorithm is wired in an automatic increase or decrease of the flooding 
factor during query forwarding. 

The process of the query forwarding can be repeated more times to locate the peers that are 
most promising to hold the searched data. At each peer, different entries can be retrieved from 
the query history. The query forwarding stops when the contacted peer©s quality is better than 
any of its acquaintances to which it could possibly forward the query.  Initially, the peer’s quality 
is set to zero. 

When the most promising acquaintances regarding the query Q are found, they evaluate the 
query on their local data and return their part of the query answer to Peerstart. Simultaneously, 
they look up five most similar entries in the query history and retrieve the sets of friends 
associated with these entries and forward Q to these friends. The query is passed also to 
friends because it is supposed that they hold similar data that forms substantial parts of the 
query answer A(Q). After contacting, the friends return their partial answers )(QA

iPeer  to 

Peerstart. In addition, friends can also ask their friends (friends-of-friends) to evaluate the query 
on their data. 

To explore new parts of the network or to interconnect similar peers© communities, a random 
factor is implemented. At each step of query forwarding, the query Q is also forwarded to a 
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random peer with a certain probability. This probability is inversely proportional to the value of 
maximum confusability. For instance, if the maximum confusability is equal to 0.73, the query is 
also forwarded with the probability of 27% to a peer chosen from the list of random peers. The 
random peer is always used in the case when the peer has less than five entries stored in its 
query history. To avoid the infinite contacting of random peers, the query forwarding is stopped 
when a predefined number of hops is reached. After analyzing the peers© answers by the peer 
Peerstart, the created entry E corresponding to the query Q is stored in the query history of: 
Peerstart, all friends and also peers that were contacted in the random manner during routing. 
The complete pseudo-code of the routing algorithm is available in �[16].  

4.1.2.4 Implementation 

We have implemented the Metric Social Network in Java using a framework called MESSIF. So, 
this implementation fits in the whole system MUFIN. 

4.2 PERFORMANCE EXPERIMENTS 

In this section, we present our experience with the proposed self-organized network used 
for similarity search in metric data. We have used real-life data represented by extracted 
features from 10 million images acquired from CoPhIR8. It should be noted that this amount 
of data is to the best of our knowledge at least one order of magnitude more 
than the amounts indexed by similar systems. 
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Figure 12: (a) Distance density of the image dataset. (b) Number of photos per user. 

 

4.2.1.1 Data 

The data represents five MPEG-7 feature descriptors �[8] extracted from each image.  The 
features express the spatial distribution of colors, the color structure, and the texture of an 
image. These descriptors are represented as a single 280-dimensional vector and 
compared by an aggregate function combining metric functions based on L1 and L2 metrics 
and tailored to characteristics of the individual descriptors. The aggregate function prefers 
the color to the texture.  The dataset contains 10 million vectors. The distance distribution is 
uniform, having the maximum distance equal to 4.3 and the most frequent distance equal to 
2.1. Figure 12a depicts the distance density. 

4.2.1.2 Assigning Data to Network Peers 

With respect to the nature of the indexed data, there are two different approaches to the 
method of assigning the data to the peers in the network. 
Firstly, the data can be assigned to a peer regarding the objects mutual distances. Thus, the 
objects being close to each other are assigned to the same peer. The method implemented 
                                                
8 CoPhIR (Content-based Photo Image Retrieval) image collection, http://cophir.isti.cnr.it 
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by us incorporated the transformation of the vector into one-dimensional space and 
afterwards an data assignment algorithm for P2P networks based on M-Chord �[9]. 
Secondly, since the images originate from a photo sharing service, the user to which they 
originally belong to is known. Thus, the peers represent the users and the peer©s data the 
images the users own in the system. Figure 12b demonstrates the photo count per user in 
the dataset. As can be seen a substantial number of users have really small photo count. 
Since we have been limited by the hardware infrastructure to a certain maximal number of 
peers, we had to group the small users to fit the whole database to the amount of available 
peers. 
These two methods also represent the point of view on the whole network. Using the first 
method the network represents the Semantic Overlay Network of the underlying M-Chord. In 
the latter case, the network functions as a stand-alone unstructured P2P network. Therefore 
in the conducted experiments, we take into account both data assignment methods. 

4.2.1.3 Network Bootstrap Protocol 

We assume that a new peer that is willing to join the network is given few addresses of 
peers already participating in the network. In order to allow the new peer to ask queries, the 
new peer has to obtain a list of random peers. This procedure is based on flooding the 
network.  After successful filling the list of random peers, the new peer is ready.  In order to 
share the new peer©s data, the new peer has to issue a few queries to the network asking 
for its own data. In this way, the whole network is informed about the data newly available. 
This procedure of data announcement can be optimized by selecting the queries carefully – 
using centers of data clusters is an effective option, for example. 

4.2.1.4 Measures 

The properties of the answer to the processed query have been quantified using following 
measures: 

�  Recall – a ratio of the size of the approximate answer gained from the network to the 
size of the total answer in percents; 

�  Costs – a number of peers contacted by the routing algorithm in order to either 
forward the query or to process it on local data; 

�  EOPP – the normalized error on peers© positions that expresses the accuracy of 
approximate answer of mSN. The peers© positions are obtained by ordering the 
peers that participated in answering, by the distance of the peer©s closest object to 
the query object: 
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where ][ i
A PeerA  is the position of peer iPeer  in the approximate answer AA  of 

mSN and ][ i
C PeerA  is the position of iPeer  in the complete answer.  If EOPP = 0, 

the approximate answer is a prefix of the complete answer. The higher EOPP is, the 
more inaccurate the answer AA  is. 

�  mSN-NER – a number of peers that returned a non-empty answer to the processed 
query by mSN; 

�  Total-NER – a number of all relevant peers to a processed query – non-empty 
answering peers in the total answer. 

Concerning the legibility purposes, notice that the measured values are in some figures 
multiplied by a constant – usually 10 or 1,000. 
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4.2.1.5 Analysis of Self-adaptibility 

The self-adaptability of the proposed network represents the ability to process unseen 
queries well and to improve response to repeatedly processed queries. Ideally, the recall of 
the newly processed query should not be lower then the random access and should be 
acquired with considerable costs. As for repeatedly processed queries, their recall should 
rise together with lowering costs. 
To analyze the self-adaptability of the network to newly coming and repeated queries, the 
following experiment has been conducted. The methodology is to iteratively execute a series 
of queries whose metadata is stored to the particular peers’ query history. After such 
executed series, the subset of this series is used to measure the adaptability of the network. 
This processing does not affect the state of the network since the metadata is not stored to 
the peers’ history. Moreover, for each particular query regardless to the state of the network, 
Peerstart was chosen randomly from all peers in the network. The distance density of the set 
of testing queries follows the density of the whole dataset, refer to Figure 12a. 
To give the reader the insight into the dependence of the network size onto the self-
adaptability, two sizes of network are used. The smaller network consists of 500 peers and 
organizes 2.5 mil. images. The larger network organize the whole 10 mil. image dataset on 
2,000 peers. 
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Figure 13: Self-adaptability of the 500 peers (top) and 2000 peers (bottom) networks where the data 

is assigned according to similar distances. 
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4.2.1.6 Overlay Network Evaluation 

Figure 13 depicts the results measured on the two networks where data to the peers were 
assigned using the method of similar distances. The settings used for these networks varied in 
the number of maximal hops in the query routing algorithm. In the smaller network, the maximal 
number of hops is four and in the larger one it is set to five. The set of testing queries – whose 
metadata is stored in the peers’ query history – had a size of 50 and the measuring queries – 
those that do not affect the network evolution – was a subset of 20 queries from the testing set. 
All the queries were range queries with a radius r=1. The average total answer comprised of 
1,708 objects on the smaller network and 6,880 on the large one. 

Progress of the recall curve in both cases has the same ascending trend. The zeroth measuring 
can be interpreted as a random access of the particular number of peers in the network that is 
denoted by costs. Therefore the initial recall on the smaller network is larger than on the larger 
one – smaller network randomly accessed a half of its peers and retrieved about 40% of the 
total answer whereas the larger network accessed about 18% of its peers and achieved recall of 
17%. After 20 iterations, the achieved maxima are 90% on the smaller network and 84% on the 
larger one.  Yet, concerning the adaptability, after second iteration the recalls were 60% and 
52%, respectively. Notice that most of the queries from the testing set have their mutual 
distance greater than one. From the routing algorithm point of view, the presence of metadata 
about such queries in peers’ history does not affect the routing itself – it seems that the queries 
are processed independently on each other. 

As for the costs, the primary expectations were that the costs will dramatically diminish with 
each of iterations. The trend of diminishing can be observed for both networks, yet its progress 
is not as fast as expected. This is due to the randomness introduced to achieve the consistency 
of the answer and for the exploration reasons discussed in Section �4.1.2.2. Still, the reader can 
observe certain drop in costs accompanied with considerable rise of recall. 

We also compared our results to the results of M-Chord – a structure whose data clustering 
method was used. We processed the same 20 measuring queries by M-Chord and measured 
the costs.  Since M-Chord always retrieves the total answer, 266 peers were contacted on 
average in order to process the query on the smaller network and 945 peers on the larger 
network. 

Therefore we can state that for instance, after processing of 5 identical queries in the network 
we get 65% of the total answer with 33% of costs of the M-Chord structure and this difference 
increases hand in hand with further processing of the same or similar queries. 

Another way to measure the quality of the retrieved answer from the mSN, besides the amount 
of objects compared with the amount of object of the total answer, is to measure the EOPP 
coefficient.  Ideally, the EOPP should remain in low numbers what would mean that the routing 
algorithm contacted peers that contain the most similar parts of the total answer. As can be 
observed in Figure 13 for both networks, the progress is auspicious.  In case of the larger 
network, the lowest values are actually higher than the values of the smaller one. This is caused 
by the smaller ratio of mSN-NER and Total-NER and by the fact that the routing algorithm 
favors the peers with larger amounts of relevant objects rather than those with closer objects. 
This error propagates more into evaluation of the EOPP. 
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Figure 14: Self-adaptability of the 500 peers (top) and 2000 peers (bottom) networks where the data 

is assigned with respect to the owner. 

4.2.1.7 Autonomous Peers Networks Evaluation 

Figure 14 depicts the results of the adaptability evaluation on the networks where data was 
assigned with respect to its original owner. While observing the trends in this figure, we can 
state that the global aspects are the same as in the case of the networks with the clustering 
method of data assignment. Although, the trend of the recall curve improving more slowly in 
both cases and also the rather fluctuating values of costs are caused by the fact that the Total-
NER is about ten times higher than with the previous data assignment method. This makes the 
routing algorithm visit more peers and makes a larger amount of random exploration steps while 
the confusability along the way is low. 

4.3 SUMMARY 

Distributed processing of similarity queries currently attracts a lot of attention because of its 
inherent capability of solving the issue of data scalability. We have proposed the query 
routing algorithm with a random factor incorporated is suitable for large networks consisting 
of thousands of peers. We have exploited the principle so-call confusability to route queries 
more efficiently according to current peers© knowledge and to manage the query history 
which would ever-grow because of containment of obsolete entries. In addition, the routing 
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algorithm is resistant to critical failures of peers and adapts to joining peers fast. Moreover, 
our approach can be observed either as a network completely independent of any 
underlying P2P search network, or as a semantic overlay network. The presented 
experience on the large network organizing a 10-million collection of photographs confirms 
suitability and auspiciousness of such advances. This system can be conveniently used in 
the Advanced Home Messaging scenario or in the Journalist©s helper scenario as system to 
share pictures among professional photographers without their need to upload the pictures 
to a server or advertise them. 
 
5 CONCLUSIONS 
 
We have tackled three different areas of social networking that are under research in SAPIR 
project and defined in Deliverable 7.1 �[26].  
First, the social networking between users was analyzed and tested on the real-life dataset 
CoPhIR. The implementation uses the tags associated with photos in the dataset to create 
interest groups of users. This information is then exploited during querying to re-rank the 
search results with respect to common tag groups. 
Second, the section about context awareness presented the use of context information 
(GPS coordinates) in refining search results. It is implemented as an overlay in SAPIR.  
Third and last, the social networking between peers follows the trend of designing new 
indexing systems that scale up to the web-size data. In particular, we exploit self-organizing 
and social-networking principles in one system and create a self-organizing search engine 
that operates on a standard P2P network. The experiments showed that this concept is 
promising. This also contributes to the SAPIR main objective of creating a scalable and 
extensible system for indexing multimedia data. 
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