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1. INTRODUCTION

In this report we describe a survey and analysis of trust and security in a Peer-to-Peer system
to be used as guidelines for the management of Digital Contents in SAPIR. This activity is
related to WP6 - “Security, trust and rights in Peer-to-Peer” and is related to Task 6.1 - “Trusting
peers in the network”.

1.1 WP6 FOCUS AND OBJECTIVES

The Work Package aims for the proper integration of Protected Contents in a Peer-to-Peer
network, in order to assure Intellectual Property Rights (IPR) protection, in particular in different
foreseen scenarios. This can improve user's trust and confidence in the system (especially for
those who are interested in protected content sharing). This WP therefore deals with network
security and peer trusting and with Digital Rights Management (DRM) for the Digital Contents
available in the SAPIR network.

1.2 DELIVERABLE OBJECTIVES AND OVERVIEW

This deliverable is related to Task 6.1 - “Trusting peers in the network”, which is actually made
up of three separate Tasks addressing different security issues for a Peer-to-Peer system:

Task 6.1.1 - “Analysis of the security in the Peer-to -Peer environment”

In this Task we analyze the standard protocols for managing authorization, authentication and
content protection during the communication between peers. The results of this analysis are
described in Section 2.

Task 6.1.2 - “Analysis of efficient ways of preventing spam in a media search engine”

In this Task we present a survey of available solutions and approaches to avoid spam in a
multimedia search environment, to be used as guidelines for the following implementation in
SAPIR. This analysis is described in Section 3.

Task 6.1.3 - “Trust enforcements for P2P collaborative crawling”

Based on the results of Tasks 6.1.1 and 6.1.2, in Task 6.1.3 we investigate a possible solution
for trust enforcement concerning Peer-to-Peer collaborative crawling. The results of this
analysis are described in Section 4.
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2. ANALYSIS OF THE SECURITY IN THE P2P ENVIRONMENT

The following is a survey on security in distributed network, with special attention to structured
Peer-to-Peer Systems. First of all a brief introduction to DHTSs is given in order to have a good
understanding of the context and of potential security risks. Hence the document takes into
account the network and the application layers separately because of the different security
attacks to deal with.

In our context, in SAPIR, we can consider the network layer as the DHT, while the application
layer could be figured out as all the applications running on top of the DHT.

For example the image/text and video processing are to be considered in the application layer,
as well as the applications working on service discovering and management. Also all the
applications responsible for managing rights, guaranteeing the content government, are to be
considered in the application layer.

As will be described in the following of the section, in order to fulfill the security goals either in
the application or in the network layer, a good approach is to make use of Secure Layer
communication between software modules as well as between peers.

The asymmetric cipher (slower but more secure than the symmetric one) is at the base of the
private and public key handshake. Anyway this force us to have some kind of authorities that
can certify the shared public keys and this issue is beyond the scope of this document which
aim is to point out the secure issues, the potential risks and failures that we have.

The succeeding deliverable, D6.2 will provide the description of a candidate solution tailored on
our needs and fitting the requirements described in this document.

2.1 INTRODUCTION TO PEER-TO-PEER SYSTEMS

We can define a Peer as a device working as client and server at the same time. A more
precise definition of a Peer-to-Peer system [1] was initially given by Oram et al. in [2] and further
refined in [3]: [a Peer-to-Peer system is] a self-organising system of equal, autonomous entities
(peers) [which] aims for the shared usage of distributed resources in a networked environment
avoiding central services.

We can classify Peer-to-Peer Systems into two main categories: structured and unstructured
[4]. Figure 1-1 (taken from [4]) shows this classification with some network examples. These
systems were originally conceived around the year 2000, when the bandwidth became wide
enough to enable other cooperation models than the traditional client-server one.
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Figure 1-1. Overview and classification of Peer-to-Peer Systems [4]

Unstructured Peer-to-Peer Systems can be divided into two main generations. The first
generation was implemented in two different ways, one very close to the client-server model
with a central manager (superpeer), and one, at the opposite side, based on a fully de-
centralized system, where the location of a specific item is unknown and has to be discovered
dynamically. Examples of centralized systems were Napster [5] and BitTorrent [6], while
examples of the de-centralized ones were gnutella0.4 [7] and Freenet [8]. All these systems
have revealed points of failure and are no more used in actual deployments.

After a few years, the second generation of Peer-to-Peer Systems appeared with the aim to
improve the first generation, combining the powerful features of the centralized and de-
centralized systems and being accordingly called Hybrid. Gnutella0.6, JXTA [9] and probably
(but no one actually has accessed the source code) the widely used Skype [10] are examples of
second generation Peer-to-Peer Systems.

Second generation unstructured Peer-to-Peer Systems have a significant scalability limit: the
number of hops necessary to reach a resource. Research has progressed in a new direction to
solve this problem: structured Peer-to-Peer Systems which are giving some kind of self
awareness of the network. Hashing algorithms as well as simple hash tables have played a
major role in helping the researches to solve this issue. The third generation of Peer-to-Peer
Systems is actually built on top of Distributed Hash Tables (DHT) [11], that still represent an
active and interesting research area. Nowadays we have several DHT implementation, such as
Chord [12], Pastry [13], CAN (Content Addressable Network) [14], etc. and research is currently
analyzing how to deal with huge amount of multimedia items in DHT-based Systems in a
scalable and efficient way. Since DHT has opened a new world for experimentation, a very
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powerful approach is the one that is applying a metric space to DHT, i.e. by providing Metric
Content Addressable Networks (MCAN) [15] as well as GHT* (Generalized Hyperplane Tree)
[16], Metric-Chord (Mchord) [17], etc. We have to point out that the Network Infrastructure
described in the following is mainly responsible for providing Contents in a distributed
environment and for indexing and searching metadata in a suitable topology. We do not intend
to provide a network enforcing content protection and government, since these issues are
already addressed at the application layer as discussed below.
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2.2 STRUCTURED OVERLAY NETWORKS

A DHT (distributed hash table) is a hash table which is distributed among a set of cooperating
computers which are referred to as nodes [18]. Data is distributed among a number of nodes ad
a routing scheme is implemented in order to allow the search of the node on which a specific
data item is located [11]. Look up is actually the main service provided by distributed hash table
which returns (as standard hash table) the value associated with a key. Hence a client provides
a key to some node, which performs the lookup operation and returns the value associated with
the provided key [18]. The other main service provided by DHT is the correspondent insert (or
put) operation, which takes as input the pair key,value and store it on nodes, according to
specific policies that differentiates DHT implementations.

Even if the representation of keys and associated objects can be arbitrary, one-way hashing
algorithms have been proved to be very useful for representing keys since they allows keys to
be generated in a common way for whatever digital object we want to manage as bytes,strings,
audio/visual files, ...etc.

A quick overview of this kind of functions is provided in the following. DHT-based Peer-to-Peer
systems can support huge amount of data items and efficiently handle a very large number of
nodes. However, due to limited storage/memory capacities and to the cost of inserting and
updating items, it is unfeasible for each node to locally store all items and therefore each node
is responsible for only a part of them [18]. This lead to the need of exchanging some information
among the peer, i.e. the knowledge of which node is responsible for a specific key. This is
accomplished by making use of routing tables, that contain pointers to other nodes known as
node’s neighbors. Every node in the system has a personal routing table, even if it doesn’t store
any item at all.

The management of routing tables is an important issue and we have several approaches
exploiting different routing algorithms. When a node receives a message for a destination 1D
that it is not his responsibility, it forwards the message to one of the other nodes specified in its
routing table and the process is repeated recursively until the destination node is found or a
predefined number of forward operations have been performed.

The choice of the next-hop node is determined by the routing algorithm and the routing metric
[11]. For example, a metric could be some sort of similarity between the keys or could take into
account the proximity between the nodes [19]. The design of routing algorithms and metrics
minimizing node failures and incorrect routing information is a challenging research topic[11].

Nodes are connected each other over the existing network, and on top of this physical
infrastructure we have keys and routing tables constructing the DHT. Hence DHTs are
overlaying the actual systems and are named overlay networks (Figure 1-2 [11]). The real
topology behind the DHT is the underlay network that can be a LAN (Local Area Network) as
well as an internet WAN (Wide Area Network). We make use of the term structured overlay
networks when an overlay network is created by DHTSs.
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As stated above, the routing algorithm is a core functionality of a DHT and it aims to decrease
the number of re-routes, i.e. the number of hops that a lookup would take for reaching the node
owning the searched key.

Obviously reducing the number of hops decreases the time needed for lookups. Moreover,
especially in our context, reducing the number of hops leads to a more secure infrastructure
because we have to contact a smaller amount of nodes. Consequently the probability of having
malicious nodes in the routing path is reduced as well as the vulnerability of the system. In order
to reduce the number of hops, we have to add information to the routing tables.

For example a node with a routing table having all the keys available on the DHT does not have
to forward messages: he knows exactly the node to contact for every lookup. This extreme
solution is infeasible due to the maintenance. Hence many algorithms have been developed for
reaching the best trade-off between topology maintenance cost (related to the size of routing
table) and latency (related to the number of hops).

In a centralized system, for accessing a specific resource we have to contact only the node
running the central server, thus solving every lookup in a single hop. In the opposite case, in a
fully unstructured, flooding system, every node has, in the worst case, to contact all the other
ones because nodes haven't any routing table.

DHTs instead guarantee to find an item in a number of hops lower than or equal to logN.
Different systems may however have a different base for the logarithm.

In Chord [12] the base is fixed to 2, meanwhile in Pastry [13] it is variable according to the b-
power of 2. The base of the logarithm is 2° while b is usually 4. Since the aforementioned
systems, Chord , Pastry and also CAN are relevant for our further discussion, they will be briefly
overviewed in the following [20].

2.2.1 Chord

Chord [12] is the most famous proposal in the field of Distributed Hash Table systems. The
Chord algorithm naturally provides a certain degree of load-balancing due to the use of a hash
function that spreads uniformly the keys over the nodes. Chord is fully distributed because each
node has the same functionalities, leading to a complete decentralization. The scalability of the
system is achieved by the lookup function that is logarithmic in the number of nodes, thus
enabling the management of very large systems. The availability of the nodes is guaranteed by
the routing algorithm, which automatically adapts the routing tables during join and leave node
operations.

Several applications can be built on top of the Chord layer like cooperative mirroring, time-
shared storage, distributed indexes, large scale combinatorial search and so on.

& O8$ (8% 28/01/2008
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Figure 1-3. Example of consistent hashing: in a the system (m = 3) containing three active nodes, we insert
the keys k1= 1, k2= 2 and k3 = 6 respectively in the nodes 1, in fact successor(1) = 1, 3 since successor(2)
=3 and 0, in fact successor(6) = 0.

The Chord consistent hash function assigns a m-bit identifiers to each node and key by using a
base hashing function like SHA-1 [21]. The node identifier is calculated, generally, as the hash
of the IP address or the cryptographic public key of the node. Similarly, the identifier of a key is
generated via the hash of the key.

It is worth to underline that the size of m is a very important parameter in order to ensure a
negligible probability of collisions. Exploiting a modulo 2™ consistent hashing, the identifiers are
ordered in a ring topology.

The successor of a given key k, denoted by successor(k), is the node characterized by the
identifier equal to or immediately subsequent to the identifier of k.

If the identifiers are represented as a ring of numbers from 0 to 2™-1, then the successor(k) is
the first node clockwise from k. In Figure 1-3, we sketch a system with m = 3. The ring is
composed by three nodes, i.e. nodes 0, 1 and 3. Since the successor of the key 1 is node 1, this
key is therein stored. Similarly, key 6 is inserted into node 0, whereas the key 2 into node 3.
One of the most important property of consistent hashing is the ability of minimizing disruption in
the case of joining or leaving of a node. When a given node n joins the network, some keys that
were previously assigned to the successor of n become assigned to n. Conversely, when n
leaves the system all resources are reassigned to its successor. These are the only operations
that we have to be performed in order to manage node joining and leaving.

Moreover, it can be proven [22] that for any set of N nodes and K keys, with high probability we
have:

1. Each node is responsible for at most 1+  K/N  keys

2. When a node joins or leaves the network, O( K/N ) keys change the responsibility
value.

where =0 logN [22]

Key location

In this section we focus on the implementation of the lookup function in Chord, with particular
attention to the state a peer must maintain in order to correctly find the responsible node for a
given key. A very simple strategy is to store only the successor nodes in the ring. Of course, the
inefficiency of this scheme is glaring: in the worse case it can require traversing the entire N
nodes. In order to speed up the lookup process, Chord maintains an additional finger table
which is a sort of routing table with (at most) m entries, where m is the number of bits of the
identifiers . The i" element of the table at node n contains the first node, namely s, that

& O8$ (8% 28/01/2008
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succeeds n by at least 2' ! on the ring, with 1 i m. In other words, s = successor(n + 2' ).
We call node s the i finger of node n. The first finger of a node is called the successor of n.

The scheme depicted has some important consequences as each node stores information
about a small fraction of nodes, moreover, it knows more about peers closer in the ring rather
than about nodes farther away. Also, generally, a finger table does not contain enough
information to identify the successor of a generic key k.

In the case node n does not know the successor of an arbitrary key k, i.e. the node responsible
for the key, the routing protocol has to be performed. The main idea is that a hode that has an
identifier closer than n to the key k, will know more about the node responsible for k. Therefore,
n searches in the finger table the node j with the immediately previous identifier of k, and asks it
about the node it knows to be closest to k. Repeating this strategy, the node n learns some
information about nodes closer and closer to k. Figure 1-4 depicts an illustrative example where
node 3 wants to find the node responsible for key 1. Since key 1 belongs to the circular interval
[7,3), the node contacts the peer in the third line of your finger table, i.e. the node 0. Similarly,
key 1 in the finger table at node 0 belongs to the interval [1,2), then the next node to contact is
the node 1, i.e. the node responsible for the searched key.

Figure 1-4. Finger tables and key locations for a network with nodes 0, 1 and 3, and keys 1, 2 and 6. The
diagram shows the routing path created when the peer 3 generates a lookup for the key 1

From the scheme described we can state that with high probability the number of nodes that
must be contacted to find a successor in an N-node network is O(logN ) [12].

& O8$ (8% 28/01/2008
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Node join

A peer-to-peer system is characterized by a high dynamics: peers join and leave the system
frequently and in an unpredictable manner. In a similar context, the main challenge is to protect
the ability of the system to locate every key. In order to hit the mark, Chord guarantees the
following: first of all each node’s successor is correctly maintained. Secondly, for each key k, the
node responsible for k corresponds to the successor(k).

It is possible to demonstrate that an N-Chord network will use O(log, N) messages to re-
establish the Chord routing invariants and finger tables [12]. However, in order to simplify the
joining procedure, the protocol maintains a predecessor pointer that is used to navigate the ring
counterclockwise. The strong assumption in Chord joining procedure is that the node n must
know at least an existing node s in the ring. When a new node joins the network, the protocol
specifies the following task to perform:

1. Initialize the predecessor and the fingers of node n. The peer n asks s to look them
up.

2. Update the fingers and the predecessor regarding the addition of n. In fact, the node
has to be added in the finger tables of some existing nodes: the algorithm starts with the

i™ finger of node n walking counterclockwise on the ring until it reaches a node whose "
finger comes first than n.

3. Transferring keys. Once the node n is entered in the system, it is necessary to move
responsibility for all the keys for which n is now the successor.

Figure 1-5 shows the snapshot of the ring when the node 6 joins the system. It is worth noting
that such algorithm is valid for non concurrent joining. On the contrary, in a peer-to-peer system
characterized by a high turn over and dynamism on peers on-off time, we need to deal with a
massive parallel joining of nodes, along with the problems regarding the failure and the
voluntary leave of peers. The stabilization procedure described in the next section is intended to
resolve these significant issues.

& O8$ (8% 28/01/2008
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Figure 1-5. Finger tables and key locations after a join and leave procedures

Stabilization procedure

Every node in a Chord ring runs the stabilization function periodically in order to keep node’s
successor pointers up to date and to ensure the correctness of the lookup operation. As a
simple example, suppose node n joins the system, and its identifier stands

between nodes n, and ns . n would acquire ns as its successor. Node ns , when notified by n,
would acquire n as its predecessor. When n, runs stabilize, it will ask ns for its predecessor
(which is now n); n, would then acquire n as its successor. Finally, n, will notify n, and n will
acquire n, as its predecessor. At this point, all predecessor and successor pointers are correct.
A meaningful situation is represented by a node failure: when a peer n fails, nodes whose finger
tables contain n need to know the n uccessor in order to correctly update its state. For the
purpose of simplifying this procedure, each Chord node maintains a successor list of its r
nearest successors on the ring. If a node n becomes aware that its successor has failed, it
replaces the node with the first alive successor present in the successor’s list. In this manner,
node n can forward lookup messages for keys for which the failed node was responsible for, to
the new successor. Moreover, the stabilization procedure will adjust finger table and successor
list entries that previously pointed to the failed node.

2.2.2 Pastry

The Pastry [13] overlay can be figure out as an extension of Chord. Each node receive and
identifier of 128 bit uniformly distributed from 0 to (2'®-1). The main change in respect to Chord
is the base of the logarithm for the routing table: in Pastry, we have base L = 2" where b is a

& O8$ (8% 28/01/2008
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configuration parameter usually equal to 4). In this way the number of hops are decreased
compared to Chord, even if, at the same time, we have an increase in the cost of management.
The main idea behind Pastry is to route messages to the node whose nodeld is numerically
closest to the desired key. In each routing step, a node normally forwards the message to a
node whose nodeld shares with the key a prefix that is at least one digit (or b bits) longer than
the prefix that the key shares with the present nodes id. If no such node is known, the message
is forwarded to a node whose nodeld shares a prefix with the key as long as the current node,
but is numerically closer to the key than the present nodes id. With this mechanism in a network
made up of N nodes, Pastry can reach the node responsible for a given key in less than log | N
which is the dimension of the routing table. As stated above, this reduction in the size of the
routing table requires some more information in Pastry management and actually we need 3
data structures: the routing table, the leaf set and the neighborhood set.

The routing table is composed by log . N entries, where L is the base equal to 2° and b is a
parameter. Each row of the routing table contains L-1 entries containing the IP address
corresponding to the nodeld. The leaf set is split into 2 parts that contain L/2 numerically closest
to the larger nodelds and the other L/2 numerically closest to the smaller nodelds in respect to
the considered node. Finally, the neighborhood set stores the nodelds (and the relative IP
address) of M nodes (where M is commonly taken equal to 2L ) that are closest to the
considered node with respect to a proximity metric. In the following there is a description of
routing, node join and leave operations in Pastry.

Figure 1-6. State of a hypothetical Pastry node with nodeld 10233102, b = 2, and | = 8. The shaded cell in
each row of the routing table shows the corresponding digit of the present nodes nodeld. The nodelds in
each entry have been split in three parts [common prefix with 10233102 - next digit - rest of nodeld] (e. g.
1-1-301233 means that the common prefix is the digit 1, the next digit is 1 and that the rest of the nodeld is
301233)

Routing
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The routing scheme in Pastry belongs to the family of key-based routing since the forwarding
strategy depends on the value of the key to be found along with the nodelds of the existing
nodes. Let k be the key in a lookup message. If k falls within the range of nodelds covered by
the leaf set, the message is forwarded directly to the destination node, namely the node in the
leaf set whose nodeld is closest to the key (possibly the local node). On the contrary, if the key
is not covered by the leaf set, the message is forwarded to a hode that shares a common prefix
with the key by at least one more digit. This information is extracted from the routing table. In
certain cases, it is possible that the appropriate entry in the routing table is empty or the
associated node is not reachable, so the message is forwarded to a node that shares a prefix
with the key at least as long as the local node, but numerically closer to the key. Figure 1-7
depicts an example in which the node 65A1F C is looking for the key D46A1C in a typical Pastry
ring.

This routing procedure always converges, because each step takes the message to a node that,
regarding the nodeld of the local node, either:

shares a longer prefix,

shares as long a prefix with, but is numerically closer to the key.

Performance studies concerning the routing procedure show that the expected number of
routing steps is log | N, assuming accurate routing tables and no recent node failures.

Figure 1-7. Example of the Pastry routing procedure [11]

Node join

When a new node wants to join the system, it needs to initialize its state and inform the other
peers of its presence. The assumption is that the incoming node with Nodeld X knows at least a
bootstrap node A in the living Pastry ring that is near to X according to the proximity metric. X
then asks A to route a specific join message. As any message, the routing protocol forward the
message to the existing node, namely Z , whose nodeld is numerically closest to X. In response
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to the join message, all nodes met in the path from A to Z send their routing table, leaf, and
neighborhood sets to X. Therefore, the incoming node updates its state depending on the
information received, moreover, it can request additional knowledge regarding other nodes. At
last, X notifies any nodes about its arrival in order that they can correctly update their state.
Since node A is assumed to be in proximity to the new node X , A’s neighborhood set is
exploited to initialize X ’'s neighborhood set. Moreover, Z has the closest existing nodeld to X ,
thus its leaf set is the basis for X 's leaf set. Let’s consider the general case in which X and A do
not share any common prefix: the row X0 is initialized with the values present in the row AO . In
fact, since these values do not share any prefix with A, for transitivity, they do not have any
prefix in common also with X.

Otherwise, the row X1 is generated by the row B1 , Where B is the first node encountered along
the routing path. In general, the row Mi , where M is the i node across the routing path, concurs
to initialize the row Xi of the incoming node Furthermore, the leaf set of the node X is built from
the leaf set of Z , since Z is the node numerically closest to X , and the neighborhood set
derives from the node A whereas it was selected on the base of a proximity criterion. At last, X
sends a copy of its state to each node present in the neighborhood and leaf set, and in the
routing table, so as they can update their state in function of the new arrival. The cost of the join
procedure, in terms of the number of messages exchanged, is O(log . N) [13].

It is worth noting that Pastry uses an optimistic approach to face the problem of concurrent joins
and leaves. If the number of arrivals and departure of nodes affect only a small fraction of the
overall nodes, this optimistic approach can be valid. In order to manage this problem, Pastry
attaches a timestamp to each message containing state information exchanged between nodes.

Node leave

In the case a node fails or leaves the system voluntary, it is necessary to update the state of
nodes that maintain references to inactive peers. Each Pastry’s node periodically sends a
message in order to check the state of nodes in the leaf set. To replace a failed node in the leaf
set, its neighbors in the nodeld space contacts the live node with the largest index on the side of
the failed node, and asks that node for its leaf table. From the received information, that
probably will be overlapped with the leaf set of the answering node, the peer will select the most
appropriate one, verifying that it is alive. This procedure guarantees a valid solution unless L/2
nodes with adjacent ids fails contemporary which is a very unlikely condition due to the property
of nodelds generation. The failure of a node that appears in the routing table of another node is
detected when that node attempts to contact the failed node and there is no response. To repair
a failed routing table entry R g a node contacts first the node referred to another entry of the
same row, namely R’ with | . In the case that none of the entries in row | have a pointer to a
live node with the appropriate preflx the node next contacts an entry in the next row, with R'.;

where I 9 This procedure is likely able to find a valid substitute

in the routing table if it exists. Even though the neighborhood set is not directly used in routing
decisions, it is important to maintain it up to date in order to take advantage of proximity
information. For this purpose, each node tries to contact the nodes in neighborhood set
periodically to see if they are still alive. If a node does not respond, the peer asks other
members for their neighborhood set and, calculated the distance of each of the new nodes, it
updates its table consequently.

Proximity concept
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The concept of network proximity is based on a scalar proximity metric, like the number of 1P
routing hops or a geographic distance. To compute this distance estimation some network
services such as traceroute or Internet subnet maps could be used. We suppose that each
application on top of Pastry overlay implements this function depending on a selected metric,
and that a smaller value corresponds to a more desirable condition. In [11], the authors
underline that the proximity space should be Euclidean, i.e. the triangulation inequality should
hold between Pastry’s nodes.

Indeed, several metrics, for instance the number of IP routing hops in the Internet, are not
Euclidean: this does not impact the basic routing protocol, but it affects the Pastry’s locality
properties. In order to improve the efficiency of the routing protocol, it is necessary to hold true

the property that each entry in a generic row of the routing table contains the nearest nodes
(depending on the proximity metric selected) in respect to all possible nodes that share the
same common prefix. Assuming that this property is valid in an existing network, it is possible to
demonstrate that the joining of a new node maintains it true [13].

Even though the Pastry’s routing algorithm does not ensure the discovery of the minimal path, it
selects a good route in terms of the proximity metric selected. This is useful in applications such
as storage management, e.g. PAST [13][23], because retrieving a file from a nearby node
minimizes client latency and network load.

2.2.3 Content Addressable Network (CAN)

Also the Content Addressable Network (CAN) [14] is based on the concept of a distributed hash
table. The basic operations performed by CAN are insertion, lookup and deletion of (key, value)
pairs in an Internet-scale hash table.

CAN uses a virtual d-dimensional Cartesian coordinate space to store (key, value) pairs, that
could be figured out as a hypercube. The zone of the hash table that a node is responsible for
corresponds to a portion of this coordinate space. Every key k is, therefore, deterministically
mapped, by means of a uniform hash function, onto a point P in the coordinate space. A (K, V)
pair is then stored at the node that is responsible for the zone within which point P stands. In
Figure 1-8 (a) an example of a 2-dimensional CAN space with 6 nodes is depicted. Point P
belongs to the zone which node F is responsible for. To retrieve the entry corresponding to K,
any node can apply the same deterministic function to map K to P and then retrieve the
corresponding value V from P. If P is

not owned by the requesting node, the request must be routed from node to node until it
reaches the node in whose zone P lies.
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Figure 1-8. Example of a CAN network in a 2-dimensional space, i.e. d = 2, initially with 6 nodes (from A
to F) [14]

CAN nodes maintain a routing table containing the IP addresses of nodes that hold zones
contiguous to their own, to enable routing between arbitrary points in space. Intuitively routing in
CAN works by following the straight line path through the Cartesian space from source to
destination coordinates. Figure 1-8 (a) shows the path between node A and point P lain in zone
F: it is possible to note that the route follows adjacent zones, in our example from A, going
through zone D, and, at last, reaching zone F . New nodes that join the CAN system are
allocated their own portion of the coordinate space by splitting the allocated zone of an existing
node in half, as follows:

1. The new node identifies a node already existing in CAN, using some bootstrap
mechanism as in [24].

2. Using the CAN routing mechanism, it randomly chooses a point P in the space and
sends a join request to the node whose zone contains P. The zone will be split, and half
will be assigned to the new node.

3. The new node learns the IP addresses of its neighbors, and the neighbors of the split
zone are notified so that routing can include the new node.

Figure 1-8 (b) shows how the CAN space changes in regard to the arrival of a new node. Let us
observe the disjunction of the zone E in order to give place to joining node G. When nodes
leave CAN, the zones they occupy and the associated hash table entries are explicitly
transfered to one of their neighbors. Under normal conditions a node sends periodic update
messages to each of its neighbors giving its zone coordinates, list of neighbors and their zone
coordinates. If there is a protracted absence of such an update message, the neighbor nodes
realize there has been a failure, and initiate a controlled takeover mechanism. If many of the
failed nodes neighbors also fail, an expanding ring search mechanism is initiated by one of the
neighboring nodes, to identify any functioning nodes outside the failure region.
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In [14], the authors propose a list of design improvements regarding different aspect of the
protocol:

1. Use of multi-dimensional coordinate space for improving network latency and fault
tolerance with a small routing table size overhead.

2. Better routing metrics, by taking into account the underlying IP topology and connection
latency alongside the Cartesian distance between source and destination.

3. Overloading coordinate zones by allowing multiple nodes to share the same zone for
improved fault tolerance, reduced per-hop latency and path length.

4. Use of multiple hash functions to map the same key onto different points in the
coordinate space for replication.

5. Topologically-sensitive network construction, assuming the existence of a set of
machines that act as landmarks on the Internet.

6. More uniform partitioning when a new node joins by preferring to split larger zones.

Use of caching and replication techniques.

2.2.4 DHT summary

While there are significant implementation differences between DHT Systems, all of them
support (either directly of indirectly) a hash-table interface of put (key,value) and get (key) [25].

We can summarize that the main properties of a DHT are scalability and the self-management
of items and routing information [18]. We can state that DHT are scalable because regardless
the number of nodes in the system, the maximum number of hops required to find an item is
less or equal to log,(n). Also items are dispersed evenly because each node store on average
d/N items where d is the number of items in the DHT and N is the number of nodes. This leads
to an high scaling functionality, because join/leave of a node requires redistributing on average
no more than d/N items.

We can state that DHTs have self-management of items and routing information because during
the join and leave phase, the routing information is updated to reflect new nodes and items are
redistributed. Also failure are automatically detected and routing information is repaired to reflect
that and items are replicated for recovering.

Anyway, we have to point out that DTH systems are fine for fetching files or resolving domain
names, but present an even more impoverished query language than the original, unscalable
Peer-to-Peer systems [25], because you cannot apply for structured queries on DHT. These
systems provide just key,value pairs insert and lookup features. On the opposite, the first
generation P2P systems let you perform complex and structured queries as they have a central
server and on the application layer you can provide several query approaches.

& O8$ (8% 28/01/2008



20 42

! "# $$%

2.3 ONE-WAY HASH FUNCTION ALGORITHMS

As most of the security issues are accomplished making use of Cryptography, we briefly discuss
one-way hash function algorithms used to implement the structured overlays.

The advent of one-way digitally signed hash algorithms opened up opportunities for both
verifying data integrity and, to a lesser extent, protecting data through obfuscation [26].
Nowadays, we can assert that these algorithms have also opened up the opportunity for
structured overlay networks. In order to reduce collisions in the nhames used for keys in DHT,
researchers have chosen a one-way hash algorithm for translating strings-keys into a some
more unique identifier. One way hash functions are algorithms that take as input a message
(any string of byte, such as a text string, a Word document, a jpg file) and generate as output a
fixed-size number referred to as the “hash value” or “message digest”.

This size depends on the algorithm used and it is usually between 128 and 512 bits (as SHA-
512 [21]). We have many implementation of DHTs as Chord making use of 160 bit for keys as
well as Pastry, with 128 or 160 bit. Regardless the initial purpose of a one-way hash function
was to create a short digest used to verify the integrity of a message in the security
environment, in our DHT context it is used primarily for representing the keys of the Hash Table.
The most important (but there are several) algorithm implementing one-way functions are MD5
and SHA-1. MD5 [27] was created by Ron Rivest (of RSA fame) in 1992 at MIT and produces a
128-bit hash value, while SHA-1 [21] was created by the National Institute of Standards and
Technologies (NIST) in 1995 and produces a 160-bit hash value.

SHA-1 is slower to compute than MD5 but is considered stronger because it creates a larger
hash value. Some DHTs implementation make use of both in order to improve performances
creating temporary keys quickly.

Encryption algorithms such as symmetric ciphers have evolved from the government-endorsed
DES (Data Encryption Standard), a mainstay from the seventies through today in may
government and commercial systems, to the latest algorithms such as RC4, IDEA, Blowfish, and
AES (Advanced Encryption Standard) the newly government-endorsed with the winner algorithm
Rijndael, a block cipher with a key and block length of 128, 192, or 256 [26].
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2.4 SECURITY ISSUES AND GOALS ON P2P SYSTEMS

The security concerns can be divided between the Application and Network layers. We are
starting with the description of the Application layer as it points out the basic issues of security,
as the meaning of authentication/identification and what should be taken into account in a Peer-
to-Peer environment. Next, we consider the Network layer, trying to addressing specifically the
structured overlay network security issues.

2.5 APPLICATION LAYER

An application operating on a network infrastructure has to guarantee the basic security
requirements, in order to deliver trustworthy business services on top of it. In the context of
structured overlay network the security is critical and absolutely necessary. A business
application on such a network is exposed to security-related damage such as denial-of-access,
exposure of confidential data, unauthorized transactions as the well known Man-in-the-Middle
[28] [29] and Mashup vulnerability [30], identity theft and data corruption.

There are five main goals of information security that a business application has to address:
authentication, authorization, confidentiality, integrity, non-repudiation [26]. Follow a more
detailed description.

2.5.1 Authentication

First of all we have to distinguish between authentication and identification: usually this
represents a common misinterpretation. Identification is the process of assigning an identity to a
specific entity, and authentication is a process that verifies that a user's identity is truly what the
user claims it to be [26]. In our context we can figure out several entity that need an
identification. We have at least peers, logical devices and users and all of the associated logical
software layers can run on the same physical object as a laptop personal computer. The first
authentication process was built on passwords and there are many problems related. We can
divide authentication approach at least in three as follows [26]:

1. what you know
2. what you have
3. what you are

The first approach is based on the classical password (or PIN [31]) asked to the user to
authenticate himself. Passwords are useful but originate several problems related to their
management. People makes common mistakes as writing down passwords, using the same
password for most of authentication systems with no care on their different security levels (web
site for public domain trusted at the same grade of internet banking), making use of common
personal data in the password as the birth date, names of children, that a brute force application
can try to guess.

The second approach is based on what you have at the authentication time. Some of the
systems running this approach give the user a SecurelD [32], a special device synchronized
with its counterpart owned by the accounting system. The user is asked to give the current
SecurelD generated at the time he is applying for authentication. Other examples are smart
Card [33] or smart tags devices as RFID [34].
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Usually the two approach, first and second, are combined together as you can experience in an
ATM system where you have a card and you know a PIN or internet banking where you have a
SecurelD and you know a password.

The third approach is recently used and we can suppose that it's about to grow in the next
future. It is based on biometric data that we can acquire at least from [26]: fingerprint
verification, retinal analysis, facial recognition, iris verification, hand geometry, voice verification,
signature verification. Even if most give the impression of unfeasible approaches in common
applications, nowadays many laptops have fingerprint verification device as well as built-in web
cam for face recognition and such a system can as example authenticate itself in a peered
network.

There are also several plug-ins written for web browsers that allow interacting with the biometric
devices as fingerprint scanner and cameras and we can cite at least two standards for
managing biometric data: the OASIS XML Common Biometric Format [35] and the NIST -
Common Biometric Exchange File Format [36].

Summarizing, if we have to guarantee high security level in our applications on whatever
network infrastructure, we have to try to adopt a mixed approach, made up of at least two of the
listed above, as examples coupling fingerprint and password or fingerprint and smart card or
SecurelD and password.

We have not taken into account the methods for protecting the passwords or PIN or the other
proposed approaches. Usually the Secure Socket Layer is widely used for protecting these
information and making use of asymmetric cryptography is possible to envelope them with the
public key of the remote system which will be able to read them making use of its private key.

This handshake is useful for protecting the authentication tokens but could not provide the
authentication itself.

2.5.2 Authorization

The concept of authorization resides in the guarantee that an authenticated user will do only the
actions that she/he is allowed to perform. Systems supporting authorization mechanisms are
asked to have a list of actions for each user and for each instance they have to deal with. Many
systems usually make use at this purpose of Access Control Lists [37], lists that specify the
access rights to items.

In order to simplifying the authorization management, we can put together more users with a
similar behavior, defining Profiles and Groups. We can have grants as a specific profile (as
example administrator) and we can also have access to different groups with different access
rights. Unix Operating Systems have a built in authorization feature, supporting ACL at low level.
Usually the profiling has done at the application level and just after the communication protocol
layer. As example, profiling on web applications takes place immediately above the HTTP
protocol, with specific filters running on top of the web contexts, as the widely used tool ACEGI
[38]. In a peered environment we have to pay special attention to the authorization issue
because it is needed by every business applications.
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2.5.3 Confidentiality

When data is passed over communication paths that may be open to unauthorized viewers it
needs to be protected. This is the confidentiality concept. A wide variety of information falls
under the category of sensitive data.

In a Peer-to-Peer system, we can have sensitive data coming out from shared contents or from
the applications running on such a system. Usually we think about medical records or private
information as sensitive data. In a peered scenario where users access several multimedia
contents, a sensitive information is the consumption of the items itself. The cultural consumption
[39] could be a powerful business and can be figured out as confidential information that the
applications running on the network have to protect.

Also data deriving from log files related to the user’'s choices on digital items as well as the
number of times she has played a specific item has to be considered sensitive data. In order to
protect these data the application layer has to make them unreadable except than by authorized
users. This is accomplished by using encryption algorithms, or ciphers, secrete ways of
representing messages [26].

As we are dealing in an European context, we have to mention that a specific directive on Data
Protection produced by the European Community [40] forces business applications to keep
confidential all the personal data provided by users.

2.5.4 Integrity

The application running on the peered network has to guarantee that data (digital contents and
related information) has not been altered by any unknown entity during its transit between peers
up to the final user. A malicious peer can alter the routing (as described later in the network
layer) and can access the digital contents exchanged by peers and alter it before it reaches the
final destination.

In order for the receiver to be able to check the integrity of the data, the sender must transmit
some additional information as checksum or CRC, employed by many protocols including
TPC/IP. CRC (Cyclic-Redundancy Check) Cyclic Redundancy Check (CRC) is an error-
checking code that is widely used in data communication systems and other serial data
transmission systems. CRC is based on polynomial manipulations using modulo arithmetic [41].

Anyway an intelligent peer can easily overcome CRC method, for example introducing a
malicious code into the digital content and some other insignificant parts of the code in order to
have the same CRC. To foresee this behavior, strong one-way hash functions have been
developed that make it computationally infeasible to create the same hash value from two
different inputs [26]

2.5.5 Non-repudiation

OQAGRWFKCVKQP KU VJG EQPEGRV QH GPUWTKPI VJCV C EQPVTCEV E
GKVJGT QH VJG RCTVKGU RKBROURKGVFKQ®POGCPU HQT GZCORNG VJCV
XGTKHKGF VJCV VJG UGPRRREPF YGEGTGE HCEV VJG RCTVKGU YJQ E
UGPF QT TGEGKXG VJG OGUUCIG TGURGEVKXGN]

& O8$ (8% 28/01/2008



24 42

! "# $$%

6JG U[UVGO JCU VQ DG CDNG VQ DKPF VJG WUGT CPF VJG CEVKQPU U.
VQ DG UWTG VJCV C URGEKHKE EJCPIG QP FCVC YCU EQFP& ®I\W URGE]
YG JCXG VQ GPNCTIG VIG EQPEGRV QH WUGT VCMKPI KPVQ CEEQWPV

5Q HCT VJG QPN[ CRRTQCEJ HQTG RWRIRAWY MIB ROYWPWG KU CEIJKGXGF D]
GPET[RVKQP 5RGEKHKECNN[ FKIKVCN UKIPCVWTG KU OCKPN[ WUGF H

2.6 NETWORK LAYER

In the network layer we are considering the topology of the system. As we are dealing
specifically with DHTs we focus our attention on common security attacks that DHT exposes. In
the following sections we describe different possible security concerns which can be produced
by the presence of malicious nodes in the network.

Most of DHT security issues are based on changes of the routing management algorithm, i.e.
the routing table and its related information. For example, a node can route a message to the
wrong node, or misinform nodes which are performing topology maintenance [18]. Most of the
technigues to prevent these types of attacks involve verifying invariants of the system properties
[42], such as ensuring that routing always makes progress toward the destination [16]. Even if
most of the security attacks only lead to DoS (Denial of Service) problems, there are specific
attacks, such as letting multiple nodes join and leave the system very frequently, that can break
down the system [43].

In the following we survey the major common security attacks that DHTs have to deal with.

Since the proposed architecture for SAPIR is built of DHT overlays, the security of the
networking layer deserves a special care.

In this section we describe the security concern due to the invalid lookup. It is produced by
malicious nodes that, iteratively, forward lookups received by other nodes to an invalid or non-
existing node (they can eventually forward the lookups to existing nodes chosen in a random
way). The occurrence of these failing lookups negatively impacts the performance of the Peer-
to-Peer network, being bandwidth consuming and obviously resulting in a lower lookup
efficiency, since the requesting nodes stop sending their queries to other peers when the time-
to-live goes to zero.

The DRM solution for SAPIR will deal with this security issue by trusting well-behaving nodes,
making use of a secure node identifier to contact other nodes. This approach has been
extensively used in Chord [12] and is based on the creation of a node identifier by hashing the
IP address and the port of a given node. Hence the secure node identifier will be the SHA value
of the pair IP:port, secureNodeld = HASH(ip:port).

Since the IP address and the port number are necessary to contact the node, in this way it can
be easily verified if the correct node has been contacted. The main advantage of this approach
is that it provides a validity check on the origin of a message sent to a node, while a possible
drawback is a low performance due to the cost of signatures.

Of course it could be better to have some kind of SSL handshake, symmetric or asymmetric,
certifying the node with a specific nodeld. Unfortunately that requires some kind of granting
procedure for joining the network that is not feasible in a fully free context. It could be used in a
protected environment, with predefined peers and well established configuration.

& O8$ (8% 28/01/2008



25 42

! "# $$%

2.6.1 INCORRECT ROUTING UPDATE

In this section we consider an other kind of security threat, due to the corruption of the routing
tables. In this case a malicious node can send invalid updates to other nodes producing the
building of corrupted routing tables. This is a major issue for DHT based networks, whose nodes
create their routing tables by consulting other nodes. If a malicious node is sending an invalid
update, the routing table of the requesting node is automatically corrupted and its queries can
be directed for example to invalid nodes.

Moreover this corruption propagates into the network because also well-behaving nodes provide
wrong information to other nodes due to the corruption of their own routing tables. The
combination of an incorrect routing update and of an invalid lookup can have disruptive effects
for the Peer-to-Peer network since the queries can be directed mainly towards nodes with high
latency and low bandwidth.

In the literature it is possible to find different solutions for this kind of security problems. For
example in CAN [14] the routing updates are made by taking into account the round-trip-time in
order to favor lower latency paths in routing updates.

In Pastry [13] a quite simple approach is used to detect such corrupted routing tables: each
entry in the tables must be preceded by a correct prefix, which can not be reproduced by
malicious nodes.

In this way routing tables with a high level of corruption can be easily detected. Other
approaches have been proposed (for example it could be checked if every node in a given
routing table is really reachable) but often they can affect the network performance and are not
suitable for all situations.

2.6.2 PARTITION

In this Section we briefly describe a security issue due to the action of a malicious node which
forces other peers to join a parallel malicious network. It can happen that a node contacts an
other node in order to join a Peer-to-Peer network and this node is indeed a malicious one, so
the starting node is actually joining a malicious parallel network.

The goal of this parallel network could simply be monitoring the behavior of well-behaving
nodes to run the same protocol as the correct nodes, in order to get access to the contents
shared in the correct network.

By providing even the look up capability into the original network and having a node connecting
both of these networks or having some original data from the legitimate one, this coalition of
malicious nodes could manage to “camou age” itself and its true intent. A new node might feel
itself well off in the network, whereas it is actually subject to observation of its actions which are
supposed to be kept private. The use of public keys, though expensive, can establish some
stronger identity than mere IP-addresses, which are subject to frequent changes. If a node has
successfully joined a legitimate network in the past, it possesses certain knowledge about the
network and possibly nodes that successfully answered its queries.

It can indirectly check the routing tables of other nodes, by performing random queries to gain
knowledge about possible different views of the network than its own.

Making use of a node certification mechanism, that provides secure nodelds, this kind of attack
is quite difficult to succeed.
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2.6.3 RAPID JOIN/LEAVES

Structured networks like nodes in a Chord ring impose an additional burden on the available
bandwidth of nodes. A considerable communication overload occurs, which makes nodes
vulnerable in ways they would not be in a fully decentralized network like Gnutella [7].

Each instance of join and leave a structured network causes a DHT to rebalance its keys and
the data among the nodes, which generates a considerable traffic load and degrades the
performance of the system. In a Gnutella network this kind of overload is feasible with a sudden
increase of search messages that will flood the network, as its search-protocol does not scale,
so this condition would be considered standard. In DHT systems this excess of data transfer
and control traffic would render the whole network inefficient and impair the secure functioning
of the system. In a classic denial-of-service attack (DoS) where an attacker generates arbitrary
packets and overloads a targeted node, it would seem as if the targeted node failed in a normal
way. As every node in a DHT is responsible for certain data, some of it would be unavailable for
a certain period of time. The possible damage here or in a decentralized Peer-to-Peer network
will however seem much smaller than in centralized Peer-to-Peer networks like the former
Napster or a hybrid Peer-to-Peer network with super-peers. By having the servers attacked with
a DoS, whole portions of the network would be “knocked out” for a certain time. In order not to
become too suspicious to many other nodes at once and to make its own malicious behavior
more difficult to detect, a node may behave well with some part of the peers in a network and
follow the protocol correctly. In a DHT system those peers would be the immediate ones in the
vicinity of the malicious node’s identifier space. In this way they are hardly discovered because
they are in the same set of the identifier space of a malicious peer, but in this space they mimic
to follow the correct protocol.

Good behavior with these peers guarantees, at least, longer connectivity to the whole Peer-to-
Peer network, as these peers would keep the malicious node in their routing tables. Legitimate
reports of bad nodes would not be distinguishable from false accusations of the good ones.
Public keys and digital signatures here would help gain some assurance in the legitimacy of the
reports by having all peers sign their responses.

In conclusion, a structured topology of nodes provides considerable improvement in
performance of the network as well as sensitivity to abrupt changes in the protocol behavior due
to the possible impact of malicious nodes.

2.6.4 SYBIL ATTACK

In this Section we describe a typical security concern for Peer-to-Peer networks which is usually
referred to as Sybil attack [44]. In case of this kind of attack, a malicious node (or any other
single entity on a network) obtains multiple fake identities and pretends to be multiple, distinct
nodes in the system. In this way other nodes might believe in having an interaction with some
distinct nodes whereas in fact there is only one entity they are addressing. Therefore by
controlling a large fraction of the nodes in the system, the malicious user is able to replace the
well-behaving nodes in collaborative tasks as shown in Figure 1-9.

Large scale Peer-to-Peer systems deal with security concerns related to faulty or malicious
remote computing elements by employing redundancy. In Peer-to-Peer systems it is difficult to
avoid a malicious nodes that masquerades under multiple identities and thus appears to be
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many different users. This implies that given particularly huge resources (bandwidth, disk space,
computing power) some deceiving peer could gain control of a large part of a Peer-to-Peer
network by undermining its redundancy, which is one of its basic properties. The primary
solution for this kind of threats is that the system must ensure that distinct identities refer to
distinct entities.

The solution proposed in [44] is to have a trusted agency which certifies identities, so that each
node receives an identifier by a central server which is responsible of the distribution of all
identities. In the absence of a central identification authority, the capability of a single node to
discriminate among remote entities depends on the assumption that the resources available to
the attacker are limited. Anyway this situation could be unrealistic for many Peer-to-Peer
systems, because would require that each node operates under almost identical resource
constraints and that all identities are validated simultaneously by all entities, coordinated across
the system and as shown in [44] the Sybil attack is still possible with such systems.

Many possible solutions have been proposed so far against the creation of multiple identities in
a Peer-to-Peer network. For example computational puzzles, like in HashCash [45], might be
used. This is an old solution for defense from DoS (denial-of-service) attacks. Before joining the
network a peer has to solve some computational problem, thus is forced to use his CPU-cycles
needing more time to join than usual.

But in the case of an attacker with huge resources, it would at best slow down the process of
generation of false identities and the process of these virtual nodes joining the network.

In structured Peer-to-Peer networks like Chord and Pastry where the network determines
different tasks that certain peers have to do, hashing of IP addresses is performed partly to
establish some kind of identity of individual peers. This would surely complicate and prolong the
process of a Sybil Attack.

Obviously the most intrusive method of binding an identity directly to a node would be, of
course, to provide a distinctive identification for each computing unit that is taking part in a
network. Many commercial platform are available providing cryptographic keys embedded inside
of every hardware device. Of course a user has to implicitly trust that these devices have an
embedded key (and not an arbitrary one) and the users actually use these as they are supposed
to. The concept of Pretty Good Privacy (PGP) [46] web-of-trust may vouch for established
identities for other newcomers in the network, but may also be misused by the

malicious node to subvert the chain of trust. As a last resort for keeping all the possible
weaknesses of the aforementioned solutions somewhat under control, one can rely on
certification authorities and similar trusted agencies. The rationale behind the solutions
described above is to limit the resources available for malicious nodes in order to reduce the
probability of success in such attack.
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Figure 1-9. The sybil attack [18] [44] Node c gains majority by imposing as nodes c,d and e in the overlay
network.

2.6.5 ECLIPSE ATTACK

In this Section we briefly describe a security issue referred to in the literature as Eclipse attack
[47], which constitutes a more general attack on overlay networks than the Sybil attack
described in Section 1.5. It is based on the activity of a malicious peer which keeps control of
the neighbor nodes of one or more well-behaving peers and in such a way those well-behaving
nodes are unreachable (“eclipsed”). This situation is due to the fact that each node in the
network maintains overlay links to a set of neighbor nodes. Each node uses these links to
participate in the maintenance of the Peer-to-Peer network and to keep its functionalities, so the
correct communication among nodes exploits such overlay links to forward messages. In case a
malicious peer is able to control a large fraction of neighbor nodes of a well-behaving peer, all
messages directed to that peer will be dropped or rerouted and that peer will become
unreachable. A network with a malicious peer keeping control of the whole overlay traffic
represents the extreme situation for this kind of security concern.
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3. ANALYSIS OF EFFICIENT WAYS FOR PREVENTING SPAM IN A MEDIA
SEARCH ENGINE

In the previous sections we have analyzed many malicious and opportunistic behavioral patterns
that can be observed in Peer-to-Peer systems. Recently a new form of malicious behavior,
namely, content pollution, has been observed in real Peer-to-Peer file sharing systems [48].
Pollution on peered networks is very close to the spam behavior that we usually experiment
accessing Web pages on http protocol.

We can have different kind of pollution, specifically related to the content itself or to the
associated metadata, discussed in section 3.1. Finally we can have index poisoning, discussed
in section 3.2. Some techniques have been proposed for fighting pollution and in section 3.3 we
have summarized the relevant ones for DHT systems.

3.1 POLLUTION OF CONTENT AND METADATA
The pollution of contents is one of the most widely used sabotage technique.

One way to fight against Peer-to-Peer file sharing of copyrighted content is to deposit into the
file sharing systems large amount of polluted files [49]. The goal of the polluter is to trick users
into repeatedly downloading polluted copies of the targeted title; users may then become
frustrated and abandon trying to obtain the title from the file -sharing system [50]. Two potential
strategies for polluting contents are decoy insertion, which consists of injecting corrupted copies
of a file into the system, and hash corruption, which consists of injecting a corrupted file with the
same hash code as a non-corrupted one [51].

Decoys are files whose name and metadata information (as artist name, genre, length, etc...)
match those of the item but whose actual content is unreadable, corrupted or altogether
different from what the user expects [52]. As Liang et all [49] have pointed out, we can classify
the pollution into at least two main categories:

1. content pollution
2. metadata pollution

The former is the most common. The polluting party decoys for a specific digital content by
modifying it in one or more ways, including replacing all or part of it with white noise, cutting the
duration, shuffling blocks

of bytes within the digital recording inserting warnings of the illegality of file sharing in the
recording, and inserting advertisements [49].

The latter focus the attention to the metadata associated to the contents, trying to tamper them.
This often involves taking an older recording, whose copyright has expired and changing its
song title, album title, and artist name to that of the targeted recently-released recording [46].

With both of pollution techniques, the user will not be able to play nor search the digital item he
is looking for.

Recently, it has been observed that the fraction of polluted copies of popular files in KaZaa
could be as high as 80% [49]. Nevertheless, the efforts towards reducing pollution dissemination
have been very timid [48].
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3.2 INDEX POISONING

The index poisoning is referred as the index alteration for spamming purpose on Peer-to-Peer
systems.

Both structured and unstructured file-sharing systems are highly vulnerable to index poisoning
[53]. It consists in inserting bogus records in Peer-to-Peer indices, making the system fail to
locate an existing object [48]. This is also referred as hash corruption mechanism. The index in
a peered systems is made up of IDs, a unique identifier usually obtained as result of a one-way
hashing function, as described in section 2.3. Anyway, it could happen that two or more items
will obtain the same ID.

Some of the common used algorithms generate the file ID based only on parts of the file [51]. In
this context, a malicious peer can make changes on the parts of the file which are not used by
the algorithm to generate the file 1D, creating different files with different file IDs. When a user
request this file, will receive a list of versions of that file, each one with a distinct file ID and a
certain number of copies [51]. Then, the user chooses a version, downloading pieces of
different copies. If a downloaded piece is a corrupted part from the changed file, the entire
download file will be corrupted [51].

FastTrack [54] network uses an algorithm called uuhash, which uses only some pieces of the
content file to generate the ID [51]. This enables malicious peer to create the same ID for
different contents.

Another way for altering indexes is to change client node of a peered network in order to
compute wrongly the IDs, associating a corrupted file to the actual ID related to the correct
keywords.

In a typical file-sharing system today, when an index receives an advertisement for a copy, the
index does not authenticate the advertisement; specifically, it does not verify that the copy is
truly available at the advertised location (bundle of IP address and port number). In the index
poisoning attack the attacker falsely advertises copies of the targeted titles [50]. As described by
Liang et all in [53] we can have false advertisements as follows:

random version identifiers that do not correspond to any existing versions
IP addresses that do not correspond to any nodes patrticipating in the file-sharing system
unavailable service port numbers at participating nodes

In Overnet DHT topology, if the poison index attack is generating random version of the
identifiers, when a users searches for the keyword, the user's client receives the bogus
identifier. If the user selects the bogus identifier, the DHT displays "looking” and searches
indefinitely for the identifier [53]. Otherwise, if the attack is providing phantom couple IP-ports,
the user will receive a timeout error message.

In the SAPIR context this kind of attack could be performed especially in the “Universal ring”
(see deliverable D2.1), that one responsible for resource management. The indexed resources
as well as the references to the other overlays could be corrupted or not corresponding to any
real object.
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3.3 ANTI-POLLUTION MECHANISM

Some of the proposed solutions contrasting the content and metadata pollution are useful in the
context of structured overlay networks and as Liang et all [49] have suggested, we can report at
least the following

two:

1. Reputation systems. In a reputation system peers assign reputations to each other
aiming at identifying and isolating malicious users that actively disseminate polluted
content in the network [48]. In their work, Costa et all[48] have presented scrubber, a
new decentralized reputation system which simplify the deployment of Peer-to-Peer
clients, and captures the peculiarities of pollution in large scale systems. In scrubber
there are two main components: the Individual Experience and the Peer Testimonial
which captures the opinion of the other peers or the community.

2. Blacklists. This is the list of the polluter's IP addresses. Usually the anti-pollution
systems try to identify IP address ranges that are broad and complete enough to cover
the hosts providing the polluted content, yet narrow enough to exclude the vast majority
of ordinary users [50].
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4. TRUST ENFORCEMENTS FOR P2P

A possible technique fighting pollution and index poisoning, is to crawl the Peer-to-Peer system
in order to obtain for each title of the shared objects the number of versions, copies, the IP
address of the content provider and the metadata associated to the contents. With these
information it is possible to set up mechanisms for identifying polluted contents as well as IP
ranges of nodes that are poisoning indexes.

In a Web of trust environment [49], the user receives updated lists of friends from all of its own
trusted friends. The user downloads from friends and from the friends of his friends. If the user
receives polluted content from any friend of friend, the user ceases to download from the friend
of friend and notifies his direct friend of the problem. The idea is similar to the trust mechanism
used in PGP, as discussed in section 2.6.4 [49].

In order to fight the pollution and the index poisoning, it is possible to set up an automatic
crawling of the shared contents of the DHT, where peers are joined in social networks as
described above, and where the trusting of peers/users involved in the SON drives the
mechanism of pollution detection leading to an automatic identification of malicious peers as
well as corrupted contents and indexes.

Recently many contributions have been proposed concerning the definition of trust models in a
Peer-to-Peer environment, which are mainly based on the definition of an appropriate metric to
establish reputation within a Peer-to-Peer network and achieve an efficient level of trust in the
network.

Various metrics for reputation management in a peer-to-peer environment have been proposed
(see for example [55] for an overview of different algorithms for metric definition). As already
described before, the main problem of these kind of networks is the lack of a central authority
that can guarantee and certify the quality of the shared resources and estimate the behavior of
other peers. Different solutions have been proposed to collect information and estimate metrics,
describing the performance and quality of other peers, without resorting to a centralized service.
The aim is the creation of a distributed algorithm that is run by autonomous untrusted agents
and that is su ciently reliable, e cient and secure to be robust against malicious peers.

In general a peer, which needs to engage with another peer to perform some kind of
transaction, could benefit from this approach in the selection of a peer which has the desired
characteristics with respect to some metric and also to assign a rating based on the information
coming from other peers. Data overlays and collaborative content distribution systems have a
need for a distributed metrics evaluation mechanism. The first scenario where this approach can
be applied is le sharing in a peer-to-peer network where a humber of malicious peers provide
corrupted data. The goal is to provide a quick access to a trustworthy source and above all to
update and retrieve quickly trust ratings of peers. This requires the implementation of tools for
distributing e ciently trust computation between a number of honest peers. The nal goal is to
implement a system that is able to alter the natural scheme of selection of the transacting peers
in order to maximize the number of authentic downloads without unbalancing the load in the
network.

EigenTrust is an algorithm proposed for le sharing in Peer-to-peer systems and has been
widely used for the creation of metrics. In [56] the algorithm EigenTrust is introduced and a
possible approach to aggregate the local trust assessments of all peers in the network in an
e cient, distributed manner is discussed. Several issues related to practical aspects of keeping
peers honest in EigenTrust are discussed for example in [57]. PeerTrust [58] is a novel algorith
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that combines several parameters such as feedback from peers and credibility of the feedback
source into a general trust metric. Guha and others [52] propose a framework for trust and
distrust propagation on networks. More recently, in [59], a novel protocol called SybilGuard for
limiting the corruptive in uences of sybil attacks is based on detecting small cuts in the graph of
trust relationships between peers. There is already ongoing work on incorporating the notion of
trust into distributed ranking of Web pages. Speci cally, the goal is to incorporate the concept of
trustworthy peer in the meeting selection step of the JXP algorithm [60].

In [55] various metrics that can be easily integrated with EigenTrust to build a reputation system
are described, in order to create a system able to assist agents in choosing a reliable peer to
transact with when one or more have o ered the agent a service or resource. A number of new
attack models are introduced along with the creation of a new metric, called dishonesty, which
results in a more effective way to reduce the amount of inauthentic downloads for all the cases
in which EigenTrust alone is not su cient. A rst possible scenario is le sharing in a peer-to-
peer network. The goal is to provide a quick access to a trustworthy source and above all to
update and retrieve quickly trust ratings of peers. This might require the implementation of tools
for distributing e ciently trust computation between a number of honest peers. An excellent
taxonomy of concepts in p2p reputation and trust management is given in [61].

4.1 TRUST MODELS

In this section we focus on the currently proposed approaches for trust enforcement which can
be found in the literature, which propose different solutions concerning various algorithms to be
used for the implementation of a web of trust.

A relevant work concerning trust models is [62], which describes a general framework for
different types of trust and distrust propagation in a graph of Web pages, sites or other entities.
One commonly proposed solution to this problem is to build and maintain a Web of trust, as
already described before, across the whole Web in order to allow users to express trust of other
users, which can help users to develop an opinion of another user without prior interaction and
give an estimation of the quality of information before acting on it.

The natural approach to evaluate the quality of information would be to collect together the
opinions from different users, but this approach can give fake results due to the possibility for a
user to express different opinions using multiple identities. Therefore recent works propose a
mathematical approach to allow the propagation of trust, based on trust relationships among
users as in the real world. The main advantage for this kind of web of trust based on trusted
relationships, as already mentioned, is mainly the possibility to skim all the available data
through the sources trusted by each user. On the other hand, in a business scenario well-
trusted users can receive great benefits concerning their visibility and influence in the web of
trust.

Moreover many recent works have pointed out that the assignment of trust by users is not
enough to develop a model which is able to describe real situations in an accurate way. In
addition to trust, users should also be able to express distrust (negative trust), which for real
world applications is as relevant as trust. In [62] the development of a trusting algorithm which
takes into account both trust and distrust is discussed. The main challenge is the modeling of
distrust, to handle negative trust in a coherent way to determine a measure of trust from a node
to an other one, because this introduces a complication in the mathematical approach and
needs a careful handling of different issues, such as the propagation of distrust itself. The main
challenge concerning the propagation of trust is due to the fact that if a user distrusts an other
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one, the trust value the second user assigns to a third user could be no more reliable, since the
value model of the second user could be very far from the evaluations of the starting user (and
this could be the reason why the first user distrusted the second one), therefore no estimation
about the third user can be obtained by the first used based on the trust rate of the distrusted
second user. This simple consideration, applied to real world systems, shows the need for a
reliable mechanism for distrust propagation.

It is worthwhile to notice that the management of distrust for the implementation of the
algorithms has appeared in the literature only a couple of years ago, therefore many algorithms
or approaches proposed in the past didn't attempt to model distrust in any way, but focused
mainly on the comparison of different models on real, huge data set.

An other typical problem of web of trust is due to the fact that each user usually trusts only a
limited number of other users and an alternative solution must be provided to the remaining
users who were not assigned a trust value. In [63] different propagation mechanisms are
studied which include a method for the prediction of trust values for users without an explicit
trust rate.

Link analysis on Web graphs and social networks form the foundation for authority assessment,
search result ranking, and other forms of Web and graph mining. The PageRank method is the
most widely known member of this family. TrustRank [62] is a PageRank-like authority measure
based on manually labeling a seed of highly trusted hosts, and then propagating that trust to
other hosts. This algorithm allows estimating the amount of trusted score that each Web page
receives and indirectly evaluating also the amount of score received by spammers. In [64] and
[65], the original TrustRank idea has been further extended. Detecting and combating Web link
spam is a special, but highly important case of reasoning about trust and distrust. A taxonomy of
the most important spamming techniques can be found in [66]. A number of algorithms have
been presented in order to fight spam. Most of them (see, e.g., [64], [65], [67], [68] and [69])
analyze the statistical properties of the link structure induced by the Web and classify as spam
those pages that exhibit statistically significant local deviations in these properties. The problem
of untrustworthy or manipulated content is felt even more in a P2P environment [60]. The
complete lack of accountability of the resources that peers share on the network offers an
almost ideal environment for malicious peers and forces the introduction of reputation systems
that help to assess the quality and trustworthiness of peers. In [70], the authors present a
complete overview of the issues related to the design of a decentralized reputation system.
EigenTrust [56] is one of the first methods introduced to assign a global trust value to each
peers, computed as the stationary distribution of the Markov chain defined by the normalized
local trust matrix C whose element at position [i,j] represents the local trust value that a peer i
assigns to a peer j. Extensions towards distributed and non-manipulable EigenTrust
computations are presented in [57]. The anomaly detection procedure described in [71]
analyzes peer activity on the network in order to identify peers whose behavior deviates from the
typical peer-traffic profile (e.g., duration of connections, uploaded bytes, etc). In [72] the authors
present SeAl, an infrastructure designed for addressing the problem of selfish peer behavior. It
works by combining a monitoring/accounting subsystem, an auditing/verification subsystem, and
incentive mechanisms. Another framework for reputation-based trust management is presented
in [58], where peers give feedback about other peers' good or bad behavior and various forms
of network-wide trust measures can be derived in a P2P-style distributed computation.

In [60] the JXP algorithm is presented. It can be used for computing PageRank-style authority
scores of Web pages that are arbitrarily distributed over many sites of a Peer-to-Peer network.
Peers are assumed to compile their own data collections, for example, by performing focused
Web crawls according to their interests. This way, the Web graph fragments that reside at
different peers may overlap and, a priori, peers do not know the relationships between different
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fragments. The JXP algorithm runs at every Peer, and it works by combining locally computed
authority scores with information obtained from other Peers by means of random meetings
among the Peers in the network. The computation on the combined input of two Peers is based
on a Markov-chain state-lumping technique, and can be viewed as an iterative approximation of
global authority scores. JXP scales with the number of Peers in the network. The computations
at each Peer are carried out on small graph fragments only, and the storage and memory
demands per Peer are in the order of the size of the Peer’s locally hosted data. It is proven that
the JXP scores converge to the true PR scores that one would obtain by a centralized PR
computation on the global graph.
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5. TRUST AND SECURITY DEVELOPMENT IN SAPIR

In Section 2.5 we discussed the security in a P2P system and we distinguished between
Application Layer and Network Layer issues. Concerning the Application Layer, we intend to
implement in SAPIR all the five requirements discussed: authorization, authentication,
confidentiality, integrity and non-repudiation. We plan to adopt the SSL protocol based on
public/private keys with asymmetric algorithms.

Assuming a P2P network made up of peers running different SAPIR applications, the
communication among them will be achieved by a public/private key handshake, which is
enough to guarantee the five requirements mentioned above relevant for the application layer.

In particular, concerning the authentication, we plan to use a "what you know" and "what you
have" based approach (see Section 2.5.1): the user will make use of a simple password (what
you know) to obtain the access to a given running application, while the communication among
peers will require a public key (what you have), certified by a Certification Authority. We plan to
set up a SAPIR Certification Authority for providing certificates for peers and software
applications. In this way the management of the user accounts (the list of authenticated users
as well as the required passwords) will be only local (and not distributed over the network) and
will be related to a single application/peer. Each application will be required a valid certificate,
released by the SAPIR Certification Authority and installed on a specific application running on a
particular node. In order to achieve what described above, we plan to make use of (and
eventually extend to our needs) Chillout [73], the reference software implementation of
ISO/IEC23005, released by DMP [74] under Mozilla Public License (MPL) 1.1.

SAPIR members (from EURIX) are actually involved in the development of Chillout and this
solution will be used in SAPIR also to achieve the management of digital rights since it allows
the creation of an interoperable DRM platform.

Concerning the issues discussed in Sections 2.6.1 through 2.6.5 related to the network layer we
intend to make use of certified nodes, i.e. that the SAPIR applications running on nodes have
obtained a valid certificate. The applications managing the Peer-to-Peer network will be able to
create the certified hash values to be inserted in the DHT.

The nodes of the SAPIR network will belong to a given overlay whose peers are predefined.

In a common user experience the peer functionalities will be made available through the
application interface. In this way the user who is interested in SAPIR services will not become a
new peer joining the SAPIR overlay responsible for indexing and for feature extraction
operations but will only use the insert and search functionalities.

The addition of new peers running the applications for feature extraction and indexing will be
managed by the SAPIR certification authority, which has to grant the applications as well.

This approach should automatically guarantee a suitable solution against the security issues at
the network level (rapid join/leave, eclipse and sybil attack, etc.).

Moreover a scenario to be investigated is the possibility for users (clients) to participate with
join/leave in a dedicated overlay (for example a master ring) where a few peers are participating
also to other overlays (e.g. feature extraction).

The latter peers can expose the analysis and search functionalities to the other “client” peers
that do not have to participate to the content analysis at all.
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Concerning the spam prevention and the trust enforcement, as already described in Section 3
this is still an open issue for the scientific community and we will follow the new developments in
this field.

We plan to evaluate the exploitation of reputation systems based on social networking. This
effort will benefit from the results of Work Package 5.

6. SUMMARY

In this document we have analyzed trust and security in Peer-to-Peer networks for the
management of governed digital contents in SAPIR environment and we have provided a
survey of the available technologies in this field.

As part of task 6.1.1, after an introduction to Peer-to-Peer systems based on structured overlay
networks and distributed hash tables, we discussed the security issues on the network and
application layer.

The main security concerns for a Peer-to-Peer systems have been discussed based on relevant
approaches available in the literature. An analysis of efficient ways for spam prevention and for
trust enforcement in Peer-to-Peer systems is presented, based on the different approaches
which are currently under discussion in the scientific community.

The results of this analysis will be used as guidelines for the implementation of the security and
the Digital Rights Management in SAPIR. In Section 5 we have presented the security
techniques which will be implemented in Work Package 6 activities.
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