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1 INTRODUCTION 
In this document we describe different uses and applications of social network analysis in the 
SAPIR framework. SAPIR is proposing new solutions for an innovative technological 
infrastructure for next-generation Multimedia Search Engines. Unlike existing multimedia 
searches which  are limited to metadata annotations attached to the multimedia content, SAPIR 
offers true content based searches relying on real multimedia content following the “query by 
example” paradigm  in which the user can supply multimedia content in the form of images, 
speech etc, as the query input. This, combined with optional metadata annotations and user and 
social networking context provides the next level of search capabilities and precision of retrieved 
results. 

The amount of accessible digital information is exponentially increasing. Under these 
circumstances, queries to typical search engines give results which do not fit users’ needs. 
Thus, a user has to spend too much time looking for the required information within the results. 
A way to adapt these results to user needs is by enriching initial queries and filtering or re-
ranking results. One approach to handle it is collecting and leveraging user’s context 
information. Context information include among other things location information, current task 
performed by user, user’s surroundings, etc. This information can be especially important when 
the context changes quickly, just like in the system we are designing, where every node 
publishes all new digital content that users upload. Context information can be leveraged for 
example for disambiguating queries – if user is located in the art museum and looks for 
Madonna, most probably he doesn’t mean the pop singer. Other examples could be taking into 
account user’s availability to share content, proactively searching for potentially relevant data 
etc. 

The term Social Network is used in various contexts and our first task is to define our 
interpretation to Social Network and then how it can be used to improve search results for 
SAPIR. We distinguish between three aspects of Social networks –  

�  User Social Network (USN) – the relations between users, friendships, etc. 

�  Context Awareness - the current context of the user e.g. user location, current tasks 
performed by the user, user surrounding etc.   

�  Peer Social Network (PSN) – a self-organizing network for similarity searching.  

While the 3rd aspect (PSN) is about relations between peer machines and not between users as 
is commonly accepted when discussing “social networks”, we take the “social” term in a broad 
interpretation and extend it to relations between peers. The rest of this document is organized 
as follows. In �2 we define Social Networks, and in Section �3 we survey existing social network 
repositories. In Section �4 we discuss how social networks can improve the SAPIR search 
results. We conclude in Section �5 with a summary. 
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2 DEFININIG SOCIAL NETWORKS 
We start with definitions of the social network concepts and distinguish between three aspects 
of social networks - USN – User Social Network, Context Awareness, and PSN – Peer Social 
Network.  

2.1 SOCIAL NETWORKS BETWEEN USERS  

A Social Network for users is a social structure made of nodes (which are generally individuals 
or organizations) that are tied by one or more specific types of relations, such as friendship, 
kinship, similarity w.r.t. a certain quality (such as movie taste, areas of expertise, and so on),   
disease transmission (epidemiology), etc� . Social Network Analysis (SNA) is a field for studying 
Social Networks and applying their unique features to different fields of research� . In the field of 
P2P search, the notion of social networks and various relationships between the users of a 
system can bring substantial benefit and improve both the search results and user experience of 
the system. In addition, we believe that SNA can also be used for disseminating the system for 
wider use. 

A social network is a graph that represents social entities and relationships between them. 
Social Network Analysis is based on an assumption of the importance of relationships among 
interacting units (Wasserman and Faust, 1994)� Social network analysis has moved from being 
a suggestive metaphor to an analytic approach to a paradigm with its own theoretical 
statements, methods and research tribes. Analysts reason from whole to part; from structure to 
relation to individual; from behavior to attitude. They either study whole networks -- all of the ties 
containing specified relations in a defined population; or personal (egocentric) networks -- the 
ties that specified people have, such as their "personal communities"' .  

Traditionally, social network data is collected using techniques such as questionnaires, 
interviews, observations, and archival records. However, these techniques require a great deal 
of research and human intervention to be applied. In recent decades, the wealth of information 
in computer databases and applications became a good source for automatically obtaining 
various kinds of social network data. For example the rate of email communication can be used 
to estimate the strength of social ties (Nardi et al., 2002).  

There are several popular social networking services on the web which help to connect friends 
and business acquaintances� . These sites provide their users with an opportunity to explicitly 
state their social connections, thus forming a social network. While this process is somewhat 
tedious for one who wants to capture his entire network in such manual way, but connections 
gathered from these sites can be treated as very reliable evidence for actual connection 
between the participating individuals. 

Applications of social network analysis can be found in sociology, geography, anthropology, 
computer science and other disciplines. Some applications of it include diffusion of innovations�

2� 	 � � � � � � � ##' 3, “free riders” analysis in economics (Cornes and Sandler, 1996), research on the 
“small world” phenomenon (or six degrees of separation, Travers & Milgram, 1969) and more. 
By understanding the social structure of any system – from family to organization to society – a 
researcher can grasp the dynamics of information flow, the real power in the social structure and 
other things which can help leveraging the power of the social to the maximum extent. 

                                                
1 See also http://en.wikipedia.org/wiki/Social_network 
2 See http://www.insna.org/ 
3 http://en.wikipedia.org/wiki/Social_network 
4 www.orkut.com ,   www.linkedin.com, www.facebook.com, www.friendster.com 
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2.2 CONTEXT AWARENESS 

2.2.1 Definition of context 

A much used definition of context is:   

"Context is any information that can be used to characterize the situation of an entity. An entity is a 
person, place, or object that is considered relevant to the interaction between a user and an 
application, including the user and applications themselves" (Dey and Abowd 1999: p 4). 

Dey and Abowd argue that time, identity, location and activity are the four primary context types 
to describe the situation of an entity. These types can be further detailed to get a more complete 
overview of the situation. For instance an e-mail address can be considered a secondary 
context type tied to the identity primary type.  

Another definition of context has been proposed by Chen and Kotz (2000): 

"Context is the set of environmental states and settings that either determines an application©s 
behavior or in which an application event occurs and is interesting to the user." 

Three categories of context were identified by (Schilit, et al. 1994) and a fourth one was added by (Chen 
and Kotz, 2000), as follows: 

1. Computing context – this includes network connectivity, communication costs, communication 
bandwidth and nearby resources (e.g. printers and workstations). 

2. User context – this includes the user’s profile, location, people nearby and current social 
situation. 

3. Physical context – this includes lighting, noise levels, traffic conditions and temperature. 

4. Time context – this includes the time of a day, week, month and season of the year. 

 

The Computing, User and Physical contexts can be recorded across a time span and are used to form a 
Context History, which could be useful for certain applications. For example, if we know the user’s 
calendar, and the current location and time, the application may have an accurate idea of the user’s social 
situation, such as having a meeting or sitting in a class. 

2.2.2 Definition of context awareness 

Dey and Abowd (1999) define context-aware systems as follows:  

"A system is context-aware if it uses context to provide relevant information and/or services to the 
user, where relevancy depends on the user©s task".  

Chen and Kotz (2000) argue that there are essentially two ways a mobile application can take 
advantage of context: i) automatically adapt its behavior according to discovered context (active 
context), or ii) present the context to the user on the fly and/or store the context for the user to 
retrieve later (passive context). On this background they present two definitions for context 
aware applications: Chen and Kotz (2000) argue that there are essentially two ways to use 
context: 

"Active context awareness: an application automatically adapts to discovered context, by changing 
the application©s behavior." 

"Passive context awareness: an application presents the new or updated context to an interested 
user or makes the context persistent for the user to retrieve later." 

Active context-aware computing is more interesting because it leads to new applications on 
mobile devices and it requires more infrastructure support. They believe it may help to eliminate 
unnecessary user cooperation and make technology as "calm" as possible. 
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The rather wide and object oriented definition of context given by Dey & Abowd (1999) is useful 
to understand the logic of monolithic context awareness systems where context information 
sources are built to support a particular (or several) applications (see the introduction to section 
3.4). Context information in the SAPIR setting is more in line with the definition of context given 
by Chen and Kotz (2000) which when separating between active and passive context 
awareness is accentuating the user and the user situation. In particular the active context 
awareness approach defined as  

... an application that automatically adapts to discovered context, by changing the application©s 
behavior 

seems useful to outline the multimodal approach of SAPIR. However - the present definitions of 
context or context awareness systems should be further elaborated in a p2p setting to ensure 
their relevance to search services targeting multimedia sources. 

2.2.3 Characteristics of context aware services 

Schilit et al. (1994) classify context aware services along two dimensions: i) whether the task is 
to gather information or to execute a command and, ii) whether the task is executed manually or 
automatically, see Figure 1 below.  
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Figure 1. Classification of context aware services�

Some examples of the context aware system classes: 

�  S1. Proximate selection – a user interface where the objects closest to the user are 
emphasized or made easier to choose. E.g. In a list of printers, the closest is italicized. 

�  S2. Automatic contextual reconfiguration – New components are automatically updated. 
E.g. When arriving in a meeting room with ones mobile terminal, a connection between 
the mobile terminal and the room’s electronic blackboard is automatically established. 

�  S3. Contextual information and commands – There are certain tasks that one does in the 
library, in the kitchen or in the office, and contextual information and commands take this 
fact into account.  

�  S4. Context-triggered action – Automatically executed commands based on predefined 
IF-THEN-rules. E.g. IF the computer has been inactive for 20 minutes THEN MS 
Messenger (the awareness service) automatically marks the user ”Out of office”. 

Pascoe (1998) presents a vocabulary to identify and describe ”context-awareness” independent 
of application, functionality or user interface. Pascoe defines four concepts: 
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�  P1. Contextual sensing – Mobile units that are capable of finding their position and use 
this information to the best of the user. E.g: GPS. 

�  P2. Contextual adaptation – Equipment or applications that can adapt seamlessly to the 
surroundings. E.g: A mobile terminal that automatically turns on its background lightening 
when it gets dark. 

�  P3. Contextual resource discovery – A mobile terminal that can take resources in its 
surroundings into use. E.g: When a mobile terminal is close by a printer, the terminal can 
print to this printer. 

�  P4. Contextual augmentation – Adds value to the environment through providing extra 
information. E.g: A tour guide that shows info on near by attractions based on knowledge 
of the user’s location. 

An important difference between Schilit et al (1994) and Pascoe (1998) descriptions is that 
Schilit aims to classify context aware applications, whereas Pascoe presents a taxonomy to 
identify essential properties tied to context awareness. Here are some overlaps but also some 
differences.  

Based on the work of Schilit and Pascoe, Dey and Abowd (1999) present a categorization of 
characteristics of context aware applications. They distinguish between three types: 

1. Presentation of information and services for the user (S1+S3 and P1+P3 + P4) 

2. Automatic execution of a service (S2/P2 + S4) 

3. Tagging of (additional information) context for later use (P4) 

As opposed to Schilit et al and Pascoe, Dey and Abowd 1999 do not distinguish between 
presentation of information and presentation of services because in many situations it is the use 
of information that is decisive (e.g.: a list of printers can be a presentation of information or the 
presentation of a service). Dey and Abowd also view the possibility to discover new services as 
part of their two properties (1) and (2).  

Dey and Abowd (1999) classify context aware applications based on their four primary context 
types (see section above) and the three context properties above. Chen and Kotz (2000) also 
classify concrete applications, but their classification is based on the use of active or passive 
context (see above). 

 

2.2.4 Some types of context aware services 

Brown et al (2000) list the following types of context aware services that they argue might 
become popular (so-called "compelling applications"): 

�  Proactive trigging, e.g: Person X is present on this conference, you should talk to her 
about subject Y. 

�  Streamlined interaction, e.g: In a face-to-face dialogue make available relevant 
documents. 

�  Memory of events, e.g: Find the notes from the meeting around 1 year ago. I remember 
that Yosi and Maristella were present and that it was raining. 

�  Reminders of future contexts, e.g: When I see person X next time, I will tell her … 

�  Optimised actions, e.g: Person X seems to be working on similar things. She can be 
contacted on … 



������������������ � �

� � � � � � �� � �� 	 
 � � 
 � � �
 	 �� � � � � � � � �

� 
 � � �4�	 � �� � ���������������������������������

� � � � �  � 	 
 � � � � �
 
 � �� 	 � �
  �
 � � ! 	 � " �� � � � �� �� 
 � �	 
 � �� � � �� ##� �
��������������������������������������

� �� � � �� �� 	 
 � 	 � � �$%�� ##&� � � �� � � �� �� 	 
 � 	 � � �$%�� ##&�
� ' � ( #' ( � ##� ��� � )� � )� #�

�  Shared experiences, e.g: Through sharing of common context, e.g. shopping. 

2.3 PEER SOCIAL NETWORK 

We perceive the social network for similarity searching as a self-organizing P2P network 
capable of answering similarity queries. In this respect, such an approach allows higher 
scalability from the data volume point of view and robustness. However, it brings a higher 
degree of indeterminism in query answers. In huge data archives, this is acceptable since users 
are satisfied with partial but high-quality results. Thus, our approach exhibits properties of 
approximate search. In comparison to the precise query evaluation which returns complete 
answers, social networks provide a significant performance boost. The aspect of self-
organization allows the social network to adapt to changes in availability of peers (joining and 
leaving the network), changes in data content (inserting and deleting data items), or even to 
changes in query distribution (changing user’s taste). Such a loose environment also supports 
heterogeneity of software. In particular, peers can use various techniques and tools to organize 
their data items. However, they all together must share the same communication interface.  

In general, peers are interconnected using social relationships which represent a kind of 
similarity in their data. A search algorithm then exploits such ties in order to navigate to 
promising peers where the query is eventually evaluated. By answering queries, the peer shares 
its data items with other peers in the network, which also leads to creation or update of the ties. 
There are several techniques which vary in several aspects. We survey and categorize existing 
techniques in the next section.  

Our concept is based on the query-answer paradigm which forms social relations in query-
specific manner. In particular, a peer can be connected to a set of peers with a respect to a 
query QA and to another set of peers which is related to a query QB. During searching, the ties 
of the most promising query are used to forward the query. Such an approach allows the 
navigation to be more precise and fine-grained which implies better behavior when data 
distribution over peers in the network is not convenient, i.e. a profile generated from the whole 
content of a peer would not be very distinct from profiles of the other peers. We apply a metric 
space with a distance function to model the similarity, thus, staying generic. This and the query-
specific ties are two major differences from existing systems. 
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3 SURVEY EXISTING TOOLS AND TECHNOLOGIES 

3.1 A SURVEY OF SOCIAL NETWORKS ON WEB 2.0 

Web 2.0 contains a huge number of social connections between users in a variety of web 
applications. Research is studying the social connections evident in these applications – Golder 
and Huberman (2006) study collaborative tagging; Jäschke et al. (2007) refer to folksonomies 
and tag recommendation; Guy et al. (2008) reports on aggregating the evidence from these 
applications and constructing a social network. 

Roughly speaking, there are three types of applications that contain social network information:  

1. SNS – Social network services. Applications whose main goal is to create an explicit 
social network by having their users define their connections 

2. Applications which define their own social network as part of supporting another goal, 
which is their main focus  

3. Applications which do not explicitly define a social network, but implicitly contain 
 a lot of information about how people are connected  

Many of these applications provide web service APIs that enable us to get the required 
information about the social networking of a user. 

We next survey some of the prominent applications of each of the three categories above that 
we believe can contribute valuable information for SAPIR 

3.1.1 SNS (Social Network Services) 

3.1.1.1 MySpace (http://www.myspace.com)  

MySpace is the world’s largest social network (as of October 2007). It supports sharing media 
(photos, music, video) as well as personal blogs. The number of users of MySppace is not 
growing as fast as it used to, and many expect that Facebook will overtake MySpcae with its 
number of users during 2008. As MySpace joined Google OpenSocial5 it is expected to have 
convenient APIs to extract its social network data. 

3.1.1.2 Facebook (http://www.facebook.com) 

Facebook is quickly becoming the most popular social network service, It has gained incredible 
momentum during 2007. The main news it brought, was opening its APIs up for application 
developers, allowing third parties to write their own applications and distribute them along the 
Facebook network. Another key feature is the "news feeds" showing your friends© recent activity 
– what friends they©ve connected to, which groups they©ve joined, which applications they©ve 
added and so on. Facebook supports uploading pictures, which is quite a popular feature. One 
of the greatest photo related features allows users to tag their friends in photos (identify a friend 
in another person’s photos and tag the photo with the friend’s name) . This way, you can get an 
item in the news feeds saying that one of your friends (or even you) have been tagged in a 
photo. The fact that Facebook is open and has APIs for developers6 makes it easier to extract 
social network information out of it.   

                                                
5 http://code.google.com/apis/opensocial  
6 http://developers.facebook.com  
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In addition to extracting the explicit social network, more information on relationships can be 
obtained by analyzing the Facebook activity among users, such as who writes on whose wall, 
who tags whom in photos, or who exchanges applications with whom. 

3.1.1.3 LinkedIn (http://www.linkedin.com) 

LinkedIn is a "professional" social network whose main focus is connecting with colleagues, 
writing a CV, and finding job opportunities. It is quite different from MySpace and Facebook – 
while the latter are considered mostly for pleasure and fun, LinkedIn is considered more serious 
and typically its average age of users is higher. It does not include exchanges of media and 
other content, but is mostly showing the person©s profile (CV), his connections, 
recommendations from colleagues, and so fourth. Many users have indicated that they use both 
LinkedIn as a mean for job seeking and one of MySpace or Facebbok for socializing. LinkedIn 
has joined Google©s OpenSocial initiative and is thus expected to have open APIs in the near 
future. 

3.1.2 Systems that include explicit social networks 

3.1.2.1 Flickr (http://www.flickr.com) 

Flickr is a photo sharing and tagging application that includes an explicit social network. Its main 
goal is to allow users to upload and share their photos with others, organize their photos, and 
tag them. By having many users tag photos, a folksonomy7 of photos is created, which allows 
searching on the large corpus of photos based on the tags put on them by the users. Flickr has 
an API8 that exposes a lot of social network information that can be useful for SAPIR. We can 
use the contact lists in Flickr (its explicit network) as well as information such as who tags the 
same photos, who uses the same tags, who is member of the same group, who has the same 
favorites, and so forth. 

3.1.2.2 YouTube (http://www.youtube.com) 

YouTube is a video sharing and tagging application, whose main objective is to allow its 
users to collaborate around video files. As part of the service, the user can define his 
contact list (by default divided to family and friends), thus creating the user’s explicit social 
network. Analogously to Flickr, other information than the explicit network can also be used 
to enrich the information about people relationships embedded in the application. 
 

3.1.2.3 Del.Icio.us (http://del.icio.us) 

Del.icio.us is a social bookmarking system, which allows its users to store links (aka bookmarks) 
to their favorite web pages online, tag them, describe them, and so forth. By having millions of 
users bookmark and tag web pages, a folksonomy of the web is created. This folksonomy is 
valuable for search purposes leveraging the wisdom of the crowd instead or in addition to more 
traditional information retrieval method, which are based on textual relevance and link analysis 
(SAPIR aims at doing the same for media other than text). Del.icio.us also defines an explicit 
social network by allowing its users to define their list of interesting people and track their 
bookmarks, see which bookmarks they have in common, and so on. The del.icio.us API9, 
however, currently does not expose these subscription lists. 

                                                
7 http://en.wikipedia.org/wiki/Folksonomy  
8 http://flickr.com/services/api/  
9 http://del.icio.us/help/api/  
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3.1.3 Systems that include implicit social networks 

As the web is becoming more and more social (web 2.0), with people more involved in content 
and metadata creation, many of the new “web 2.0 applications” implicitly contain a lot of 
valuable information about how people are connected.  

For example, in a blogging system, by analyzing who is commenting on whose blog, a social 
relation with a semantics of “interest” may be constructed – the more comments from A on B’s 
blog, the bigger the likelihood of A interest in B. Moreover, if A and B frequently comment to 
each other’s blogs, it may imply a “familiarity” relation. Also, if A and B both comment in many 
identical blogs, they are likely to share similar interests – a “similarity” relation.  

A wiki system is another example – the more pages two people are co-editing together, the 
stronger is the connection between them. The semantics of the connections may be familiarity 
or similarity, pending of the nature of the wiki system – for example, if it is a wiki of projects 
within an organization, it is more likely that two people who are editing the same page are 
involved in the same project, and thus know each other; in systems like wikipedia, however, co-
editing the same page is more likely to imply similarity of interests.  

Essentially, all system that allow users to tag artifacts, be those web pages, images, video files, 
blogs, or people profiles; contain implicit information about who shares areas of interest. The 
larger the amount of artifacts both A and B tagged (relative to the total number of artifacts any of 
them tagged) – the larger the prospects that they share similar interests. Similarly, the more 
similar tags they both used (again, relative to the total amount of tags used by any of them) – 
the more likely it is that they share areas of interest. Note that systems like Facebook, 
Del.icio.us, Flickr, or YouTube which contain an explicit social network, also have tagging 
mechanism and thus contain richer social network information, coming both from the explicit 
network and from the implicit tagging data. 

Commercial web sites, such as Amazon10 and Netflix11, may also be a good source for weighted 
social network information, by analyzing recommendations (who is recommending to whom, 
who is buying the same items as whom) or habits of purchase. 

3.1.4 Summary 

We surveyed some popular social applications on the web that are most identified with the Web 
2.0 phenomenon, whose main characteristic is people active involvement. Some of these 
applications let their users define their social network explicitly, but even those who don’t have 
an explicit social network, contain a lot of information about people relationships, their strength, 
and their context. 

3.2 A SURVEY OF EXISTING CONTEXT SENSOR TOOLS  

Context information is usually received from some sort of sensor, which might be local or 
distributed. Many of the early systems where monolithic and built in an ad-hoc manner, with 
functions and sensors tightly coupled with the application making use of the context. This made 
them hard to maintain as well as vulnerable to changes. A need for a framework or middleware, 
where much of the code could be reused, soon became clear. Such a framework could offer 
reusable components as building blocks for creating new context-aware systems, thus 
separating the concerns of context sensing and application semantics.  

Many frameworks follow the same pattern and provide much of the same functionality. There is 
usually a dedicated module of the system responsible for handling input from sensors. Sensors 
                                                
10 http://www.amazon.com  
11 http://www.netflix.com  
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are typically heterogeneous and distributed, and an important task for the framework is to make 
the acquisition of context data from the sensors transparent to the consuming application, hiding 
the complexity. The system often relies upon a central core which manages a context model of 
the environment in which it resides. This core component will often reside on some central 
computing device, shielding the mobile devices of much resource demanding computing, but it 
could also be located on the devices themselves. The computing often includes reasoning over 
collected context data, sensor fusion and aggregating raw context data into higher level 
knowledge, and maintaining a history of context in the environment. It is typically these higher 
levels context which are of interest to the applications relying on the framework. 

Most tools presented in this survey are described in (Baldauf et al. 2007; Kjær 2007).  Surveys 
worth reading are found in (Gaddah & Kunz 2003; Henricksen et al. 2005; Stand & Linnhoff-
Popien 2004) as well. 

3.2.1 Context Toolkit 

The context toolkit (Salber et al. 1999) is one of the earliest attempts to provide a common 
framework for building context-aware applications. The team behind the toolkit includes, 
amongst others, Anind K. Dey and Gregory D. Abowd, who also authored one of the most 
quoted definitions of context and context-awareness (as cited in chapter 2.2). 

The context toolkit is based around the notion of context widgets. A widget is a software 
component which provides an application with information about its environment, thereby 
separating the application logic from the low-level details of the sensors. The context widgets 
are inspired by GUI widgets which are used as building blocks in GUI toolkits to easily create 
graphical user interfaces.  

A widget has a state, represented by a set of attributes which an application can query. An 
application can also register a call-back with a widget. When a widget’s attributes change a 
notification of this event will be pushed forward to the registered application. A Widget could 
also be set up to consume information from other widgets.  

A widget can be composed of any combination of three types of underlying components: 
generators, interpreters and servers. Generators acquire raw data from distributed sensors in 
the environment of the application. Interpreters interpret raw data and aggregate it to higher 
level information. An interpreter could for instance interpret the wind speed of 12 meters per 
second to that of a moderate gale. Servers are widgets who collect, store and interpret context 
data from other widgets. They act as containers, accumulating context about a special entity to 
which they relate. Servers could also incorporate a privacy manager in order to restrict access to 
the data in the server and allow for user’s ownership of context. 

All components run independently, and can be used by several applications. They all 
communicate through XML over HTTP, allowing them to be transparently distributed. Although 
widgets cooperate in a peer-to-peer like manner, the system still relies on a central discovery 
service, which all widgets and other components have to register with. The discovery service will 
ping the components to check whether they are still alive, and if no response is received after a 
specified numbers of pings the component will be removed. A returning widget will have to 
register again with the discovery service. Applications and widgets looking for a service could 
query the discovery service either by the name of the component, or by specifying its functions. 

The context model deployed by the context toolkit is rather simple, consisting only of value 
tuples. Context is shared between components as streams of XML. The rules which the 
interpreter relies on for reasoning over context are hard-coded and can not be changed during 
run-time.   
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Figure 2. Overview of Context Toolkit widgets�

3.2.2 SOCAM 

The Service-Oriented Context-Aware Middleware, or SOCAM, bases it’s architecture around a 
central component called the Context Interpreter (see Figure 3) (Gu et al. 2003). The context 
interpreter receives context data from Context Providers and offers them to Mobile Services, 
usually in a processed form. Context Providers can be internal or external.  

�

 
Figure 3. Overview of the SOCAM architecture (� 
 �� � �� �� �� � � � � �

The Context Interpreter is composed of Context Reasoner and a Context Database, which 
contains the context model. The Context Reasoner is a context interpreter which manages rules 
defining which methods to invoke on specific events. The reasoner is able to derive high level 
context from observed context. The reasoner engine is implemented in Jena2� � , an open source 
Semantic Web framework for Java. 

The central part of SOCAM also incorporates a Service Location Service, a discovery service to 
be used by Mobile Services looking for context providers bound to the service. Mobile services 

                                                
12 http://jena.sourceforge.net/index.html 
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can either receive data directly from the providers, or register to be notified of events by the 
Context Interpreter.  

Context is represented as instances of an ontology model. The environment is divided into sub-
contexts (home, work etc.) and specific ontologies exist for each sub-context. The sub-contexts 
are bounded to a general context, and if the environment changes new sub-contexts are 
bounded to the general context. It is the responsibility of the Service Locating Service to update 
the ontology according to the current environment. The ontologies are described in the Web 
Ontology Language – OWL (Smith et al. 2003). 

A prototype of the SOCAM middleware has been implemented utilizing the OSGi� '  (Open 
Service Gateway Initiative) service platform.  

3.2.3 CORTEX 

Cortex is built around the notion of the Sentient Object (Sørensen et al. 2004). A sentient object 
consist of a sensory capture component, a context hierarchy component and an interference 
engine (see Figure 4). The sentient object is able to receive input from sensors, and to produce 
output for actuators. In addition, sentient objects can also communicate with other sentient 
objects, acting both as producer and consumer of context information. 

�

 
Figure 4. The Sentient Object Model (Baldauf et al. 2007)�

The sensory capture unit is responsible for handling incoming events from low-level sensors. 
The unit also performs sensor fusion by applying Gaussian modeling and Dead-reckoning 
techniques.  This way the sentient object becomes a virtual sensor, by offering this data to other 
sentient objects, and creating event channels. 

Incoming events are directed to the Inference Engine in the Sentient Object, where rules are 
applied in order to extract higher level contest from the low level sensor information. The 
inference engine is based on CLIPS – C Language Integrated Production System. Rules and 
context data are stored in the Context Hierarchy. 

The publish-subscribe asynchronous messaging paradigm is applied to support discovery of 
proximate entities, and communication and data sharing among these.  

The Cortex system relies on the use of STEAM, a location-aware event-based middleware 
service. STEAM is designed for ad-hoc wireless networking environments and offers a graphical 
tool for designing sensors and actuators without the need of writing any code. 

The middleware is configured at deployment time, but can be re-configured at runtime through 
reflection, allowing it to alter itself.  

                                                
13 http://www.osgi.org/ 
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3.2.4 CASS 

The Context Awareness Sub Structure, or CASS, is composed around a centralized structure 
consisting of four main components and a database for storing context data (see Figure 5) 
(Fahy and Clarke 2004). The sensor listener is responsible for listening for new data from 
distributed sensor nodes, and storing this data in the database. Sensor nodes are sensors 
connected to some type of computer. The context retriever is responsible for retrieving stored 
context information from the database. Both the retriever and the listener may use the services 
of the interpreter. 

 
Figure 5. Architecture of the CASS system (Fahy and Clarke 2004)�

The most central module of the CASS architecture is the RuleEngine. The RuleEngine infers 
over the data in the database, extracting higher level context and detecting situations which 
could trigger an event to inform the client applications. The rules applied by the RuleEngine are 
stored in tables in the database and is based on the notion of forward chaining. The rules 
consist of a set of context conditions and a corresponding goal. An example rule can be seen in 
Table 1. Keeping the rules in the database facilitates easy replacement and mediation of rules, 
and makes it possible for users to alter the rules of the system without changing the code. 

Table 1: A CASS rule defining context parameters for indoor activites (Fahy and Clarke 2004). 
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�
The ChangeListener is a part of the framework located at the client side and is responsible for 
listening for new information from the central part of the framework and relaying this information 
to the application it serves. To make the client more robust against failing wireless network 
connections, the client supports caching of context information on the client side. 

3.2.5 Gaia 

Gaia is a distributed middleware system which provides functionality similar to that of an 
operating system (Román et al. 2002). The system manages heterogeneous network enabled 
computing devices in a restricted space, like a room or a building. Gaia refers to this space as 
an Active Space. User data and applications are not confined to a specific active space, but 
follow the user between spaces. 

Figure 6 gives an overview of the architecture of Gaia. The component management core is 
responsible for creating and destroying components. Remote nodes register with an active 
space, and host the execution of Gaia components. The context aware parts of Gaia include an 
event manager service, a context service and a context file system.  
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The event manager handles context events which are received and sent through channels. A 
channel can have one or more suppliers of information, and one or more consumers if 
information.  

The context service is used by applications for querying for context information, or they can 
register for receiving events in the active space. The context infrastructure is made up of a 
number of components, called context providers, which provide information about the current 
context. Information about the context providers is stored in a registry component. The context 
model is written in a DAML+OIL, a predecessor to OWL. A context entity is described through a 
four-ary predicate consisting of ContextType, Subject, Relater, Object. The ContextType 
represents the type or classification of the context. Subject is the object to which the context 
relates, Object is the value or state of the subject, and Relater is the relationship between the 
Subject and the Object. A context predicate could for instance look like this: Context 
(temperature, room 3231, is, 22°C). One can create more advanced context by applying first 
order logic, e.g. Context (Number of people, Room 2401, >, 4) AND Context(Application, 
Powerpoint, is, Running) => Context(Social Activity, Room 2401, Is, Presentation). 

The context file system is based on a virtual directory structure, where the directory-path 
describes the context of the objects residing there. For example, to determine which files have 
the context of location == RM2401 && situation == meeting associated with them, one may 
enter the /location:/RM2401/situation:/meeting directory. 

 
Figure 6. The Gaia architecture (� � �  � �� � �� �� �� � � � � �

Current implementation of Gaia is based on CORBA, but it is possible to port to other 
middleware infrastructures like SOAP and RMI. 

3.2.6 Hydrogen 

The Hydrogen project, described in Hofer et al. (2003), promotes a framework which mainly 
resides on the mobile device. As many architectures, it has a central component, called a 
ContextServer, which mediates contextual information from sensor-adapters to applications. But 
the context server is only central to the device it resides on, and is not a global component. 
Thus, it only knows about the context it has been into contact with, and does not create an all 
including model of the context. 

Hydrogen separates between local and remote context. Local context is known through the 
device’s own sensors or sources. Remote context is acquired through communicating with other 
devices within range (using WLAN, bluetooth etc). The ContextServers become peers in an ad 
hoc network, sharing context between each other. 

The context of a device is composed of ContextObjects. Instances of ContextObjects come in 
different types, like TimeContext, LocationContext and DeviceContext. It is easy to extend the 
generic ContextObjects to create new types of context. Context is communicated as XML-
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streams between ContextServers in order to keep the system language and platform 
independent. 

No central discovery service is needed as objects only connect to proximate objects. Due to the 
limited persistent storage in many mobile devices Hydrogen does not store any context history. 
Nor does the framework support any form of aggregation or interpretation of raw context. This 
task will have to be handled by the client applications themselves. 

�

 
Figure 7. The architecture of Hydrogen (! � "� � �� � �� �� �� � � � )�

�

3.2.7 CoBrA 

The Context Broker Architecture, or CoBrA, is based around the notion of a central broker, 
communicating with agents containing sensors, services and applications (Chen et al. 2003). 
The broker consists of four main modules as depicted in Figure 8. The Context Knowledge 
Base, providing a persistent storage for context information. The Context Interference Engine, 
which reasons over the data in the knowledge base and extracts higher level knowledge. The 
Context Acquisition Module, which acquires context data from sources. The Privacy 
Management Module, which manages the access to contextual information bases on a set of 
inference rules. 
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Figure 8. An overview of CoBrA (	 #� � �� � �� �� �� � � � )�

The broker would be responsible for a limited area, called a smart space, and would reside on a 
computer there. The system supports connecting several context brokers into forming broker 
federations, which could be organized in a peer-to-peer manner.  

The system does not contain any discovery service and presumes the entities in the smart 
space to have a priori knowledge of the broker. The broker communicates with the context 
aware agents using the standard FIPA Agent Communication Language� � . 

The context model of CoBrA is based on ontologies, providing a more powerful fundament for 
context reasoning than by using objects or value pairs. A goal of the project is to develop a 
common ontology for describing context, as this would facilitate knowledge sharing in an open 
dynamic environment. The project proposes a set of ontologies, referred to as COBRA-Ont, 
expressed in the Web Ontology Langeuage – OWL. CoBrA also proposes F-OWL, OWL 
interference rules implemented in Flora-2 (a Frame Logic based language in XSB), and a policy 
language, which users can use in order to control the use and sharing of their context 
information. 

3.2.8 The Context Managing Framework 

Korpipää et al. (2003) describes a context managing framework for use with mobile phones and 
other mobile devices with limited resources. The architecture is built around a central 
component named the Context Manager (see Figure 9). Each device has its’ own context 
manager connected to sensors which could be local or distributed.  

                                                
14 http://www.fipa.org/ 
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Figure 9. The architecture of the Context Managing Framework ($� � %�%&&�� � �� �� �� � � � )�

The Resource Server is responsible for handling raw data from the sensors. In order to avoid 
overwhelming the context manager with information, the resource server collects and 
prepossesses the raw data and aggregates it to semantic information, before passing it on to 
the context manager at determined intervals. The resource server applies crisp limits and fuzzy 
sets to ensure that the information published to the context manager is meaningful to humans, 
and not only computers. 

The Context Recognition Service can continue to refine the data in the context manager 
generating high level context. The service utilizes naïve Bayes classification to abstract context 
to a higher level. The resource server and the recognition service work together to transform 
raw data into a representation defined in a context ontology. 

Communication between the components of the framework is based on a conceptual 
blackboard hosted by the context manager. Components post data to this common data space, 
making it available for the other components. The context manager stores the information 
posted to the blackboard. 

Client applications can connect to the context manager in three different ways: query the context 
manager as a database, subscribe to change notifications, or query a recognition service 
through the context manager. 

The framework entities have a common structure for representing context founded on an RDF-
based ontology. The ontology is designed to be lightweight and permits the creation of 
composite contexts and context hierarchies. It also includes a property for specifying the 
confidence of the context, which can be important when reasoning over context sets. Korpipää 
et al. (2003) includes several examples of the context ontology vocabulary. 

3.2.9 The Context Modelling Framework 

In difference to most other frameworks, The Context Modeling Framework primarily focus on the 
needs of adaptive web applications, and how content can be adapted based on device abilities, 
user preferences and user location. But like many other frameworks the architecture can be 
divided into three levels: the sensor layer, the context modeling layer, and the context model 
layer.  

The context model stores all sensed and processed data. The context is stored in profiles 
related to different application scenarios. The system expects the profiles to be defined by a 
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vocabulary described by either RDF or XML Schema. The devices’ capabilities are described in 
the WAP User Agent Profile (UAProf).  

Location profiles are based on the Mobile Location Protocol (MLP)(OMA, 2004). The system can 
receive location information from three sensor adaptors: a GPS adapter (Java Applet 
communicating with a Bluetooth GPS receiver), a JSR-179 adapter (Java ME Location API) or a 
MLP adapter which can reside on the device or on the server side. The system also contains a 
Location Context Processing Component, which matches a geographical location to a semantic 
location, meaning the locations relation to a known landmark.  

The user profile consists of two parts: an identification profile, containing information like name 
and address, and a preference profile, containing information about the user’s preferences. 
These preferences can be aggregated from session, or more long term historical information, by 
utilizing the complementary discrimination learning algorithm – CDL4 (Shen, 1996).  

The framework has been implemented using the Apache Cocoon XML Publishing Framework, 
but can be ported to other solutions (e.g. JSP). 

3.2.10 JACF – The Java Context Awareness Framework 

The goal of JCAF is to provide a general-purpose, robust, event-based, service-oriented 
infrastructure and a generic, expressive Java programming framework for the deployment and 
development of context-aware applications (Bardram 2005). The framework is kept simple in 
order to facilitate the creation of more specialized context-aware applications. JACF is made up 
of two main parts: a runtime infrastructure and a programming framework (API). 

 
Figure 10. The runtime architecture of the JACF framework (Bardram 2005) �

The JACF runtime infrastructure is made up of Context Services responsible for handling 
context in a specific environment (e.g. a room or an office). Context Services are connected to 
each other in a peer-to-peer manner.  

A Context Service is made up of entities which contain context, and responds to changes in the 
environment. An entity can represent a place, person, thing etc. Entities are managed by an 
Entity Container, which notifies clients of changes to the entities (i.e. changes in the 
environment). Entities communicate with each other through the Entity Environment which each 
entity has a handle to. Context Transformers are also available through the entity environment. 
Transformers translate a type of context into another type. A transformer can also act as an 
aggregator, creating a new type of context based on several other context items. Context 
Clients can query the entities for their context, or they might be using an Entity Listener to 
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subscribe for events from an entity. A Listener could also be set up to listen for events from a 
specific type of entity. The client also consists of a Context Monitor, which handles information 
from sensors, and Context Actuators, which work together with other actuators to change the 
context.  

The JACF is inspired by, and contains many analogies to, the J2EE platform. Security and 
privacy is implemented for parts of the system, relying on authentication based on the Java 
Security API. Communication between entities is implemented using Java RMI, but there are 
projects working on implementing SOAP-based communication, and a Simple Context Protocol 
(SCP) running over TCP/IP sockets. There is also work in progress related to creating a robust 
peer-to-peer infrastructure. Currently JACF supports no form of automatic discovery. 

3.2.11 CoolTown - WPM 

CoolTown is a project at HP Labs Palo Alto research center, and is described in Debaty et al. 
(2003). The CoolTown system enables users with mobile wireless devices to interact with other 
enabled devices in a smart environment (smart home, office etc.). The architecture developed in 
CoolTown has been implemented in what is knows as the Web Presence Manager (WPM). 

Entities in the environment are represented by an URL. When a personal mobile device (like a 
PDA) enters an environment containing a video projector, a URL representing the projector will 
become available on the PDA’s screen. The user can then interact and control the projector by 
following the URL. 

 
Figure 11. An example of a model of the physical world according to CoolTown (' � ( � � ) �� � �� �� �� � � � � �

3.2.12 Other frameworks 

There are many frameworks which we have not had the time to look into in this survey. We can 
briefly mention: MiddleWhere, introduced by Ranganathan et al. (2004), is not a middleware 
framework for general context, but focuses only on location, and how to make positioning 
transparent. MobiPADS, described by Chan and Chuang (2003), focuses on the internal context 
of mobile devices (processing power, memory, network capacity, battery etc.) which is used to 
adapt to changes in the environment. CARMEN (Bellavista et al. 2003) is a middleware for 
context-aware resource management capable of supporting the automatic reconfiguration of 
wireless Internet services in response to context changes. CARISMA (Capra et al. 2003) is a 
mobile computing middleware which exploits the principle of reflection to enhance the 
construction of adaptive and context-aware mobile applications. Some middleware systems 
which provide an infrastructure for indoor context management include Microsoft Easy Living 
project (Brumitt et al. 2000), i-Land (Tandler 2001), Roomware (Streitz et al. 1998) and Aura 
(Sousa and Garlan 2002). 
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3.2.13 Use of context in commercial applications 

The context tools presented so far are of an academic nature, and few of them have seen much 
use in commercial applications. The use of context in the real world is somewhat limited, but in 
resent years we have seen an increase of context utilization, especially within mobile 
applications and computers. However, there are usually specific systems targeting specific 
context categories. The most obvious categories are device capabilities, location, and usage 
history/user preferences.   

Client capabilities 

Web-based systems could benefit from knowing the type of browser involved. With this 
knowledge the system can adapt its content and utilize advanced options which might not be 
standard in most browsers. An example is the web access of Microsoft Outlook 2003, which 
displays a more advanced user interface when accessed through Microsoft Internet Explorer, 
compared to other browsers. The technique is known as browser sniffing which utilizes the 
User-Agent parameter in the header of all HTTP-request. The parameter can for instance look 
like this: 

Mozilla/5.0 (Windows; U; Windows NT 5.1; nb-NO; rv:1.8.1.11) Gecko/20071127 Firefox/2.0.0.11 

Browser sniffing is also used to deny browsers access to sites which have not been certified for 
the browser in question. There are several providers of browser sniffing software. cyScapes’ 
BrowserHawk15 belongs to the more popular ones. 

Although there are differences in the capabilities of PC browsers, the differences are much 
more evident in mobile phone browsers. Thus the browser sniffing is more necessary on the 
mobile internet. Some phones are able to handle full HTML including scripts, while others 
present simple WML-markup with monochrome images only. The User-Agent for mobile phones 
may hold extra information, for instance what type of Java the device is capable of running. 
Further the User-Agent parameter can be seen as a signature of the device - a key for looking 
up more information about the device in a database (e.g. screen size and resolution, supported 
image formats, input methods, network capabilities). 

A much used database is WURFL16 - Wireless Universal Resource File. WURFL is used by 
telecom operators like Telefonica, Vodaphone, T-Mobile and Vimpelcom, and also by some 
media houses (e.g. The Norwegian Broadcasting Corporation - NRK). WURFL is in practice an 
XML file, which users must download a local copy of in order to use. This allows the user to be 
in full control of the device definitions in use, but it also means that the user must keep the 
definitions up to date with new device definitions – a task not to be underestimated. 

The User-Agent Profile, or UAProf17, is a specification by OMA, and provides an alternative to 
WURFL. UAProf defines how to create an RDF-document describing the functions and the 
capabilities of a mobile phone. A URL to this document is included in all HTTP-request from the 
mobile browser, as the parameter x-wap-profile. Upon receiving a request the web server can 
download the UAProf-file from a central repository, and adapt the content according to the 
capabilities of the device. HP Labs has developed the open-source library DELI18 (Delivery 
Context Library), which makes easy integration of UAProf in Java-based systems possible. For 
GSM devices the UAProf is usually specified and hosted by the device manufacturers. This 
ensures that the UAProf is available as soon as the device is available (which is not the case 
with WURFL). However, the profile can be erroneous or insufficient, and the device 
manufacturers compose the profiles differently. 

                                                
15 http://www.browserhawk.com 
16 http://wurfl.sourceforge.net 
17 http://www.w3.org/2002/02/DIWS/presentations/nilsson/nilsson.pdf 
18 http://delicon.sourceforge.net 
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The information included in the device databases is related to the device, and not to the user. 
But the HTTP-header can also contain information about the user’s preferences. For instance 
the parameter accept-language informs the server about the user’s language preferences.  

Location 

Another type of context that has seen extended usage is the geographic position of the user19, 
used in what is known as location based services – LBS. When using a PC the user can be 
positioned by utilizing the IP-address of the computer. When a server receives a request from 
the computer it can look-up the IP-address in a database containing the geographic position of 
IP-addresses. This IP targeting technique is however very coarse, and might only be able to 
position the user within the correct country or closest major town. Often the IP will resolve the 
position of the headquarters of the user’s internet service provider (ISP), a location which can be 
several hundred kilometres from the user’s actual location. IP targeting is often used for global 
websites, wishing to route traffic to their national web sites. Additionally, IP targeting is also 
used for advertising. There are many providers of IP targeting (e.g. IPligence20 and Quova21). 

The global positioning system (GPS) has seen some use with mobile phones. Although the 
position provided by the GPS is highly accurate, most mobile phones still lack a GPS receiver. 
Most receivers will also require a clear line of sight to the GPS satellites in order to give a 
position, rendering it useless indoors. Examples of commercial applications which utilize GPS 
include many map-applications and ShoZu22, a service which can automatically geo-position and 
upload images to repositories (e.g. Flickr) from mobile phones. 

A less accurate, but in many cases adequate technique, is GSM localization, also known as cell 
positioning. GSM localization utilizes the network of GSM antennas (cells) which GSM phones 
are connected to. A service providing GSM localization could be as simple as just returning the 
geographic position of the antenna the phone is currently connected to, or it can be a more 
advanced service which calculates the position of the phone on the basis of several antennas’ 
position. In urban areas with high antenna density and small cells the position of a GSM phone 
could be calculated within an accuracy of 50 meters.  

Many telecom operators offer services based on GSM localization. However it is possible to 
bypass the telecom operator by creating a mobile phone application which resolves cell IDs to 
an operator-external GSM antenna database. Examples include the CellSpotting23 community, 
and the My Location24 function in the Google’s Mobile Maps 2.0. 

Usage history and preferences 

By collecting and analysing information about how a user uses a site it is possible to reason 
over the user’s preferences. These preferences can be utilised to create a personal and relevant 
web page. A company which has been particularly successful in providing a customer-centric 
experience is Amazon25. The online store employs extensive customer tracking, and combined 
with their A926 search engine they are able to provide the customer with “intelligent” 
recommendations which are valued by the customer and generating increased sales for 
Amazon. In addition to being an online store Amazon is also a technology provider. Much of the 

                                                
19 It is not the actual user who is positioned, but the device he is using. 
20 http://www.ipligence.com 
21 http://www.quova.com 
22 http://www.shozu.com 
23 http://www.cellspotting.com 
24 http://www.google.com/gmm/mylocation.html 
25 http://www.amazon.com/ 
26 http://a9.com 
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Amazon’s technology is available through Amazon Services27, making it possible to build similar 
online stores - even competitors to Amazon’s own store. 

Categorising context use in commercial applications 

In section 2.2 the four context types: computing, user, physical and time context were 
introduced. Table 3.x summarizes use of these in some commercial applications described 
above. 

Table 3.x Examples of context sensor techniques used in commercial applications. 

Context type Techniques used 

Computing context  
(e.g. network connectivity, resources) 

Browser sniffing 

Mobile device identification 

User context  
(e.g. profile, location) 

Usage history 

IP-address positioning 

GSM cell positioning 

GPS positioning 

Physical context  
(e.g. noise levels, temperature) 

Sensing of keyboard activity in instant 
messaging applications (c.f. section 2.2.3) 

Automatic backlight adjustment (Apple’s 
iPhone) 

Time context  Filtering of results based on opening times in 
search for available service (e.g. movies) 

 

Relevance for Sapir 

As Sapir services will allow multimedia search from a variety of devices, the device or client 
adaptations should be given special attention (if the size of the images in the search reply does 
not fit the screen it will provide an unsatisfactory experience for the user). Utilising location 
information means that the search can be narrowed. To utilise location context and usage 
history / user preferences will most likely strengthen any SAPIR service. 

 

3.3 A SURVEY OF EXISTING TECHNIQUES RELATED TO SEARCH USING SOCIAL 
NETWORKS OF PEERS 

Many research projects have currently been attracted by advantages of social networks and 
many systems combining the peer-to-peer communication paradigm and social-network 
principles were proposed. Semantic overlays (Crespo et al., 2004) created upon an ordinary 
network (e.g., Gnutella) connect semantically similar peers via relationships in order to route 
queries efficiently, to speed up files downloading, or to design trust models. A recent tutorial 
(Aberer et al., 2005) comprehensively surveys semantic overlay networks. Because such 
approaches exploit diverse techniques of maintaining their overlays, there is a need to group 
them by their common features into several categories. 

                                                
27 http://www.amazon.com/AWS-home-page-Money/b?ie=UTF8&node=3435361 
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3.3.1 Categorizing existing approaches by their application domain 

Network overlays are usually tailored to the needs of a specific application, such as the types of 
data stored at individual peers.  

�  File-sharing – the network operates only with files. In particular, file’s meta-data (such as 
file name, file size, attributes or a check-sum of the file content) are obtained and a global 
hash value is computed. Tribler (Pouwelse et al. 2006), Sripanidkulchai et al. (2003) are 
representatives.  

�  Term Indexing – peers of the network organize term-like data, e.g., keywords extracted 
from a document. Such techniques usually apply the Vector Space Model. Examples are 
PROSA (Carchiolo et al. 2006), Jin et al. (2006) or ontology-based SempreX (Chen et al. 
2006) and 6S (Akavipat et al. 2006).  

�  Resource Document Format – the REMINDIN (Tempich et al. 2004), INGA (Löser et al. 
2005) and GridVine (Aberer et al., 2004) systems are based on RDF-like data and peers 
of the network organize RDF statements. 

�  Multimedia – metric spaces are quite often used to model similarity which is the most 
convenient way of comparing and retrieving multimedia data, such as images, audio and 
video. Systems based on metric spaces are also capable of processing text-like or term-
like data. Representatives are Linari et al. (2006) and mSN (Sedmidubský et al. 2007).  

The most popular applications are developed for file-sharing. More general applications process 
general textual data and allow next-step applications such as searching in bookmarks or 
documents stored on computers of the users of the network. Searching in more challenging 
data such as images, impose even more general approaches. Images annotated with keywords 
can be searched using the term-indexing techniques. However, the major obstacle lies in 
obtaining the keywords from images automatically. The content-based retrieval systems which 
accept the similarity model based on metric space are extensible – any dataset can be used 
assuming a metric distance function is defined.  

3.3.2 Categorizing existing systems in terms of the principles they are built on 

The systems must create relationships in order to self-organize. These ties are exploited in 
searching algorithms in order to locate and retrieve requested data. The ties represent similarity 
in knowledge of the connecting peers. The peer’s knowledge can be modeled on the level of the 
complete data content of the peer or partial data content which is usually relevant to a query.  

�  Peer Level – a peer summarizes its whole knowledge and determines other peers which 
are similar to its knowledge according to their semantic similarity. Representatives are 
Tribler, PROSA, SempreX, Jin et al., Linari et al., Sripanidkulchai et al., 6S and GridVine.  

�  Query Level – peer’s knowledge is decomposed into subsets which are relevant to 
particular queries. This approach decreases the granularity of information on which the 
relationships between peers are based because two peers can be very similar with 
respect to one query but dissimilar with respect to another query. So, the similarity of two 
peers is not measured globally but rather it is decomposed on the level of locally stored 
queries, for example REMINDIN, INGA and mSN.  

Most of the approaches mentioned above describe a peer’s knowledge on the level of the whole 
peer. Because navigation algorithms exploit relationships among the peers which depend on the 
peers’ knowledge, query routing need not be as efficient as in the case when relationships are 
created with respect to particular queries. On the other hand, a peer stores only several ties to 
the most similar peers, unlike the query-level approach which has to maintain various queries 
along with their corresponding relationships.  
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3.3.3 Categorizing existing systems by the algorithms responsible for updating the 
social information 

By studying the principles of existing systems, we can establish the third category that 
distinguishes algorithms responsible for updating the social information. The relationship (social 
information) must be updated in order to allow the network to evolve and adapt to changes in 
data distribution or availability of individual peers. The updated social information is usually 
propagated periodically or after processing a query through the network to a small subset of 
peers which update their knowledge.  

�  Random peers – the updated social information is sent to a set of randomly chosen 
peers, presented by Jin et al. and SempreX.  

�  Peers forming a community – the updated social information is forwarded to a set of 
similar peers with respect to a query. 6S, REMINDIN, Sripanidkulchai et al. and mSN 
represent this idea.  

�  Combination of random peers and peers forming a community – the updated social 
information is passed to a set of randomly chosen peers as well as to a set of similar 
peers respecting the query. Tribler, Linari et al. and INGA exploit such approach. This 
principle supports the faster propagation of social information updates by contacting also 
random peers.  

�  Peers in the routing path – the updated social information is sent to the set of peers which 
participated in the query routing, for example PROSA.  

3.3.4 Summary 

The categorization stated above is obviously not complete nor is it the only one, but it 
summarizes major principles and contrasts existing systems.  
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4 USING SOCIAL NETWORK TO IMPROVE THE SEARCH  

In this section we give some ideas for future research in the scope of SAPIR on how to use the 
social networks as defined in the previous sections, to improve the search in SAPIR. 

4.1 IMPROVING SEARCH RESULTS BY SOCIAL NETWORKS FOR USERS 

In this section we survey potential SNA features for improving the user experience and search 
results of SAPIR. At a later stage of the project we will select which ideas will be implemented.  

4.1.1 Main Features  

4.1.1.1 Pre-selection of repositories based on social networks 

Social networks may be used for pre-selecting the repositories within which to search. That is, to 
first search through multimedia materials that were contributed by the user©s friends, before 
performing the actual search.  This technique will often return fewer results that can potentially 
be more relevant to the user. If a Manchester United fan is searching for pictures of "soccer", 
searching through his friends© who are likely to also be Manchester United fans, is likely to 
produce results that contain pictures of games of the user©s favourite team. 

4.1.1.2 Ranking search results based on social networks 

Social networks information may be used for ranking search results. Even if search is not limited 
to friends© repositories, the results retrieved from the friends© repositories may receive a higher 
rank as they are likely to be more relevant. Ranking may also be improved by taking into 
consideration the user’s friends’ ranking of the search results. If a certain result is marked as 
“good” by most of a user’s friends (e.g., by opting to download, or via a starring UI, etc.), its rank 
should be increased. Similarly, a results rank may be decreased of a user’s friends marked it as 
“bad”. A search result that came up in a friend’s result, even if the friend was searching for a 
different query, may also receive an improved rank – it may be that the friend was searching 
with the same purpose, and thus crossing the queries may improve the results. But even if the 
friend was searching with a completely different purpose, encountering media items that are 
familiar to one’s friends contributes to the shared context and thus improves the social network. 

4.1.1.3 Query improvement based on social networks  

A user may improve search results by fine tuning the search query after viewing recent search 
queries from people in his social network. Enabling to view recent search queries will increase 
the cooperation between SAPIR users and ultimately will improve the overall usage of the 
system. The history of queries may be used to improve a search query by automatically 
suggesting related or similar queries to the user. 

4.1.1.4 Enhancing social network by enriching search results 

Multimedia search results may be enriched by linking them with textual results coming from the 
user’s friends© content. For example if a user is looking for pictures from Paris in her friends© 
repositories, SAPIR may also retrieve a link to a friend©s blog about a trip to Paris. This may 
increase the community sense of SAPIR users. It may even be that people will enrich their 
social networks and learn more about their new friends and that will increase the usage of the 
SAPIR platform beyond occasional multimedia search. 
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4.1.2 Mining Social Network Data 

The first challenge towards realizing the goals described in the previous subsection is collecting 
social network information. To this end, we plan to use SONAR, a system that collects social 
network data inside the organization, and adapt it to be used outside the firewall.  

SONAR (Social Network Architecture) is a system for sharing and aggregating social network 
information among applications within the enterprise (Guy et al. 2008). SONAR defines a simple 
REST (Representational State Transfer) API28 that allows applications to expose their 
information about who is related to whom, how strongly, any by what means. Essentially, 
SONAR supports two ways to collect social network data from a system: (1) Periodically crawl 
the data in the system to a central store that implements the SONAR API for all the information 
stored in it (2) Have the application itself implement the SONAR API and on-the-fly aggregate 
the information across all applications that implement the API. The main advantages of the first 
method are that queries can be answered speedily as more data is centralized and fewer 
servers are being queried. The main advantages of the second method are that information 
being collected is up-to-date and access control can be handled in a simple way. Currently, 
SONAR supports over 10 public data sources within the IBM network including the following: 

1. A bloging system – based on who comments in whose blog 

2. A wiki system – based on who edits the same pages 

3. A people tagging system – based on who tags whom, and who tags the same 
people 

4. A friending system (organizational SNS) – based on who friends with whom, and 
who friends with the same people 

5. A social bookmarking system – based on who bookmarks the same pages and who 
uses the same tags  

6. A community system – based on who is member of the same communities 

7. A publications database  – based on who co-authorship of papers 

8. A patents database – based on co-authorship of patent disclosures 

9. A file sharing system – based on who share files with whom 

10. An organizational chart – based on proximity on the organizational hierarchy   

Users of SONAR may fine tune the weight combination of the sources to optimally adapt it to the 
information they are interested in. The fact that many diverse sources are taken into account 
yield a more complete social network picture for SONAR users. The SONAR API also supports 
querying for a specific time range, allowing users to focus the resulting social network to a 
certain period. SONAR makes a distinction between relations that express familiarity vs. those 
that express common interests (or similarity). 

�
For SAPIR, we plan to collect social network information from one or more social network 
systems on the web. As mentioned on section �3.1, different systems are used for different 
purposes, and thus people are likely to be using more than on system. People also indicate that 
they use different SNSs, some for professional purposes and others for socializing. Crossing 
this information may create a more complete picture of people’s social network, for the benefits 
of SAPIR. 

                                                
28 http://en.wikipedia.org/wiki/Representational_State_Transfer  
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One challenge that does not exist in the enterprise for multiple sources is handling of multiple 
identities. OpenID29 is a standard for managing multiple identities on the web. However, OpenID 
offers just a limited solution to the multiple IDs issue – while it allows a user to handle multiple 
identities through one authenticated ID, it does not explicitly support sharing these identities with 
other users. For a more complete solution, the system will have to manage lists of multiple IDs 
per user in addition to an access control model to allow sharing these lists and possibly editing 
others© lists and not just oneself. 

4.1.3 User Profiling 

In order to achieve the goals set in the beginning of the section, a user profiling should be 
implemented as part of the SAPIR platform. It is especially important since the SAPIR platform 
will be open to all users, who potentially have many digital identities across many digital content 
sites. The most obvious technique here is allowing users to identify themselves and their 
nicknames in all content sharing and other sites. An even better way to deal with the issue is to 
identify the existing body of work for resolving multiple identities and name disambiguation, and 
leverage this work. The SAPIR consortium can participate in standard bodies and contribute to 
disambiguation standards. 

To determine people’s social network information, two approaches will be taken: The first is 
manual or semi-automatic – by letting people add specific users to their social network from 
within SAPIR. The other way to enrich people’s social network information is by crawling sites 
such as were mentioned in Section �3.1, and finding related people. 

4.1.4 Analyzing User Actions 

The actions users take in SAPIR can, themselves, be used to strengthen the social network 
information relationships between different users and to reveal new connections. In addition, 
every user’s action (be that choosing a specific search result, or recommending specific search 
results or queries) should be recorded and analyzed,  both for enriching the user’s social 
network information, and for improving SAPIR’s ranking. Two obvious examples for this include 
adding similar people to a user’s social network, and allowing users recommend queries or 
search results. 

We plan to use the SONAR infrastructure (see above) to shorten the development phase and 
reuse the public aggregators it exposes. We believe that SONAR-enabled features will greatly 
improve both the search results and the feeling of community in SAPIR. 

4.2 IMPROVING SEARCH RESULTS BY CONTEXT AWARENESS 

In this section we focus on the relevance of context information to the different search stages. 
The presentation is rather general as further specifications will be made in forthcoming tasks 
and deliverables. To some extent the benefits of utilizing context information depend on 
circumstances outside the SAPIR architecture (e.g. the willingness to produce and collect 
context information and the technical devices used for queries, see section 4.2.1). These issues 
will be further investigated in tasks 7.2 and 7.5. 

4.2.1 Context and search  

The amount of accessible digital information is exponentially increasing and queries to typical 
search engines often give results that do not fit the query or the intentions behind the query. The 

                                                
29 http://openid.net/  
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P2P architecture of SAPIR addresses the basic scalability problem, and we believe that context 
awareness will put further strength to this approach.  

 
Figure 12. Use of context information to improve searches 

From the user’s point of view searching for multimedia content accentuates three challenging 
tasks: formulating the query, grasping the essence of the presented search results, and, if 
necessary, refining the query (see SAPIR deliverable D 1.2). Precisely formulated queries and 
presentation of relevant result (see Figure 12) are crucial to the user experience. We claim that 
context information might enrich the query so that only the most promising peers are visited and 
the burden of formulating queries is removed from the user to the system. Context information 
might also support filtering and ranking of results. Such strategies are likely to increase 
efficiency and effectiveness, and also impact on the third class of user requirements – the 
satisfaction – with regard to the ease-of-use and enjoyment aspects. Further - by including 
context information new questions might be asked based on dynamically updated information 
(e.g. weather dependent information in the Tourist searching scenario in deliverables 
D1.1/D1.2).  
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Figure 13. Context information origins from different sources and might be utilized 

in different steps of the search process 

The distributed and dynamic aspects of the SAPIR concept, as well as the multimodal and 
mobile aspects, mean that context information related to the user, the multimedia content, and 
the immediate searching situation should be taken into consideration (see Figure 13). 

4.2.1.1 Context information related to content 

Context information that is closely related to content – individual objects or collections of objects 
– might, if thoroughly collected, grow and mature as time goes by and the object is organized, 
retrieved and used (see Figure 14).  
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Figure 14. Context information associated with objects increases over time 

Object creation 

At the moment of image capture or audio recording a wide range of context information may be 
collected. Timestamp and identification of location are useful information items, as well as 
information about the originator and the device involved. Almost all new digital cameras save 
JPEG (jpg) files with EXIF (Exchangeable Image File) data. Camera settings and scene 
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information are recorded by the camera into the image file. Examples of stored information are 
shutter speed, date and time, focal length, exposure compensation, metering pattern and if a 
flash was used. See for instance Appendix A EXIF metadata where EXIF metadata stored by 
Nikon D-200 camera is listed as an illustration of the wealth of information available. Flickr 
utilises already parts of this information. 

 

Object organization 

Individual objects typically become part of an object collection, and organized and indexed to 
provide efficient analyzing or retrieval processes. When objects are captured or stored as a 
collection, context information may be added to the collection and not to every object. Timing 
information may be utilized to structure the collection, to automatically generate meaningful 
annotations, and thus improve the speed of browsing and retrieval (see for instance Graham et 
al. 2002).  

Search and usage 

Whenever an object is retrieved and used a new piece of information is produced. This kind of 
information may be utilized to improve query routing among peers (see section that deals with 
social networks), but may also be added to individual objects or object collections as context 
information (illustrated in Figure 13 as context information returned from the search process). 
Let’s go back to one of the scenarios presented in D1.1 /D1.2; the journalist searches for a first 
page item – the SAPIR request returns a sample of images – he finds one of them appropriate – 
the image has not been used by any rival newspaper – the search has ended successfully – in 
addition, whenever other journalists retrieve this image they are informed about the previous 
usage. Another search for images is initiated by a somewhat inexperienced magazine writer. His 
first SAPIR request returns a set of images – he might use several of them but chooses the one 
that has previously been used by the TIME magazine – this information grants for quality.  

4.2.1.2 Context information related to the user 

Context information related to the user is often denoted a user profile. Utilizing information from 
a user profile means that the parts of the burden of specifying a query are put on the system. 
The user profile holds information like the user’s preferred interacting language, preferred 
format of reply from a search request (for instance separate items, full text, keywords, truncated 
text), preferred channels for receiving results (high relevance when mobile devices are used), 
particular interests, membership of social networks etc. (see deliverable D1.2  for more details).  

To handle the overwhelming amount of information currently available, personalization systems 
allow users to specify the information that interests them through preferences. Most often, users 
have different preferences depending on context. Stefanidis et al. (2007) discuss how to add 
context to preferences, i.e. how context can affect the results of queries, so that the same query 
returns different results based on the context of its execution. Such context-aware 
personalization is achieved through the use of preferences. Further they describe a contextual 
query as a query enhanced with information regarding context. Implicitly, the context associated 
with a contextual preference query is the current context, that is, the context surrounding the 
user at the time of the submission of the query. Further they introduce a model for expressing 
such contextual preferences. Context is modeled as a set of multidimensional attributes. They 
formulate the context resolution problem as the problem of (a) identifying those preferences that 
qualify to encompass the context state of a query and (b) selecting the most appropriate among 
them. They also propose an algorithm for solving this problem. 

Device information may be included in the user profile, but as users may utilize different devices 
it is more efficient to separate these information sources. Device specifications and the 
communication channel or service used for the query are important to the format and 
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formulation of the query as well to the way the results should be presented. By adapting the 
selection of retrieved information and the presentation of the results to the device at hand, the 
user experience will improve considerably. One of our scenarios (see deliverables D1.1/D1.2) 
focuses on music and text retrieval based on audio excerpts made by mobile phones. 
Information about the device involved is crucial to the selection of information that fits small 
displays.  

4.2.1.3 Context information related to the immediate search situation 

The place from which a search is initiated and the time it is performed may hint about the user 
expectations and the accessibility and relevance of information returned to the user. The 
expectations of content may vary, and so may the presentation of results. The Tourist searching 
scenario (see deliverables D1.1/D1.2) illustrates this aspect: Based upon an image query of an 
outdoor tourist attraction the tourist receives recommendations based on the weather forecast 
and present tour registrations. In the Singing birds scenario (see deliverable D1.1) the query is 
automatically enriched by geographical coordinates and date to filter out species of birds that 
are unlikely to be found in the immediate search situation. Use of context information as 
described here, is fundamental to the service’s appearance. 

As the examples above suggest, the mobile aspects represent a rather different searching 
situation compared to search initiated from a stationary computer, and thus new search services 
that actualize certain usability issues that may be met by context-awareness. According to 
Häkkilä (2006), the following mobile device-related phenomenon motivates use of context 
information: 

Increasing complexity of the devices in use, mobile devices are small and cumbersome for 
interaction, the same application design is intended for a large number of end-users although 
personal needs vary, mobile devices are used in various kinds of situations, computing and battery 
capacity are limited. 

4.2.2 Context information storage and use 

For SAPIR it would be valuable to keep context information about the images and other media 
which are available in the network. This would make the system more robust and less reliant on 
content-based image/media recognition. To use an initial context-based search in order to 
narrow down the search area, followed by a content-based search to pinpoint or rank the final 
results, would probably produce a much more efficient search than a pure content-based 
search. 

4.2.3 Context information collection 

The frameworks and systems described in section �3.2 could roughly be divided into two 
categories: those that focus on context for the mobile device, and those that focus on the 
context in smart environment/spaces.  

It is practical to acquire the most frequently used context information, like location and time, on 
the capturing devices. Here frameworks like Hydrogen, CORTEX, The Context Managing 
Framework, and The Context Modeling Framework could be of use, by providing the SAPIR 
client with easy access to sensor information. Other information of interest could be camera 
settings (or more generally apparatus settings), name of the photographer who took the image, 
activity during the capturing, and presence of other people or entities. Many of the presented 
frameworks focus on the smart home or smart environment (cf. The Context Toolkit, CASS, 
Gaia, CoBrA, JACF). These systems are of relevance to the Smart Home Messenger and 
Hollywood@Home scenarios (see deliverable D1.1) where the user is interacting with a smart 
context-aware system in order to post requests to the SAPIR network. 
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One may also view the full service peers' # in the network as managers of smart spaces. The full 
service peers could host the core of the framework, with distributed sensors or services in the 
environment reporting context information to it. This information could be aggregated to higher 
level information, and appended to media in the network. When an image is uploaded to the full 
service peer it could match the image’s location information (positioned by GSM or GPS) to the 
location of weather stations in the same area to retrieve weather conditions in the moment of 
image capture. 

4.2.4 Testing context-aware systems 

Häkkilä (2006) claims that context-aware technology employs greater risks, e.g. due to the 
uncertain nature of context recognition – user centric design practiced and testing in the 
authentic environment of the context recognition should be stressed. These aspects should be 
taken into consideration when planning proof of concept tests in WP 8. 

4.3 IMPROVING SEARCH RESULTS BY SOCIAL NETWORKS FOR PEERS 

By defining a social network between peers, we can improve users’ experience of searching in 
two ways: 

First, the social network can be defined as a distinct overlay network and can cooperate with 
overlays defined for regular similarity search. In particular, a peer-to-peer network developed in 
WP2, WP4 and WP5 can be exploited by the social network overlay. The social network overlay 
would bring higher resilience against P2P network failures and faster similarity search. In our 
approach, a peer failure is not handled by starting up a backup copy of the peer but the 
navigation information is rather updated in order to skip the failing peer. The similarity search 
algorithms perform more efficiently since the search is more focused on the specific query, so 
the query evaluation is approximate but not missing the important data objects in the response. 
Another advantage of this synergy is that if the social network navigation algorithms are unable 
to locate peers with good results, the social network can contact the underlying structured peer-
to-peer network to answer the query. If the user sticks on the precise and complete results, the 
social network can again contact the underlying network. Both these two query forwardings to 
the structured network influence the social network information, so the future search for the 
same information using the social network is nearly as precise as the search in the structured 
network. 

Second, a completely independent social network overlay can be defined, so a self-organizing 
and self-adapting network is created. Such a network allows users to share their own data 
collections (e.g., private photo galleries or home-video archives) without sending the data across 
the network to other nodes in order to allow searching. So, principles based on trust and access 
control can be easily applied. For testing this approach, we plan to exploit the image database 
gathered within WP4, i.e., the Flickr image database. To simulate real-application scenarios, we 
will exploit the owner tag associated to each image which identifies a Flickr user who uploaded 
or is the author of the image. The owner tag is used to reconstruct the Flickr users’ databases. 
Each of the reconstructed collections is then organized on a peer. Consequently, these peers 
create a social network by communicating with each other and exchanging the query results. 

                                                
30 Defined in SAPIR as peers holding all possible capabilities (index service, query service, analysis service, etc). 
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5 SUMMARY 

This document described the social aspects of SAPIR – social networks among users, 
context awareness, and peer social networks. We described the basic features we plan to 
implement, and also described the details of the infrastructure that need to be implemented 
and integrated into SAPIR overall framework to support the above features. We strongly 
believe that adding these social aspects will not only improve SAPIR’s search results by 
leveraging the “wisdom of crowds” as well as adapting to the user’s immediate needs and 
context; but will also trigger community building mechanisms that will assist in the diffusion 
of the SAPIR search framework (attracting more users and making users stay). They will 
also contribute to the feeling of community in SAPIR – which will encourage people to post 
more quality content and contribute more to the overall system. 
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APPENDIX A EXIF METADATA  

An example of EXIF (Exchangeable Image File Format) metadata stored by a Nikon D-200 
kamera.

 
 
ExifTool Version Number         : 6.87 
File Name                       : dsd_0168.jpg 
Directory                       : . 
File Size                       : 4 MB 
File Modification Date/Time     : 2007:06:14 08:56:46 
File Type                       : JPEG 
MIME Type                       : image/jpeg 
Make                            : NIKON CORPORATION 
Camera Model Name               : NIKON D200 
Orientation                     : Horizontal (normal) 
X Resolution                    : 300 
Y Resolution                    : 300 
Resolution Unit                 : inches 
Software                        : Ver.1.00 
Modify Date                     : 2006:02:08 10:06:32 
Y Cb Cr Positioning             : Co-sited 
Exposure Time                   : 1/180 
F Number                        : 7.1 
Exposure Program                : Program AE 
ISO                             : 100 
Exif Version                    : 0221 
Date/Time Original              : 2006:02:08 10:06:32 
Create Date                     : 2006:02:08 10:06:32 
Components Configuration        : YCbCr 
Compressed Bits Per Pixel       : 4 
Exposure Compensation           : 0 
Max Aperture Value              : 5.7 
Metering Mode                   : Multi-segment 
Flash                           : No Flash 
Focal Length                    : 150.0mm 
Firmware Version                : 2.10 
Color Mode                      : Color 
Quality                         : Fine 
White Balance                   : Auto 
Focus Mode                      : AF-S 
Flash Setting                   : Normal 

Flash Type                      : 
White Balance Fine Tune         : 0 
Color Balance 1                 : 1.847656 1.339844 1 1 
Program Shift                   : 0 
Exposure Difference             : 0 
Compression                     : JPEG (old-style) 
Preview Image Start             : 3267 
Preview Image Length            : 23736 
Flash Exposure Compensation     : 0 
ISO Setting                     : 100 
Image Boundary                  : 0 0 3872 2592 
Flash Exposure Bracket Value    : 0.0 
Exposure Bracket Value          : 0 
Crop Hi Speed                   : Off (3904x2616 cropped to 
3904x2616 at pixel 0,0) 
Serial Number                   : 
Tone Comp                       : Auto 
Lens Type                       : G VR 
Lens                            : 18-200mm f/3.5-5.6 
Flash Mode                      : Did Not Fire 
AF Area Mode                    : Single Area 
AF Point                        : Center 
AF Points Used                  : Center 
Shooting Mode                   : Single-Frame 
Auto Bracket Release            : Manual Release 
Color Hue                       : Mode3 
Light Source                    : Natural 
Hue Adjustment                  : 0 
Noise Reduction                 : Off 
Sensor Pixel Size               : 6.05 x 6.05 um 
Image Data Size                 : 3921697 
Image Count                     : 1307 
Deleted Image Count             : 0 
Shutter Count                   : 1307 
Image Optimization              : Custom 
Multi Exposure Version          : 0100 
Multi Exposure Mode             : Off 
Multi Exposure Shots            : 0 
Multi Exposure Auto Gain        : Off 
High ISO Noise Reduction        : Off 
Shot Info Version               : 0207 
WB RGGB Levels                  : 473 256 256 343 
Lens Data Version               : 0201 
Exit Pupil Position             : 107.8mm 
AF Aperture                     : 5.7 
Focus Position                  : 0x00 
Focus Distance                  : 14.96 m 
Lens ID Number                  : 139 
Lens F Stops                    : 5.33 
Min Focal Length                : 18.3mm 
Max Focal Length                : 201.6mm 
Max Aperture At Min Focal       : 3.6 
Max Aperture At Max Focal       : 5.7 
MCU Version                     : 141 
Effective Max Aperture          : 5.7 
User Comment                    : dpreview.com 2006 
Sub Sec Time                    : 65 
Sub Sec Time Original           : 65 
Sub Sec Time Digitized          : 65 
Flashpix Version                : 0100 
Color Space                     : sRGB 
Exif Image Width                : 3872 
Exif Image Length               : 2592 
Sensing Method                  : One-chip color area 
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File Source                     : Digital Camera 
Scene Type                      : Directly photographed 
CFA Pattern                     : [Green,Red][Blue,Green] 
Custom Rendered                 : Normal 
Exposure Mode                   : Auto 
Digital Zoom Ratio              : 1 
Focal Length In 35mm Format     : 225mm 
Scene Capture Type              : Standard 
Gain Control                    : None 
Contrast                        : Normal 
Saturation                      : Normal 
Sharpness                       : Hard 
Subject Distance Range          : Unknown (0) 
GPS Version ID                  : 2.2.0.0 
Thumbnail Offset                : 27123 
Thumbnail Length                : 4860 
Image Width                     : 2592 
Image Height                    : 3872 
Aperture                        : 7.1 

Blue Balance                    : 1.339844 
Image Size                      : 2592x3872 
Lens ID                         : AF-S DX VR Zoom-Nikkor 18-200mm 
f/3.5-5.6G IF-ED 
Lens                            : 18-200mm f/3.5-5.6 G VR 
Preview Image                   : (Binary data 23736 bytes, use -b 
option to extract) 
Red Balance                     : 1.847656 
Scale Factor To 35mm Equivalent : 1.5 
Shutter Speed                   : 1/180 
Thumbnail Image                 : (Binary data 4860 bytes, use -b 
option to extract) 
Circle Of Confusion             : 0.020 mm 
Depth of Field                  : 2.83 m (13.68 - 16.51) 
Focal Length                    : 150.0mm (35mm equivalent: 225.0mm) 
Hyperfocal Distance             : 158.21 m 
Light Value                     : 13.1 
Date/Time Original              : 2006:02:08 10:06:32.65 

 


